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BEACON Q: Encouraging Regular Self-Testing via a Personalized and Gamified
Quiz App

by Aryobarzan ATASHPENDAR

Studies have shown that students who study intensively before their exams tend
to quickly forget the information they may have retained, while also feeling more
stressed and anxious. In contrast, active learners who regularly revise and test them-
selves have been shown to better improve their long-term retention, as well as feel
more confident for assessments. This work presents an accessible form of self-testing
via a new mobile quiz app, namely BEACON Q, with various features to encourage
students to break away from their bulk studying habits and follow instead an ap-
proach that relies on the so-called testing effect to induce long-term retention.

To tailor the self-testing experience to the needs of the student, the app integrates
a dynamic difficulty system to adjust the quizzes to each user’s skill level, while
also supporting interchangeable formats for each question type to alter their diffi-
culty more significantly. Learning material in the form of immediate answer feed-
back and documents describing the lecture topics are made directly accessible from
within the app. Spaced repetition is applied to enable automatic review suggestions
and a form of recall analysis for the students to check their exam readiness. Further-
more, a bespoke block-based coding framework, called DartBlock, is developed to
support programming-based quiz activities, with a mobile-first interface and inter-
action design. Difficulty tuning and automatic program evaluation also constitute
integral parts of the framework. Finally, a unique gamification approach based on
mythological Greek figures is used to personalize the testing experience and foster
regular usage of the app.

We report on studies we have conducted using the proposed framework with
multiple university level classes, which amounted to a 3-year long collection of per-
formance data and survey answers. The results point to a high user satisfaction
rate for the platform as a testing and studying solution, though it did not lead to a
significant change in learning habits, with students continuing to study intensively
shortly before their exams. As an alternative approach, an exam structure based on
cumulative assessment is proposed as a potential way to mitigate bulk studying and
motivate more regular testing.

HTTPS://WWW.UNI.LU/EN/
https://www.uni.lu/fstm-en/
https://www.uni.lu/fstm-en/research-departments/department-of-computer-science/


iii

Acknowledgements
First and foremost, I would like to thank my supervisor, Prof. Dr. Rothkugel, who
was not only actively engaged with every phase of my work, but who ultimately
made the extensive case studies possible. Moreover, I would like to extend my grat-
itude to Dr. Grévisse, whose doctoral work inspired my own, as well as to my com-
mittee board members, Prof. Dr. Zampunieris and Prof. Dr. Reuter, whose invalu-
able advice helped shape this project. I would also like to thank Prof. Dr. Frysinger
and Prof. Dr. Paek for agreeing to review my thesis and attend my defense as jury
members. I am also grateful to my family and friends, as well as my colleagues,
including Nazanin Sheykhmohammadi, who contributed to the medical case study.



iv

Contents

Af�davit / Statement of originality i

Abstract ii

Acknowledgements iii

1 Introduction 1
1.1 Context . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.3 Objectives . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.4 Outline and Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . 3

2 Background 5
2.1 Testing Effect . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

2.1.1 Test to Learn . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
2.1.2 Dif�culty and Format . . . . . . . . . . . . . . . . . . . . . . . . 6
2.1.3 Regularity . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
2.1.4 Direct Effects . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
2.1.5 How It Works . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
2.1.6 Indirect Effects . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10
2.1.7 Negative Effects . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2.2 Gami�cation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
2.2.1 Purpose . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
2.2.2 Elements . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
2.2.3 Downsides . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

2.3 Block-Based Programming . . . . . . . . . . . . . . . . . . . . . . . . . . 15
2.3.1 General . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
2.3.2 Disadvantages . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

2.4 Statistical Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

3 State of the Art 18
3.1 Out-of-Class Testing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18
3.2 Spaced Repetition . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

3.2.1 General . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20
3.2.2 FSRS . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

3.3 Dynamic Dif�culty . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
3.3.1 General . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
3.3.2 Rasch Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
3.3.3 Elo Rating . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23
3.3.4 CAT using Elo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23
3.3.5 CAT using Related Data . . . . . . . . . . . . . . . . . . . . . . . 24

3.4 Gami�ed Mobile Learning Apps . . . . . . . . . . . . . . . . . . . . . . 25
3.4.1 Quitch . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25



v

3.4.2 Khan Academy . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
3.4.3 Quizlet . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28
3.4.4 Elevate . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
3.4.5 Anki . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
3.4.6 Kahoot! . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31
3.4.7 Memrise . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31
3.4.8 Lingodeer . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31
3.4.9 Duolingo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

3.5 Block-Based Programming . . . . . . . . . . . . . . . . . . . . . . . . . . 39
3.5.1 Scratch . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
3.5.2 Snap! . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
3.5.3 ScratchJr . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
3.5.4 Blockly . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43
3.5.5 Alice . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43
3.5.6 Pencil Code . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44
3.5.7 TouchDevelop . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

3.6 Mobile Interface Design . . . . . . . . . . . . . . . . . . . . . . . . . . . 46
3.7 Generative AI in Education . . . . . . . . . . . . . . . . . . . . . . . . . 47

4 Design & Implementation 49
4.1 Design Philosophies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
4.2 System Architecture . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50
4.3 Implementation Technology . . . . . . . . . . . . . . . . . . . . . . . . . 51
4.4 Activity Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

4.4.1 Solution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 52
4.4.2 Feedback . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 52

4.5 Activity Types . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 52
4.5.1 Choice . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53
4.5.2 Coding . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

4.6 Recall Probability & Spaced Repetition . . . . . . . . . . . . . . . . . . . 55
4.7 Dynamic Dif�culty . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60

4.7.1 Purpose . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60
4.7.2 Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60
4.7.3 Version 1: average accuracy . . . . . . . . . . . . . . . . . . . . . 61
4.7.4 Version 2: recall probability . . . . . . . . . . . . . . . . . . . . . 63
4.7.5 Version 3: FSRS . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65
4.7.6 Trial Quiz . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

4.8 Scheduled Quizzes . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67
4.9 Reviews . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

4.9.1 Manual . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69
4.9.2 Automatic . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69
4.9.3 Generating Reviews . . . . . . . . . . . . . . . . . . . . . . . . . 71
4.9.4 Review Session . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71
4.9.5 Course Announcements . . . . . . . . . . . . . . . . . . . . . . . 72
4.9.6 Apollo's Prophecy . . . . . . . . . . . . . . . . . . . . . . . . . . 73
4.9.7 Exam Mode . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

4.10 Learning Material . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77
4.10.1 Topics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77
4.10.2 Lectures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

4.11 Gami�cation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80
4.11.1 Conventional Gami�cation . . . . . . . . . . . . . . . . . . . . . 80



vi

4.11.2 Patrons . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85
4.12 DartBlock . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

4.12.1 Statements . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 93
4.12.2 Statement Editors . . . . . . . . . . . . . . . . . . . . . . . . . . . 94
4.12.3 Custom Functions . . . . . . . . . . . . . . . . . . . . . . . . . . 94
4.12.4 Types . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 96
4.12.5 Toolbox . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98
4.12.6 Sidebar . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102
4.12.7 Canvas . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102
4.12.8 Expression Composer . . . . . . . . . . . . . . . . . . . . . . . . 104
4.12.9 Syntax . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 109
4.12.10 Scopes & Recursion . . . . . . . . . . . . . . . . . . . . . . . . . . 111
4.12.11 Isolated Execution . . . . . . . . . . . . . . . . . . . . . . . . . . 111
4.12.12 Exceptions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
4.12.13 Output . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113
4.12.14 Export . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114
4.12.15 Automatic Evaluation . . . . . . . . . . . . . . . . . . . . . . . . 114
4.12.16 Dif�culty Adjustment . . . . . . . . . . . . . . . . . . . . . . . . 117
4.12.17 Persistence . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 118
4.12.18 DartBlock Pad . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 118
4.12.19 Action Tracking . . . . . . . . . . . . . . . . . . . . . . . . . . . . 118
4.12.20 Omitted Features . . . . . . . . . . . . . . . . . . . . . . . . . . . 119

4.13 Generative AI . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120
4.13.1 Choice Activities . . . . . . . . . . . . . . . . . . . . . . . . . . . 121
4.13.2 Topic Resources . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122

4.14 Data Collection . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 123
4.14.1 Surveys . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 123
4.14.2 App Interactions . . . . . . . . . . . . . . . . . . . . . . . . . . . 123

4.15 User Interface & Experience . . . . . . . . . . . . . . . . . . . . . . . . . 123
4.15.1 Home Page . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 124
4.15.2 Lecture Page . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125
4.15.3 Review Page . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 127
4.15.4 Play Page . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 131
4.15.5 Choice Activity . . . . . . . . . . . . . . . . . . . . . . . . . . . . 135
4.15.6 DartBlock Activity . . . . . . . . . . . . . . . . . . . . . . . . . . 138

5 Case Studies 144
5.1 General Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 144
5.2 Classes & Differences . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 145

5.2.1 Winter Semester 2022 . . . . . . . . . . . . . . . . . . . . . . . . 146
5.2.2 Summer Semester 2023 . . . . . . . . . . . . . . . . . . . . . . . 146
5.2.3 Winter Semester 2023 . . . . . . . . . . . . . . . . . . . . . . . . 147
5.2.4 Summer Semester 2024 . . . . . . . . . . . . . . . . . . . . . . . 147
5.2.5 Winter Semester 2024 . . . . . . . . . . . . . . . . . . . . . . . . 147
5.2.6 Summer Semester 2025 . . . . . . . . . . . . . . . . . . . . . . . 148

5.3 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 148
5.3.1 Explainer Resources & Videos . . . . . . . . . . . . . . . . . . . 149
5.3.2 DartBlock Activities . . . . . . . . . . . . . . . . . . . . . . . . . 150
5.3.3 Special Case Study: Simulation . . . . . . . . . . . . . . . . . . . 150

5.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 150
5.4.1 Regular Testing . . . . . . . . . . . . . . . . . . . . . . . . . . . . 151



vii

5.4.2 Review Preferences . . . . . . . . . . . . . . . . . . . . . . . . . . 157
5.4.3 Studying . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 160
5.4.4 Conventional Resources . . . . . . . . . . . . . . . . . . . . . . . 164
5.4.5 Gami�cation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 166
5.4.6 Dynamic Dif�culty . . . . . . . . . . . . . . . . . . . . . . . . . . 168
5.4.7 DartBlock . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 170
5.4.8 Medical Case Study: Simulation . . . . . . . . . . . . . . . . . . 176
5.4.9 General User Satisfaction . . . . . . . . . . . . . . . . . . . . . . 178

6 Discussion 180
6.1 Self-Testing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 180

6.1.1 Regularity . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 180
6.1.2 Bulk Studying . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 181
6.1.3 Timing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 182
6.1.4 Extrinsic Incentive: Bonus Grade . . . . . . . . . . . . . . . . . . 182

6.2 User Perceptions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 183
6.2.1 Con�dence . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 183
6.2.2 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 186
6.2.3 Retention . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 187

6.3 Dynamic Dif�culty . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 188
6.4 Gami�cation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 190

6.4.1 Conventional Gami�cation . . . . . . . . . . . . . . . . . . . . . 190
6.4.2 Patron System . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 191

6.5 Review Preferences . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 193
6.5.1 Scheduling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 193
6.5.2 Automatic versus Manual . . . . . . . . . . . . . . . . . . . . . . 194
6.5.3 Patron Suggestions . . . . . . . . . . . . . . . . . . . . . . . . . . 196
6.5.4 Recall Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . 197

6.6 Learning Material . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 198
6.6.1 Feedback . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 198
6.6.2 Topics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 199
6.6.3 Resources . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 200
6.6.4 User Satisfaction . . . . . . . . . . . . . . . . . . . . . . . . . . . 202
6.6.5 Impact on Studying . . . . . . . . . . . . . . . . . . . . . . . . . 202

6.7 DartBlock . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 203
6.7.1 User Behavior . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 203
6.7.2 Debugging Exceptions . . . . . . . . . . . . . . . . . . . . . . . . 205
6.7.3 User Perception . . . . . . . . . . . . . . . . . . . . . . . . . . . . 206
6.7.4 Mobile Quizzes . . . . . . . . . . . . . . . . . . . . . . . . . . . . 209

6.8 Medical Case Study . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 211
6.9 Assessment Types . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 211

6.9.1 Summative Assessment . . . . . . . . . . . . . . . . . . . . . . . 211
6.9.2 Cumulative Assessment . . . . . . . . . . . . . . . . . . . . . . . 212

6.10 Generative AI . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 213

7 Conclusion 215
7.1 Research Question 1 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 215
7.2 Research Question 2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 216
7.3 Research Question 3 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 217
7.4 Research Question 4 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 218
7.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 219



viii

7.6 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 219

Bibliography 221



ix

List of Figures

3.1 Mobile learning app "Quitch". . . . . . . . . . . . . . . . . . . . . . . . . 26
3.2 Mobile learning app "Khan Academy". . . . . . . . . . . . . . . . . . . . 27
3.3 Mobile learning app "Quizlet". . . . . . . . . . . . . . . . . . . . . . . . 29
3.4 Mobile learning app "AnkiDroid" (Anki). . . . . . . . . . . . . . . . . . 30
3.5 Mobile learning app "Lingodeer". . . . . . . . . . . . . . . . . . . . . . . 32
3.6 Mobile learning app "Duolingo": feedback and hearts. . . . . . . . . . . 33
3.7 Mobile learning app "Duolingo": summary page and language score. . 35
3.8 Mobile learning app "Duolingo": quests and leaderboard . . . . . . . . 35
3.9 Block-based programming framework "Scratch" (3.0). . . . . . . . . . . 40
3.10 Example test cases using an extension for the Scratch framework. . . . 41
3.11 Block-based programming framework "Snap!" (10.7.2). . . . . . . . . . 42
3.12 Block-based programming application "ScratchJr". . . . . . . . . . . . . 42
3.13 Block-based programming application "Alice" (v.3). . . . . . . . . . . . 44
3.14 Block-based programming tool "Pencil Code". . . . . . . . . . . . . . . 44
3.15 Block-based programming app "TouchDevelop". . . . . . . . . . . . . . 45

4.1 Overview of the data structures in BEACON Q. . . . . . . . . . . . . . 50
4.2 Overview of the processes in BEACON Q. . . . . . . . . . . . . . . . . . 51
4.3 Teacher announcement about an upcoming exam . . . . . . . . . . . . 73
4.4 Estimating user readiness for an exam using Apollo's Prophecy . . . . 74
4.5 Manually tuning the readiness estimation given by Apollo's Prophecy 75
4.6 Shortcuts in Apollo's Prophecy for reviews . . . . . . . . . . . . . . . . 76
4.7 Design of the exam mode for reviews. . . . . . . . . . . . . . . . . . . . 76
4.8 Multimedia resources. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78
4.9 Association of topics and resources with lectures. . . . . . . . . . . . . 79
4.10 Achievements page and achievement banner in play page . . . . . . . 81
4.11 Leaderboard and details for each ranking. . . . . . . . . . . . . . . . . . 83
4.12 Design of the play recap page. . . . . . . . . . . . . . . . . . . . . . . . . 85
4.13 Patron selection page and showcase on home page . . . . . . . . . . . . 86
4.14 Performance-based messages from the user's patron in the play recap. 87
4.15 Statistics shown in play recap based on user's patron . . . . . . . . . . 88
4.16 Illustration of daily review goals on home page. . . . . . . . . . . . . . 89
4.17 Course-wide patron leaderboard. . . . . . . . . . . . . . . . . . . . . . . 90
4.18 Different review suggestions from each patron . . . . . . . . . . . . . . 92
4.19 The variable declaration and update editors in DartBlock. . . . . . . . . 95
4.20 For-loop and while-loop editors in DartBlock . . . . . . . . . . . . . . . 95
4.21 The two options in DartBlock to add a new statement to the canvas. . . 99
4.22 The DartBlock widget integrated into the play page of BEACON Q. . . 100
4.23 Un-docked toolbox in DartBlock . . . . . . . . . . . . . . . . . . . . . . 101
4.24 Transparent or hidden toolbox in DartBlock when un-docked . . . . . 102
4.25 Options menu after tapping on a statement in DartBlock . . . . . . . . 103
4.26 The visual number composer for DartBlock. . . . . . . . . . . . . . . . . 105



x

4.27 The visual boolean composer for DartBlock. . . . . . . . . . . . . . . . . 107
4.28 The visual String composer for DartBlock. . . . . . . . . . . . . . . . . . 109
4.29 Console-based output of a DartBlock program's execution . . . . . . . 113
4.30 An example DartBlock program and its equivalent Java code. . . . . . 115
4.31 Dif�culty modi�ers for DartBlock activities . . . . . . . . . . . . . . . . 117
4.32 The free-form editor for DartBlock, including its sample programs. . . 119
4.33 Design of the home page. . . . . . . . . . . . . . . . . . . . . . . . . . . 125
4.34 Search bar and search results . . . . . . . . . . . . . . . . . . . . . . . . 126
4.35 Lecture page design. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 127
4.36 Initial design of the review page in v2 (SS23). . . . . . . . . . . . . . . . 128
4.37 Second design of the review page in v4 (SS24). . . . . . . . . . . . . . . 128
4.38 Final design of the review page in version v6 (SS25). . . . . . . . . . . . 129
4.39 The review tab of the language learning app Lingodeer. . . . . . . . . . 130
4.40 Advanced tuning and topic selection options for reviews . . . . . . . . 131
4.41 Initial design of play page in v1 (WS22) . . . . . . . . . . . . . . . . . . 132
4.42 The �nal design of the play page in v5 (WS24). . . . . . . . . . . . . . . 132
4.43 Prototypes for placement of study button in play page . . . . . . . . . . 134
4.44 The �nal design of the play page post-answer. (WS24) . . . . . . . . . . 134
4.45 Design of the choice activity's pointers and hints indicators . . . . . . . 136
4.46 Design of the input UI for the recall format of choice activities. . . . . . 137
4.47 original and updated designs of evaluation UI for choice activities . . . 137
4.48 UI designs to indicate the availability of feedback for choices. . . . . . 139
4.49 UI design for displaying pointers and hints in DartBlock activities. . . 139
4.50 Original design of evaluation UI for DartBlock activities . . . . . . . . 140
4.51 Updated (collapsed) design of evaluation UI for DartBlock activities . 141
4.52 Updated (expanded) design of evaluation UI for DartBlock activities . 142
4.53 UI design for thrown exception in DartBlock . . . . . . . . . . . . . . . 143

5.1 Overview of the case studies and the associated app updates. . . . . . 146
5.2 Total number of answers per week for each case study . . . . . . . . . . 151
5.3 Distribution of the number of answers per user for each class . . . . . . 152
5.4 Delays in starting scheduled quizzes across all P1 and P2 case studies. 153
5.5 Survey question regarding the scheduling of quizzes . . . . . . . . . . 154
5.6 Survey question regarding motivational impact of scheduled quizzes . 154
5.7 Survey question regarding students forgetting about quizzes . . . . . . 155
5.8 Survey questions for P2 ('25) regarding motivation and retention . . . 155
5.9 Success percentage for attempts of the weekly quizzes . . . . . . . . . . 156
5.10 Success percentages for the �nal quizzes (3rd attempt). . . . . . . . . . 157
5.11 Share of each play type for the different case studies . . . . . . . . . . . 158
5.12 Number of review sessions based on category . . . . . . . . . . . . . . 159
5.13 Number of review sessions for P1 ('24) based on category . . . . . . . . 160
5.14 Survey question regarding the usefulness of the review tab . . . . . . . 161
5.15 Total number of topic resource views by source . . . . . . . . . . . . . . 161
5.16 Percentage of answers followed by studying feedback and topics . . . 162
5.17 Number of views for the lecture resources of P1 ('24) . . . . . . . . . . 163
5.18 Survey question regarding student preparation for �nal exam . . . . . 164
5.19 Survey question regarding changes in student con�dence . . . . . . . . 165
5.20 Survey question about usefulness of BEACON Q's learning resources . 165
5.21 The �rst question of the midterm survey for P1 ('24). . . . . . . . . . . 166
5.22 The second question of the midterm survey for P1 ('24). . . . . . . . . . 166
5.23 The third question of the midterm survey for P1 ('24). . . . . . . . . . . 167



xi

5.24 Total number of views for each gami�cation element of BEACON Q . 168
5.25 Percentage of answers under each patron . . . . . . . . . . . . . . . . . 169
5.26 Survey questions regarding the gami�cation features of BEACON Q . 170
5.27 Survey question regarding the dynamic dif�culty adjustment . . . . . 171
5.28 Usage rate of each statement creation method in DartBlock . . . . . . . 171
5.29 Top 3 user actions following a thrown exception in DartBlock . . . . . 173
5.30 Survey questions regarding DartBlock . . . . . . . . . . . . . . . . . . . 175
5.31 Survey questions regarding usefulness of quizzes for medical case study177
5.32 Survey question regarding general bene�t of the BEACON Q app . . . 178
5.33 Survey questions for P2 ('25) regarding changes in learning habits . . . 179



xii

List of Tables

4.1 The possible dif�culty states for a multiple choice activity with at least
2 distractors, in ascending order. . . . . . . . . . . . . . . . . . . . . . . 54

5.1 Overview of app changes for each semester (WS = Winter semester,
SS = Summer semester). Numbers indicate versions of the respective
features. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 145

5.2 Statistics on the number of answers per user for each case study. The
median, mean and standard deviation are in regard to the total num-
ber of answers per user across the entire given case study (semester).
The minimum and maximum indicate the lowest and highest number
of answers respectively which were provided by a single user across
the given case study. (CV: coef�cient of variation) . . . . . . . . . . . . 153

5.3 Difference in calibration (log loss, RMSE) and discrimination (AUC)
between versions 2 and 3 of the dynamic dif�culty adjustment system,
based on the correctness of each activity answer and the computed
activity dif�culty for the given user. . . . . . . . . . . . . . . . . . . . . 170

5.4 The absolute usage rate of each statement creation method in Dart-
Block, based on user answers to DartBlock activities in BEACON Q.
Each category is broken down into its constituent actions. Data: P1 ('24)172

5.5 Total number of DartBlock statements created by type, as well as statis-
tics about the number of actions required to create each one. Data: P1
('24) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 173

5.6 Total number of instances where DartBlock exceptions were success-
fully debugged in the context of DartBlock activities, as well as statis-
tics about the number of actions required for each one. Data: P1 ('24) . 174



xiii

List of Abbreviations

AI Arti�cial Intelligence
AST Abstract Syntax Tree
AUC Area Under Curve
CAT Computerized Adaptive Testing
CEFR Common European Framework of Reference for Languages
CSL Chinese as a Second Language
CV Coef�cient of Variation
DDA Dynamic Dif�culty Adjustment
FAB Floating Action Button
FSRS Free Spaced Repetition Scheduler
GAI Generative Arti�cial Intelligence
IDE Integrated Development Environment
JSON JavaScript Object Notation
LLM Large Language Model
LMS Learning Management System
P1 Programming 1
P2 Programming 2
RMSE Root Mean Square Error
SM Super-Memo
SS Summer Semester
TAP Transfer-Appropriate Processing
UI User Interface
UX User Experience
VSC Visual Studio Code
WS Winter Semester



1

Chapter 1

Introduction

1.1 Context

In higher education, a common course structure is to have weekly lectures to teach
the theory, as well as corresponding exercises for practice. To pass the class, a limited
number of graded assessments is used [272], such as a midterm and a �nal exam,
which is typically referred to as summative assessment [112, 179].

The �aw in this approach mainly affects the students themselves. Speci�cally, a
signi�cant number of them tend to be procrastinators [256, 309], who do not have
the habit of regularly restudying each lecture's topics, much less practicing them.
Rather, they wait until their high stakes exams are coming up, at which point they
�nally start to intensively study for their test, a process referred to as cramming [304]
or bulk studying.

In principle, nothing is stopping each student from deciding how to prepare for
their exams which will ultimately determine whether they have passed the class. In
particular, crammers have even been shown to be more accurate at estimating how
much time they would need to adequately prepare for an exam [256].

However, several problems can plague the procrastinator, both in the short-term
and long-term. Firstly, they can have a higher level of anxiety [274] for tests during
the semester, whereas the more active learners report less test anxiety, thanks to
their higher con�dence in their preparedness. Moreover, crammers tend to be more
stressed [324] toward the end of the semester, i.e., close to their high stakes exams.

Other than health-related effects, a more glaring issue can be bulk studying's
bene�t for the student's long-term retention, or rather lack thereof: learners who
space out their review sessions can not only study more ef�ciently, but they can also
better improve their long-term retention. On the other hand, students who rely on
cramming see mostly a short-term bene�t [49] to their retention.

1.2 Motivation

Given the potential side effects of cramming, an alternative approach proposes an
entirely different structure to the student's learning. Speci�cally, it proposes that
students should not only space out their studying sessions, but also perform regular
testing.

The latter can be bene�cial in multiple ways. Firstly, the studying process could
become more ef�cient [273, 167, 101, 41, 336] as the student tries to apply their
knowledge to practical tasks and subsequently identi�es gaps in their understand-
ing. Knowing this, they could focus on the speci�c topics that they are weaker at in
their studies.
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Moreover, regular testing would also be training them for their �nal, high stakes
exam: the skills that they were using on preparatory exercises would also be used
for similar tasks in the exam, albeit covering new problems, meaning regular prac-
tice would improve those same skills [230, 270]. Similarly, their test anxiety can be
reduced [166, 266, 273].

Lastly, and perhaps most importantly, the learner could be gaining more from
their class for the long-term: while cramming provides a short-term bene�t [49], i.e.,
succeeding at an upcoming exam, the student's retention for the acquired informa-
tion will quickly decay. On the other hand, regular self-testing by the student can
enhance their long-term retention, meaning not only would they have less need for
constant restudying to refresh their memory, but the concepts that they have learned
during one semester could persist going into the next one. This concept is commonly
referred to as the testing effect [113].

However, one of the main reasons why regular testing cannot be so easily inte-
grated into courses is the lack of teacher resources, especially in the context of higher
education due to the larger number of students.

Regular testing would necessitate a correspondingly regular set of exercises pro-
vided by the teacher. Similarly, testing is more ef�cient when combined with feed-
back [273], such as not only having the students' solutions evaluated for correctness,
but also receiving individual feedback. The latter would require substantial teacher
resources in the case of larger classes.

Furthermore, the typical model of standardized exercises would not be ideal.
Rather, having exercises tailored to each student's skill level could better support
their learning, though this too would call for additional instructor resources that are
dif�cult to come by.

As for non-teacher related problems, one of the other challenges is how to get
students to change their cramming habits in the �rst place: if they are convinced of
its ability to help them pass their classes, why should they bother radically adjusting
their learning by opting for regularly spaced self-testing instead? Indeed, crammers
can even perform as well as non-procrastinators on the �nal exam [256], though
other studies [274, 84] have shown crammers to perform worse.

In this context, the goal is to create the necessary tools which can not only make
regular self-testing more accessible, including with individual feedback, but which
can also be encouraging enough to help the students break away from their bulk
studying habits. In particular, the focus is on shorter form tests adapted to each
student's level, which can potentially be more motivating than traditionally longer
exercise sheets, where the higher dif�culty and lack of immediate feedback can act
as a bottleneck to regular testing.

1.3 Objectives

To mitigate cramming by students, this work aims to facilitate and encourage reg-
ular testing through the development of a mobile quiz app, namely BEACON Q. In
particular, the testing should be effective in improving the learner's long-term reten-
tion, meaning the proposed app also has to support the conditions which ameliorate
the testing effect.

These include a dynamic dif�culty adjustment which adapts the challenge to
each user's skill level, as well as the provision of immediate feedback and a review
scheduling system which can enable a spaced repetition of the quizzes. Similarly, to
better support coding tasks in the context of computer science, this work proposes
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a block-based programming framework, namely DartBlock, which can be integrated
into a mobile quiz app.

In addition to supporting ef�cient and regular self-testing, another objective is
to entice students to change their learning habits by practicing their material more
often. To that end, this work proposes a highly automated experience, which can
quicken the process of starting review sessions, though it also recommends the in-
clusion of manual tools which put the user more in control of the app. Furthermore,
gami�cation is explored as another source of motivation by drawing on existing ap-
proaches, as well as by devising new gami�ed elements which can personalize the
app experience more.

Lastly, we explore whether the same app, which is meant to enable self-testing,
can also provide learning material. The goal is to offer a more full-�edged solution,
which combines studying and self-testing into a single platform, thus potentially
encouraging both.

In summary, the research questions are as follows:

1. How can we implement the requirements of the testing effect at a large scale?

2. What are some testable methods for incentivizing students to incorporate reg-
ular self-testing in their studies?

3. In contrast to traditional methods, how can interactive learning resources on a
self-testing platform impact studying?

4. What are the requirements to enable block-based programming tasks in a mo-
bile quiz app?

To evaluate our proposed approach to support regular testing, several case stud-
ies were conducted to collect usage data of the app and assess user satisfaction. The
goal is to analyze the data to potentially detect regular testing patterns, as well as to
capture the subjective usefulness of the app's various aspects through surveys.

1.4 Outline and Contributions

The structure of this thesis is as follows. Firstly, Chapter 2 lays out the background
for core concepts, such as the testing effect, followed by the state of the art in Chap-
ter 3. Next, Chapter 4 builds on our work published in [19, 20] about the design
and implementation of the quiz app BEACON Q, and it expands on the block-based
framework DartBlock, which we had initially showcased in [18]. This is followed
by the presentation of each case study and the corresponding data analysis in Chap-
ter 5, building upon our initial �ndings in [19, 20, 295]. Finally, the results of the case
studies and more general takeaways from this project are discussed in Chapter 6,
ending in a conclusion and outlook for future work in Chapter 7.

List of publications

This dissertation builds upon the following published papers:

• Aryobarzan Atashpendar and Steffen Rothkugel. “Dif�culty-Adjusted Quizzes:
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and Chapter 5)
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• Aryobarzan Atashpendar and Steffen Rothkugel. “Block-Based Programming
for Mobile with Conventional Exceptions and Automatic Evaluation”. In: Pro-
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1. 2024, pp. 597–603. (Chapter 4)
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puter Supported Education (CSEDU 2024). SciTePress. 2024. (Chapter 5)
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Chapter 2

Background

2.1 Testing Effect

The testing effect [275, 174, 273] proposes that one's long-term retention of some
information is improved by the act of recalling it from memory. This suggestion
is certainly not new, as it can for example be traced back to a memoir by Francis
Bacon [23] in 1620, who stated the following: "If you read a piece of text through
twenty times, you will not learn it by heart so easily as if you read it ten times while
attempting to recite from time to time and consulting the text when your memory
fails".

Bacon was thus suggesting that in order to learn a text by heart, it would be
faster to study it a few times, followed by regular recitation. Should a given recita-
tion reveal gaps in one's memory, a restudy would be due to refresh the latter. In
contrast, it would be harder to learn the information by heart through the pure act
of restudying.

In more recent times, starting from the early 1900s [113], the testing effect has
been researched more extensively to discover how it functions and in exactly which
conditions it is effective. This includes the study of the elements which determine
testing's effectiveness, testing's direct and indirect effects, comparisons to restudy-
ing, circumstances in which testing can have a negative impact, as well as settings
in which it is useful.

In the following subsections, each major aspect revolving around the testing ef-
fect will be discussed.

2.1.1 Test to Learn

Historically, instructors have used tests or exams to assess their students' under-
standing, and ultimately to determine whether they have passed a class or not.
However, testing can also be a learning method, as it can not only help the student
to better understand a concept, but also to improve their long-term retention.

In particular, testing's importance has been ampli�ed by one of the major pitfalls
of classic education: students do not necessarily revise each weekly lecture's mate-
rial on a regular basis, but only do so shortly before exams which determine their
�nal grade for a given class [256, 309].

This approach, referred to as bulk or massed studying [272, 251, 26], can serve
its purpose of quickly acquiring the knowledge needed to pass an upcoming exam.
However, the downside is that it only provides short-term bene�ts, as the student's
retention quickly deteriorates following the exam.

Instead, the recommendation is to integrate regular testing into the student's
learning, which can more effectively enhance their long-term retention [272] and
eliminate the need for bulk studying.
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One of the critiques of the testing effect is that the retrieval practice it offers is not
the factor which is improving long-term retention. Rather, testing would simply be
another form of restudying, as the student is just being exposed to the information
again. However, this argument has been shown to not hold [272, 273, 120], par-
ticularly through trials where the students who were told to restudy their material
fared worse in terms of long-term retention compared to those who relied on regular
testing.

Furthermore, another critique is that testing only exposes what the student has
learned or what their gaps in knowledge are, and that they actually learn concepts
only through studying, though this too has been disproved [330].

The testing effect has thus empirically been established to improve long-term re-
tention, yet repeated studying appears to be the more common go-to method for
students to learn. This attitude may be to attribute to the teachers themselves, who
have often suggested restudying [272, 262] as the learning approach to adopt. Al-
ternatively, it may be due to students favoring the short-term advantages of restud-
ies [272], as their own objective is to �nd the easier method that would bene�t them
in the near future, i.e., bulk studying shortly before an exam.

However, the main reason for the low adoption of a testing-�rst approach to
learning may be due to the various conditions that determine its ef�ciency, and
which ultimately require a certain amount of extra teacher workload as well as mo-
tivation from the students themselves.

2.1.2 Dif�culty and Format

The retrieval practice of testing can improve long-term retention, though it becomes
more bene�cial the higher the effort required to recall a concept from memory is [90,
33, 111, 21, 146, 275]. For example, a study [111] found that the students who had
spent a longer time answering questions on an initial test displayed better retention
levels on a later test.

Thus, the implication is that the dif�culty of a test can enhance the resulting test-
ing effect, as the harder it is, the more effort it requires. In that sense, it is important
to consider the format of the tests. Taking the classic multiple choice question as
an example, the student's task consists of passively recognizing the correct answers
from a given list of choices. On the other hand, a short answer question would re-
quire more effort, as the answer has to be actively retrieved from memory.

As such, a recall test bene�ts long-term retention more than a recognition test [90,
85, 120, 172, 216, 263, 146]. In the same context, it has been shown that an initial
recall task can be more bene�cial for either type of task in a subsequent test [90,
158], whereas an initial recognition test would not necessarily boost the student's
performance in a later recall test.

Regarding multiple choice questions, they can be effective as long as they are not
too easy [169], i.e., the correct choices should not be easily recognizable, as well as
not too hard, i.e., the distractors should not give a sense of familiarity to the student
and thus make the task of distinguishing the correct choices from the wrong ones
more dif�cult.

To not have the testing effect diminish over multiple attempts, the number of
choices can also be increased to raise the dif�culty [90], and consequently the effort
required to answer, so long as the student's previous attempt was correct or they
receive feedback on their answer.
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Furthermore, other than standard multiple choice or short answer questions,
other formats should be considered depending on the domain [273], as learning cer-
tain concepts can be easier through other types of questions. In particular, if the
format of the test is congruent with that of the study material [320], the student's
future recall is better enhanced.

As such, if for example the context is a practical programming course, it may be
useful to also rely on coding tasks, as the intricacies of constructing code by yourself
cannot necessarily be captured by a more rigid multiple choice question.

Finally, the practice tasks should be designed in a way to keep complexity in
check [336]. In particular, if a given question is complex due to covering multiple
interrelated topics, the resulting testing effect can be weaker. However, studies [152]
have also shown that while an immediate test can bene�t the long-term retention
of simpler information ("low element interactivity"), a delayed test can do the same
for more complex material ("high element interactivity"), though the bene�t can be
smaller [174].

2.1.3 Regularity

Timing

Following the learning phase, e.g., a lecture, a test immediately after [272] can en-
hance the student's long-term retention compared to restudying, including if no
feedback [272] is given for the test.

Additionally, it is more useful to practice immediately after being exposed to new
topics, as the student can still remember the information [305], i.e., by at the very
least recognizing it or perhaps even recalling it, which in turn makes it more likely
that they will answer the questions correctly. As will be detailed in Section 2.1.7,
correct answers not only enhance the resulting testing effect, but wrong answers can
actually lead to short-term negative effects.

In the same context, an immediate test can lessen the interference of other memo-
ries [90], i.e., the new information is encoded more ef�ciently, meaning the student is
less likely to have their retention of old and new concepts clash in a way that would
cause a decline in certain memory traces.

Nevertheless, an immediate test may not always be possible, e.g., the student
has to head to a different class right after. In that case, even a delayed initial test can
result in a positive testing effect [245] as long as there is feedback.

Next, there is often a debate about pre-tests and post-tests, i.e., whether the test-
ing should occur before or after the knowledge acquisition. While a test after the
learning phase may seem more natural, a pre-test [266, 190] could have its own use
which is unrelated to improving retention: by quizzing the student beforehand, they
can get a better idea of which concepts to focus on during the lecture for example,
which in turn can improve their learning outcome.

However, a problem that can occur through a pre-test is that the student might
end up focusing only on the topics for which their answers were wrong [190], mean-
ing they do not devote an equal amount of attention to every taught concept. This
attention imbalance can be further detrimental in the post-test, as the subject can
struggle to answer new questions which had not appeared in the pre-test, and which
cover topics that they had paid less attention to during the learning phase.

In general, a post-test is recommended [190] instead. The resulting testing effect
is not only greater compared to that of a pre-test, with the student's encoding process
being more effective, but it can also improve the student's recall of related material
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that is not part of the test. Given that they have studied the concepts beforehand,
they are also more likely to have greater success on the post-test than the pre-test,
which not only improves their retention further, but can also avoid discouraging the
student by not facing a total failure in answering any questions correctly in the case
of the pre-test.

Frequency

The idea of integrating testing into the learning process depends on it being regular:
as the student's retention naturally decays over time, they need to refresh it through
additional testing.

In that sense, repeated tests for a set of topics lead to a greater long-term reten-
tion compared to a single test [90], though over-testing can diminish the resulting
testing effect [275], meaning retention only improves to a lesser extent with each
supplementary test.

Nevertheless, even with diminishing returns, frequent testing can still be bene-
�cial [353], especially immediately after the learning phase: the student's memory
is reinforced more signi�cantly if multiple tests are undertaken back to back, which
can tackle one of the potential negative effects of testing, namely retrieval induced
forgetting, as will be described in Section 2.1.7, and more generally interference of
old memory traces con�icting with the new ones.

Spacing

With the timing and frequency of testing discussed, it is important to also consider
the spacing between each test.

The "spacing effect" [272, 26] suggests that delays between each test can better
enhance long-term retention, compared to massed testing or massed studying [352]
which provide a greater short-term retention bene�t. Massed testing, i.e., with lit-
tle or no spacing in between, reinforces the student's retention more signi�cantly,
though only for the short-term [47, 75, 74]. Instead, spaced testing [117, 226] can
better target long-term retention.

There is a distinction to be made as to the types of spacing, speci�cally spacing
in equal intervals or in expanding intervals. The former suggests re-taking a test at a
regular pace, e.g., every week, whereas the latter proposes an increase in the interval
with each subsequent test.

One issue that can arise with equal spacing is that the initial test may be too de-
layed [34]. For example, if the interval is 1 week, that means after the learning phase,
the initial test would follow a week later, in which case the subject has forgotten too
much about the learned concepts to ef�ciently consolidate their retention. In that
case, an immediate test is recommended, with the equal interval spacing following
after.

Next, an expanding schedule can be better [34] for the student's long-term re-
tention compared to an equal interval. The idea is that by gradually increasing the
delay, e.g., after the immediate test, the testing intervals would be 2 days, 1 week,
2 weeks, and so on, the subject is training to recall the information out of context.
In other words, with an ever longer delay between each test, the retrieval practice
becomes more challenging, which in turn will exert more effort from the student and
thus lead to a greater testing effect. For example, with a 4 week delay, the student
has most likely learned about other new topics in the meantime, which can poten-
tially cause interference or simply induce forgetting of older topics. In that case, the
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subject should practice in a way that reinforces their retention over a longer period,
thus making it more likely that they can still recall the information after long delays.

However, the debate regarding which type of spacing is better is still an open
question, as some studies [27, 25] have found an expanding schedule to show no
signi�cant difference, while others have even discovered the opposite, i.e, that equal
intervals bene�t long-term retention more.

Whatever the case may be, either type of spacing is still considered more ben-
e�cial than massed studying or testing [47, 75, 74]. Spaced testing requires more
effort [35], as the student has to integrate a regular testing habit in their learning
process, something which they may be less attracted to. On the other hand, massed
studying or testing can be faster and easier to realize, as it provides them with the
short-term bene�ts they seek to prepare for an upcoming exam. However, this can
give them the wrong illusion regarding their retention, as they may feel con�dent
after a massed study or testing session, though in reality their retention can quickly
decay or even be weaker than they expect due to interference between the large set
of memory traces being reinforced in a short span of time.

2.1.4 Direct Effects

Testing's direct (unmediated) effect is the improvement of the student's long-term
retention [113, 159, 321, 352, 273]. Additionally, it can later also enhance the recall of
related concepts [50, 263] which were not initially tested.

However, for a greater improvement to retention, the student should be intrinsi-
cally motivated [70] to undertake tests, i.e., to actively recall the answers from their
memory, though the effect's bene�t is reduced for those who have already acquired
an adequate understanding of the concepts through prior studying [336]. In this con-
text, intrinsic motivation [276] refers to the student pursuing testing for its inherent
challenge and potential effect on their learning, whereas extrinsic motivation means
that they pursue self-testing to achieve a separate goal. For example, in the latter
case, the student might undertake self-testing because they have been promised a
bonus grade by their teacher for doing so.

Moreover, testing is not necessarily ef�cient on its own, as its bene�ts depend on
a balance where restudying is also included [113], especially before the initial test.

2.1.5 How It Works

It may be interesting to understand why exactly testing can improve long-term re-
tention, in particular compared to studying. When it comes to retention, informa-
tion is represented as traces in memory, which are recalled via retrieval routes. The
former can be referred to as the storage strength [215, 214, 213], i.e., how well the
concept has been learned, whereas the latter is referred to as the retrieval strength,
i.e., how easily the information can be recalled.

With these two distinctions in mind, the retrieval strength can be considerably
high after massed studying [35], which represents how well the memory can be
recalled in the short-term. On the other hand, storage strength is more important
for long-term retention, which is what testing reinforces in addition to the retrieval
strength: through practice, "existing memory traces" [90] can become more elabo-
rate, while also "multiplying the number of retrieval routes" [33, 34, 90] to these
memory traces.

Alternatively, the transfer-appropriate processing (TAP) [230, 270] theory stipu-
lates that there exists a similarity between the process of encoding information in
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memory during the initial learning phase and the process of retrieving it during the
subsequent testing phase. In other words, the same skill used to learn a concept is
further enhanced by testing, which �nally means that the retention of the concept is
improved, as the same retrieval skill will be applied in future tests.

2.1.6 Indirect Effects

Other than improving long-term retention, testing can also have indirect (mediated)
effects on the student's learning, which may be even more important than the direct
effect [336], as the presence of feedback is frequently seen as a requirement to achieve
a signi�cant impact on long-term retention.

Firstly, by practicing, students get an overview of their gaps in understanding
through failure or dif�culties in answering questions, which in turn can aid them
in focusing on their weaknesses in future restudies. In other words, testing can po-
tentiate further studying [273, 167, 101, 41, 336], which can also be promoted as a
more regular endeavor through testing, thus potentially lessening the need for bulk
studying in the process [273, 104].

Similarly, whereas restudying can lead to overcon�dence [101, 336, 272] due to
the student being under the illusion that they have understood the material without
having applied their knowledge, testing can reduce their con�dence. The latter can
once again promote additional restudies of the concepts underlying the tests that
they failed to answer.

Next, the student can also learn further through the evaluation of the test [273],
especially when the feedback is descriptive. The latter can not only signi�cantly
enhance the resulting testing effect [90, 273, 172, 271, 216, 70, 263] and thus improve
the student's long-term retention further, but feedback can also prevent some of the
problems that can stem from testing, as will be highlighted in Section 2.1.7.

Additionally, self-testing can also better promote self-regulated learning [101],
particularly in the case of larger classes where the instructors cannot provide indi-
vidual feedback, or in the case of more "complex interrelated material", which is less
feasible to teach in the limited time of lectures and which requires the student to
delve into it in their own time.

Furthermore, by making testing a regular staple of learning, exam anxiety can
be reduced [166, 266, 273], with class engagement also being boosted [166] through
quizzes which can bring up new questions for the students to discuss.

2.1.7 Negative Effects

Regular testing can positively impact the student's long-term retention, as well as
have indirect effects such as promoting additional studying. However, depending
on certain circumstances, negative effects are also possible, though most of them are
either avoidable or only short-term issues.

Retrieval induced forgetting

Firstly, there is the concept of "retrieval induced forgetting" [10]: by recalling some
piece of information A, the memory of some other information B is weakened. Es-
sentially, the memory traces associated with A are reinforced at the detriment of
other concepts' memory traces.
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Such retrieval induced forgetting can even happen in the context of a single test,
where the subject may have little dif�culty in recalling the concepts needed to an-
swer the �rst half of the questions: the act of recall itself can serve as a distrac-
tor which causes interference [332, 331, 302] in the student's memory, subsequently
weakening their retrieval strength for the concepts of the second half of the test.

In particular, retrieval induced forgetting can be more signi�cant for related con-
cepts [70], i.e., if items A and B are related to each other, then the recall of A interferes
with the memory of B by weakening it and thus making the latter's recall harder.

Nevertheless, retrieval induced forgetting is considered a short-term effect [332,
331, 302], i.e., the long-term retention bene�ts of testing persist. This side effect
decays quickly, and is usually only caused by immediate tests following the learning
phase [70], i.e., if the test were to take place 24 hours after the studying, retrieval
induced forgetting would be less likely to happen.

In fact, the opposite of retrieval induced forgetting can happen: retrieving a con-
cept A from memory can improve the recall of related concepts [11], even though
the latter had not been previously recalled (tested). This can especially be the case in
structured teaching, such as that found in university courses, where typically each
lecture covers a set of related concepts.

The idea behind this argument is that recalling related concepts can cause less
interference owing to the common or similar retrieval cues in the subject's mem-
ory [11]. Alternatively, one can argue that testing helps the student practice their
retrieval skills more generally, which in turn can enhance their recall performance in
future tests.

Other studies have also shown that retrieval induced forgetting can be avoided
for related concepts which were not tested by presenting the information itself in a
"coherent" [204] manner during the initial learning phase.

Bifurcation model

Another problem that can arise through testing, and which is similar to the afore-
mentioned retrieval induced forgetting, is the so-called bifurcation model [182]: by
recalling a set of items A, their long-term retention is strengthened, but in turn, the
memory of the untested set of items B is weakened.

This may seem similar to retrieval induced forgetting, though the bifurcation
model generalizes the issue further. For example, when undertaking a test, a stark
difference in the dif�culty of each question can also lead to changes in retention
levels which are not similar in size.

In this context, restudying may even have an advantage: whereas a test might
disproportionately affect the long-term retention of a set of concepts, studying can
improve retention at more similar levels given that the student devotes attention
to each part of the studied material more or less uniformly, though the impact on
retention would be at a lesser degree than that obtained through testing.

A somewhat radical solution to this problem could be to increase the probability
that the subject answers every question of the test wrongly. For example, this could
be achieved by eliminating the initial study phase altogether, i.e., by making the
student answer questions about topics which they may not have encountered before.
By answering every question wrongly, there could still be a testing effect owing to
the retrieval effort itself, and certain topics would not be overly prioritized in terms
of retention gains.

However, wrong answers can also lead to a negative testing effect, which will be
discussed next.
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Negative suggestion effect

By taking a test and answering a question wrongly, the student exerts a retrieval
effort which can improve their retention, though they will also be exposed to wrong
information. For example, in the case of a multiple choice question, distractors are
mixed in with the correct choices to throw the subject off and make the recognition
task harder. However, the very exposure of these wrong answers to the student
can lead to them encoding wrong information in their memory, which in turn can
worsen their performance in a subsequent test.

This problem, referred to as the negative suggestion effect [42], can also be ampli-
�ed if the student is frequently shown wrong information, which can induce a sense
of familiarity [155, 31] and make them more likely to recognize the same wrong in-
formation in a multiple choice question, thus potentially judging it as the correct
answer. The negative effect becomes increasingly worse on harder multiple choice
questions as the number of distractors increases [46].

The negative suggestion effect is not limited to recognition tasks, as even short
answer questions [219, 221] can manifest it: by recalling wrong information and
writing it down, the subject is reinforcing their memory further and thus making it
more likely that they will again recall the same wrong information in a future test.

Nevertheless, the encoding of wrong information in the student's memory can
be avoided by including feedback [90, 45, 266, 182]. For example, in the case of
a multiple choice question, the wrongly selected distractors should be brought to
their attention, with the correct choices being highlighted such that they focus on
retaining those instead. In that case, a positive testing effect could still be achieved,
especially if the feedback is immediate.

However, providing extensive feedback is not always feasible [266], e.g., due to
limited resources in larger classes, though its provision is still highly recommended,
given that its absence can be more negative for weaker students who are more prone
to encoding wrong information in their memory.

Feedback aside, a test can have a positive effect regardless of whether it was
answered correctly or not [266]: the subject not only gets to practice and improve
their retrieval skills, but the answering process itself can allow the student to better
interpret the original question, and thus potentially lead to a more ef�cient restudy
in the future.

2.2 Gami�cation

2.2.1 Purpose

The term gami�cation refers to "the use of game design elements in non-game con-
texts" [81], with the goal of rendering the non-game context more enticing for the
subject. While education at �rst glance would not necessarily be seen as a fun activ-
ity by students, video games are known to be highly engaging [220], making their
designs attractive to reshape learning in a more entertaining way.

Gami�cation can affect the students' behavior in different ways. Firstly, chal-
lenging tasks [183, 114, 298] which evolve with each student's skill level can provide
an engagement factor, in particular when they can be tackled in multiple ways [205],
as the latter can offer a greater sense of freedom.

Next, gami�cation can also mitigate one of the potential side effects of testing,
namely frustration or demotivation following constant failures. This is achievable
by reducing, or downright eliminating the importance of answering correctly [114]:
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compared to a high stakes exam, a self-testing scenario would be less likely to �ll
the student with anxiety in the face of failing, as it is entirely voluntary, and it can be
repeated as many times as need be. More concretely, gami�cation can turn practice
into a more positive activity by awarding the student's effort, rather than prioritizing
their success and instilling them with the fear of failure [252]. In the case of video
games, many of their premises rely on a trial-and-error approach, encouraging the
player to make an effort and potentially fail until they have mastered the given task.

Moreover, gami�cation can foster social engagement [306, 114, 252] among the
students, as they get to compare each other's efforts through whatever rewards
mechanism is at play, e.g., achievements, which can ultimately reformulate the pro-
cess of learning into a more shared activity.

Also, as will be highlighted in the following, various forms of gami�cation exist
and should be used to best adhere to each student's unique learning habits [156]. For
example, while more engaged students might prefer the leaderboard to keep track of
their higher performance level, others might rely more on achievements or badges
to clearly identify their progress in mastery.

Finally, gami�cation elements which can signi�cantly affect the learning experi-
ence can lead to a higher "perceived decision freedom" [250], i.e., the user does not
feel forced [241] to engage with them, but is actually intrinsically motivated to inte-
grate them into their learning. In other words, the design should exude a feeling of
autonomy that can compel the user to participate out of their own interest. In the
same vein, gami�cation should ideally be both optional and not applied as a form of
assessment [53], as otherwise the playful fantasy could be broken and the user could
sense as though they are being extrinsically forced to engage.

2.2.2 Elements

Though thousands of unique video games exist to draw inspiration from, a select
few design elements have been established as common gami�cation approaches.

Points

By �nishing a task or reaching a milestone, the user is awarded points [358, 350,
351, 100, 37], which serve as a numerical approach to modeling their progress: as
a tangible metric for the student's efforts, points can not only act as a gratifying
reward, but also as a form of immediate feedback [281]. For example, as the player
replays a level in a video game, they may attempt to reach the maximum possible
points achievable based on their mastery of the game mechanics. In the same sense,
students could rely on the points to model their mastery of concepts that they have
studied or tested themselves on.

However, acquiring points should not be an easily tangible task [241], i.e., it
should be challenging enough to properly impact the student's satisfaction for their
effort.

Achievements

Similar to points, achievements can represent the user's efforts, though in a more
visual [350, 14] manner. By ful�lling certain goals with pre-de�ned conditions, the
user can showcase their accomplishments [9] through cards or so-called badges [37,
217], which feature a clear title and potentially a description to clearly highlight what
the user has attained.
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Achievements can act as a clear set of objectives that the student can follow
throughout their studies to know whether they have mastered certain concepts or
skills, thus also serving as feedback [268, 280, 250, 267, 277]. Similarly, achievements
can improve the students' grasp of the learning goals [106], as well as help them
organize their studies into smaller tasks [220] which can better support their learn-
ing process. Compared to points, they can be a more symbolic and qualitative [284]
form of reward constituting a collection, which can also act as a competitive aspect
between the users.

However, depending on the user, achievements can either represent their deeds,
thus being a form of intrinsic motivation, or simply elevate their status compared to
that of the other competitors, thus acting as an extrinsic motivator [72].

Furthermore, the effect of badges on the students' intrinsic motivation can be-
come lower with time [186], while some students also prefer to have their badges pri-
vate and not visible to others [186], such that they just represent a personal progress
metric and not a competitive aspect.

Leaderboard

Leaderboards [69, 71, 37, 241] rank each user based on their performance or some
other metric of success, which enable others to pinpoint the best ones among them.
The objective of climbing the ranks can apply pressure [44] on the students, thus
creating competition, which in turn can promote more engagement.

In particular, the user can be intrinsically motivated [188] to reach the top of
the leaderboard, i.e., they would set a goal for themselves without explicitly being
instructed to. Leaderboards have also been shown to be one of the most engaging
gami�cation elements [242], whereas point systems have been highlighted as one of
the least motivating designs.

However, leaderboards can also negatively impact motivation in case the users
are at signi�cantly different skill levels from each other. In other words, if the gaps
between each student's ranking in the leaderboard are not small enough to seem
feasible to surpass, the student can be demotivated [350, 189, 301] from engaging
any further with the gami�cation element.

Performance Graph

Compared to the competitive nature of leaderboards, performance graphs [281] pro-
vide a more personal introspection for each student, as it allows them to keep track
of their changes in mastery over time. They can be particularly pertinent when the
gami�cation should be pushing the user toward their learning goals [88, 236, 281],
i.e., leading to explicit improvements in their understanding.

Alternatively, performance graphs can also make learning goals feel more mean-
ingful for the student [280], as they can satisfy their need for validation regarding
their competence, similar to what achievements and leaderboards can also achieve.

Avatar

To better integrate the user into the learning experience, an avatar [350, 37] can vi-
sually represent and set them apart [351] from the other students. Acting as a more
customizable gami�cation element [173], the user should be able to either choose an
avatar from a list of pre-de�ned ones, or even manually create their own.
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With their avatar, the user can feel more relevant [268] in their learning journey,
though its impact on their sense of freedom, i.e., the ability to shape their experience
to their liking without constraints, has been shown to be minimal [280].

Time Pressure

Time limits [211, 340, 200, 37] can pressure the user to be active and accomplish a
task more quickly, which can introduce another form of challenge to the experience
and foster engagement. For example, by including the time factor in the calculation
of the user's score or earned points, repetitions of the activity can be promoted to
answer in a shorter time and thus improve their score.

Fantasy

Though less of a concrete gami�cation element, the learning experience can be en-
hanced by instilling a fantasy [211, 314] that can render the otherwise dry nature of
studying more enticing. In particular, the user should be immersed through either
stimuli, e.g., sounds and visuals, or a sense of belonging, i.e., feeling connected to
the experience, which goes in a similar direction as avatars, though in a more general
fashion.

In terms of fantasy, the chosen aesthetics [225] can also exert more engagement,
such as through the UI design and its overall theme.

2.2.3 Downsides

Though compelling as a strong driver for engagement, gami�cation can also hinder
education given the circumstances or design.

Firstly, playful aspects can distract [283] the user from the actual end-goal, namely
learning. More speci�cally, the student might even pick up bad habits [192] by only
studying when some type of extrinsic reward is at play, rather than being intrinsi-
cally motivated to further their understanding by investing themselves in the con-
cepts.

Next, gami�cation can potentially impose the habit of only pursuing one's own
personal advancement, e.g., unlocking every achievement, which would turn them
off from class participation and isolate them from the rest of the class [79, 83].

Additionally, while gami�cation can be especially compelling for users who like
video games, those who are less familiar with them may not be as interested [225,
186], and they could potentially even have a negative perspective [188], as the gam-
i�cation elements might only serve as a distraction. In the latter case, traditional
teaching and learning methods may be preferred by the students.

Finally, while gami�cation can encourage more student engagement, it would
not necessarily improve their learning outcomes [13].

2.3 Block-Based Programming

2.3.1 General

To make programming more accessible for beginners, the more visual approach of
block-based programming [265] can be used. The premise is to turn the traditional
process of typing out code into a puzzle-like task, where the user puts individual
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pieces together to compose their program. These pieces, referred to as blocks, repre-
sent different functionalities, such as declaring a variable or a loop structure.

Furthermore, to have the user purely focus on learning the concepts of program-
ming, block-based frameworks typically eliminate the need for knowing the syn-
tax of a language altogether. Speci�cally, given the blocks' representation as puzzle
pieces, their different shapes ensure that the user can only place two blocks together
if their functionalities match, e.g., they could not snap a while-loop block to a vari-
able declaration block to serve as the latter's assigned value.

Subsequently, the user is prevented from making any syntax errors. Given the
visual nature of these frameworks, other techniques [212, 319] are applied to convey
information, e.g., color-coding is used in addition to different block shapes, while
nesting helps to represent scopes.

Next, to ease the transition from block-based programming to the traditional
typed variant, some frameworks can also export [76, 109] their block-based pro-
grams to a speci�c programming language, such as Java. Similarly, they typically
also support the execution of the user's block-based program, though the visual-
ization of the output is again not necessarily pure text, as is the case with console-
based programs, but it can sometimes be 2D or 3D representations, including ani-
mations [64].

In summary, block-based programming eases learners into the concepts of basic
programming by relying on a visual approach with blocks being placed together to
denote the instructions of the program. In turn, the need for syntax knowledge [181,
349] is lessened, programs can become more readable at �rst glance, and long typing
tasks are replaced with quicker drag-and-drop gestures.

2.3.2 Disadvantages

Block-based programming has been shown to more easily teach concepts such as
variables, conditionals, iteration or concurrency to beginners [223], while also help-
ing them to better understand the conceptual logic behind programming [148, 149].

However, a few pitfalls have also been found. Firstly, the nature of grouping
functionalities into blocks can cause users to acquire bad habits [222] in the process
after making the transition to typed programming, such as creating �ne-grained
code which could be much more concise, or inef�ciently applying certain structures
to solve certain tasks, e.g., a tendency to only use while-loops instead of alternatives
such as for-loops.

Moreover, bigger block-based programs can become harder to read [43], while
more complex expressions can be harder to create, such as a boolean expression com-
posed of multiple conditions and value types. Younger learners can also struggle to
understand more complex algebraic expressions [157], or even negative values, with
the use of block-based programs, while some studies [254] have shown there to be no
signi�cant difference in learning outcomes when comparing block-based program-
ming to typed programming.

Next, beginner programmers who have a grasp on a block-based framework can-
not necessarily translate their skills to a typed language [348], such as Java. In other
words, the transfer of knowledge is not guaranteed.

Lastly, some users, in particular adults, can perceive block-based frameworks
as not real or "authentic" programming [349], e.g., that they either are not powerful
enough to compose anything more than simple programs, or that typing code would
be faster and more useful for their learning.
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2.4 Statistical Analysis

Numerous case studies were undertaken to evaluate this work as part of various
classes. A brief overview of the main statistical techniques is given in the following,
which were used to analyze the collected data later in Chapter 5.

Firstly, basic statistical measures [82], such as the mean and the median, provide
summaries of a given data set. Additionally, the standard deviation (st. dev.) [36]
captures the spread of the data points with respect to the mean. The coef�cient of
variation (CV) [94] represents the ratio of the standard deviation s to the mean m,

which is given by
s
m

. In the context of this work, m is always a positive, non-zero

value.
The standard deviation can show how close each value in the given data sample

is to the mean, i.e., a high standard deviation would mean the values tend to be
more spread out and not close to the mean. The coef�cient of variation is a similar
measure, albeit its relative nature makes it more useful for comparisons between
multiple datasets which may have signi�cantly different means.
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Chapter 3

State of the Art

This chapter covers existing studies into the testing effect, speci�cally in regard to
how much students embraced out-of-class testing approaches in their own time, as
well what impacts it had on their motivation and learning. Furthermore, some of the
latest methods for spaced repetition scheduling and dynamic dif�culty adjustment
are detailed, which both constitute important factors for an effective implementation
of the testing effect.

In the context of self-testing, some popular mobile applications are described
which are closely aligned with this work's proposed learning framework, thus serv-
ing as reference points, but also as inspirations in shaping some of the major design
choices of this project. Similarly, the gami�cation approach of each app is high-
lighted, including users' opinions of the various gami�ed elements. Moreover, an
in-depth review of the misuse of gami�cation is discussed in the context of the most
popular language learning app, namely Duolingo, as well as proposed solutions to
mitigate such misuse which can distract the user from the learning process itself.

Next, with a general overview previously given in Chapter 2, some of the most
popular block-based programming frameworks and applications are described, both
in terms of their functionality and target audience, as well as their usage by stu-
dents. In particular, their user interface and interaction designs are highlighted, as
this work's proposed block-based framework aims for a dedicated mobile design.

Finally, the topics of mobile interface design and existing usages of generative
AI in education are highlighted, though the latter is only discussed brie�y, given the
smaller focus dedicated to it in this work.

3.1 Out-of-Class Testing

A study [333] conducted in a college-level anatomy class moved the in-class quizzes
online and made them playable in the students' own time. The quizzes still con-
tributed to their �nal grade, but their weight was changed from the usual 33% to
24%, and they remained timed to mitigate cheating. Moreover, the quizzes only
remained available until the following lecture.

The results showed an increase in class engagement, with more questions being
asked, though there was no signi�cant improvement to their academic performance.
In regard to preparing for their lectures, the majority indicated that they studied for
them beforehand, while also agreeing that the quizzes motivated them to do their
reading before each lecture. More generally, the online quizzes did not adversely
affect the students, suggesting that the usual in-class quizzes can be safely moved
online to save class time.

A different experiment [24] integrated the Anki [207] app in a university-level
class covering Japanese, which was taught to two groups, speci�cally 21 economics
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students and 25 international relations students. Given the app's purpose as a �ash-
card software with support for spaced repetition, the goal was to allow the learners
to practice further outside the classroom, though the teachers also used it in class as
a form of competition.

The results showed a low usage rate over the course of the semester outside
the classroom, with only � 60 card reviews on average by the economics students,
though the international relation students were more engaged with � 252 reviews
on average. Nevertheless, their survey responses indicated a high satisfaction rate,
speci�cally in terms of being a more effective study method that they would be will-
ing to keep using for their learning. However, there was a difference between the
two groups, with the international relations students having a higher preference for
the app than the economics students.

The authors suggested that although Anki was perceived as useful, its out-of-
class usage needs to be promoted further. Proposals included a better explanation
of the advantages that the app can offer, such as its spaced repetition being a more
effective method to improve their long-term retention, which can ultimately reduce
their need for cramming.

Anki has also been used in medical education across various classes. Anatomy
and physiology students [154] displayed a high usage rate of the app, with their card
reviews increasing signi�cantly up until week 7 of the semester, while the largest
share of the students who had embraced the app reported a daily usage. The learners
perceived their lectures as still necessary, though they indicated that Anki was a
useful supplementary method.

Similarly, pharmacology students [170] evaluated Anki as an effective method
for their regular revisions, by indicating that the �ashcards offered a more ef�-
cient and time-saving way to review their material, while also improving their long-
term retention. Other studies in medical education have also revealed a positive
perception of Anki as a time-ef�cient revision method, such as among orthopedic
surgery [311], gynecology [329] and radiology [22] students.

Next, the Quizizz app was used with high school students [258] to let them prac-
tice their grammar via replayable quizzes with immediate feedback. The partici-
pants found the self-assessment capability useful, as it helped them to �nd gaps in
their knowledge, while they also appreciated the gami�cation aspects, such as the
scoring and ranking of students, as a motivational feature. However, the time limit
on the questions appeared to have an adverse effect, as the students were aware that
the time to answer would affect their score. This led to many of them attempting to
answer the quizzes quickly, rather than dedicating suf�cient time to each question
to properly deliberate the answer.

A more comprehensive online learning experience was offered to university stu-
dents taking a class in applied statistics [39]: using the Moodle learning management
system (LMS), in addition to providing self-testing quizzes which could be repeated
by the students, learning material in the form of lecture notes, books and lecture
videos was also available. Their results showed a signi�cant correlation between
the self-testing rates and grades, with students who actively tested themselves per-
forming better.

However, the learning material appeared to have less of an impact, as the top
6 resources which had a strong effect on academic performance were quizzes. A
few select lecture notes and videos ended up being useful for the students, though
most of these learning resources had highly varying effects, ranging from a mod-
erate in�uence on student performance to no in�uence at all. In general, the stu-
dents exhibiting satisfactory to excellent performance had the highest self-testing
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rate, whereas those who failed the class relied more on the learning resources than
the quizzes.

Lastly, an introduction to accounting course [168] was supplemented by the gam-
i�ed learning app Quitch [288], with instructors scheduling weekly quizzes to coin-
cide with each lecture's content. The students could play or replay these quizzes
in their own time, with hints and immediate feedback being provided. Addition-
ally, Quitch's integration of spaced repetition helped the users track their mastery
and choose what to revise, while a leaderboard, points and badges were applied as
gami�cation elements to motivate the students.

The results showed a signi�cant improvement to the class engagement and re-
tention, with those who used the app being more likely to �nish the class and not
drop out. The participants evaluated Quitch positively, by indicating that they were
more motivated to engage during class and to review the weekly lecture material.
They also appreciated that they could identify gaps in their knowledge using the
immediate feedback. Similarly, they thought that the competitive gami�cation had
made their learning experience more fun, while also believing that using the app
would improve their academic performance.

However, no signi�cant effect on the students' learning outcomes could be iden-
ti�ed, whether on their performance on the �nal assessment or on their general
learning outcomes.

3.2 Spaced Repetition

3.2.1 General

Regular testing can contribute to one's long-term retention, as previously discussed
in Section 2.1, though multiple factors can impact its ef�ciency. In particular, the
frequency of review sessions and the intervals between them form an important part
of the process, which is typically tackled by an appropriate spaced repetition [272,
26, 117, 226] algorithm.

Essentially, a spaced repetition algorithm has to schedule the review sessions
based on the student's performance on their past tests: if they have no dif�culty
answering a question, the next ideal review date for it could potentially be at a much
later date, e.g., in 1 or 2 weeks. The reason for this spacing is to improve the testing
ef�ciency, as massed testing [352] in a short time frame would dampen any potential
gains in terms of long-term retention. Similarly, if the student answers a question
wrongly, the scheduler could choose the next review session to be in mere minutes,
due to the correct information not yet being properly encoded in their memory.

Various approaches have been taken to design such scheduling algorithms. One
of the simplest is the Leitner system [195], which relied on �xed, but expanding
intervals: if the information was correctly recalled, it would be moved to the next
box, meaning its next review would be due later, whereas a failed recall would send
it back to the very �rst box, i.e., the shortest possible delay for the next review.

More bespoke designs followed, such as SuperMemo (SM-2) [354], which relied
on additional data to tailor the scheduling to each user. This included a more nu-
anced dif�culty assessment, i.e., rather than a binary 0 (failed recall) and 1 (success-
ful recall), it was expanded to the range [0, 5], which allowed the user to better indi-
cate how dif�cult they had found the task. Additionally, SM-2 also considered the
number of times that the user had answered the same question, which would also
affect when the next review would be scheduled, thus helping to mitigate massed
testing.
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However, both the Leitner system and SuperMemo suffered from the same prob-
lem, namely the usage of �xed parameters which were not accurate [356]. To resolve
this, machine learning was applied in future algorithms to better tune these param-
eters based on large sets of past review data.

In this context, the half-life regression [294] theory comes into play. Speci�cally,
the process is based on the so-called forgetting curve [89, 264], which postulates that
one's memory of a piece of information decays exponentially over time. This decay
is modeled by the half-life, which essentially indicates how strong the memory is,
and the lag time, which simply refers to the time elapsed since the last review. As an
example, when assuming a half-life of 7 days, that would mean the learner's recall
probability would be close to 100% right after their review session. After 7 days,
their recall would have dropped to 50%, with the recall dropping further the more
the lag time grows, until �nally reaching 0%.

Half-life regression models can thus be more accurate by relying on this recall
probability information, though additional weights are needed for such algorithms.
Speci�cally, the half-life should be updated for the student after each review, such
that it grows every time they successfully recall the piece of information, or it de-
creases in the opposite case. This would align it with the idea of spaced repetition,
as the goal is to make the regular testing ef�cient by only having the learner review
the information as few times as possible to retain a high recall probability. In other
words, if such half-life regression models did not include weights, every user would
be forced to review a given piece of information at �xed intervals for the rest of their
lives. Realistically, the more the student recalls the information, the stronger their
memory for it becomes, thus necessitating fewer reviews, i.e., the review intervals
could expand further after each successful review.

3.2.2 FSRS

One such algorithm based on the half-life regression approach is "Stochastic-Shortest-
Path-MinimizeMemorization-Cost" [356] (SSP-MMC), though its open source ver-
sion is referred to as "Free Spaced Repetition Scheduler" (FSRS) [62], which will be
the name used throughout the rest of this work.

The scheduler relies on three variables to ef�ciently schedule reviews for the
user. Firstly, the "retrievability" models the recall probability of the user for a given
piece of information, which continuously changes based on the elapsed time since
the last review. Next, the "stability" corresponds to the time, in days, that has to
pass for the retrievability to drop from 100% to 90%. Lastly, the "dif�culty" variable
constitutes the complexity, i.e., how hard it would be for the student's stability to
increase following a review. In turn, the higher the stability, the more the future
scheduling of reviews is expanded. The stability and dif�culty are only updated
after each review, whereas the retrievability is always changing as time goes by.

To optimize these variables, FSRS relies on 21 parameters (as of version 6) which
are used as part of the calculation of the stability and dif�culty variables. The algo-
rithm comes with default values for these parameters, which have been obtained via
a machine learning model based on "several hundred million" reviews used as the
training data. However, given enough review data for a user, its dedicated optimizer
can be used to calculate a custom set of parameters for them.

In terms of ef�ciency, FSRS with its default parameters has been shown to be
better optimized than Anki's default algorithm, which is a modi�ed version of the
SuperMemo algorithm. It should be noted that Anki [207] is a popular �ashcard
program, which includes a spaced repetition scheduler as a built-in functionality.
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Compared to Anki's default algorithm, when the user's reviews are scheduled by
FSRS, they require 20 to 30% fewer reviews to achieve the same retention level (recall
probability). Moreover, FSRS can also handle under-reviewing [63], meaning when
the user performs their next review later than the originally scheduled date.

More generally, a set of benchmarks [60] have shown FSRS to outperform other
state of the art solutions, such as the latest version of the closed-source SuperMemo
algorithm (SM17). For example, FSRS-6 (latest version at the time of writing) out-
performs SM17 by 75%, meaning out of all the review data used for the benchmark
(� 727 million �ashcard reviews), FSRS-6's recall probability estimations were more
accurate than SM17's in 75% of the cases.

3.3 Dynamic Dif�culty

3.3.1 General

The improvements to the learner's long-term retention are enhanced more by the
testing effect the higher the required effort [90, 33, 111, 21, 146, 275] is, i.e., the dif-
�culty plays an important role. In the same context, testing can be more effective if
the student is intrinsically motivated [67, 70, 276] to practice regularly.

To keep the learner engaged and thus intrinsically motivated to regularly test
themselves, the tasks should always offer some level of challenge to not bore them,
while also not overdoing it to discourage weaker students. To that end, dynamic dif-
�culty adjustment [160, 178, 248, 282, 66] (DDA) is considered an effective approach
to support both scenarios: by continuously raising the dif�culty of tasks, the ad-
vanced learners are always being challenged and thus less likely to get bored [73, 92,
269], whereas an appropriate downward adjustment of the task dif�culty can pro-
vide weaker students with scaffolding support [334]. In particular, the latter case has
shown to enhance their learning outcomes [52]: reducing the challenge for weaker
learners does not diminish the learning gains due to the lower required effort, but it
helps them to consolidate the necessary knowledge before raising the dif�culty for
them.

Dynamic dif�culty adjustment is closely related to the computerized adaptive
testing [201, 344] (CAT) method, which essentially aims to adapt the dif�culty of
a test to the student's level. Many approaches exist to implement such a system,
though most of them primarily rely on two variables, namely a dif�culty assessment
of the task and the subject's ability or skill level.

3.3.2 Rasch Model

The Rasch model [261] computes the probability Pr that a given student x could
answer a question q correctly using the logistic function given in Equation 3.1, with
bx constituting the student's ability and d q the dif�culty of the question.

Pr(bx, dq) =
ebx �d q

1 + ebx �d q
(3.1)

The dif�culty estimation d q could simply be pre-determined by the instructor,
though a more accurate approach could be to base this estimation on the set of past
student answers to the question. Similarly, the student ability b x could be computed
using their own past answers.
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However, an issue which plagues this approach is the need for a large set of data
to more accurately calibrate the dif�culty estimations and student abilities. To ad-
dress this, an alternative approach was proposed by integrating an existing system
used to rate the skill level of chess players, speci�cally the Elo [91] rating system,
which is named after its creator.

3.3.3 Elo Rating

The Elo system [91] assigns an initial rating q to each chess player, which is then
updated after each game based on the ratings of both subject a and opponent b, with
the updated rating bq highlighted in Equation 3.2.

bqa = q a + K(S a � E(S a)) (3.2)

• S a corresponds to the result of the game for player a. (1: win, 0.5: draw, 0: loss)

• E(S a) denotes the expected game result for player a, as shown in Equation 3.3.

• K is a �xed factor determining how quickly the player's rating changes with
each match.

• The value 400 acts as a scale factor, which was chosen empirically by the sys-
tem's author. Essentially, if player a's rating is greater than player b's by at
least 400 points, then the probability that a will win a game against b is close to
1. In other words, the value 400 is used to gauge signi�cant skill gaps between
two players.

E(Sa) =
1

1 + 10(qb�q a)/400
(3.3)

One of the problems with this initial approach is its �xed K factor, which can
lead to inaccurate estimations if the player has either just started playing, or there
has been a long period of inactivity.

To address this, the Glicko rating [119] proposed replacing the �xed K factor with
a dynamic con�dence factor dependent on the player's play frequency and timing.
In this scenario, an active player would have a relatively low K factor, i.e., there is
a high con�dence in their assigned rating, whereas a player who only occasionally
plays, or who has not played in a long time, would have a high K factor, thus indi-
cating a level of uncertainty in their rating. More speci�cally, this so-called "rating
deviation", in combination with the Glicko rating, constitutes a 95% con�dence in-
terval.

In a further update, Glicko-2 [118] introduced the rating volatility factor. Es-
sentially, it represents the �uctuation in the player's performance. For example, if
their performance across their past matches has been consistent, their rating volatil-
ity would be low. Afterward, if they suddenly start performing exceptionally well,
the volatility would increase, given the unexpected uplift in performance that is no
longer consistent with their past performance.

3.3.4 CAT using Elo

Coming back to the domain of student testing, one approach [178] suggested re-
using the Elo rating to support their computerized adaptive testing. In this context,
rather than having 2 human chess players, the challenger would be the student,
while the opponent would be the task or question itself. In other words, the learner
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and the question would both be assigned an Elo rating which would be incremen-
tally updated after each attempt by the student: if they answer correctly, their rating
would increase, while that of the question would decrease, and vice versa.

Their approach also integrated the improvements of the Glicko system by having
3 possible values for the K factor and by introducing the uncertainty factor U:

• K = 0.0075 if there is no uncertainty.

• K q = 0.5 if there is uncertainty in the rating assigned to the question q.

• K x = 4 if there is uncertainty in the rating assigned to the student x.

These �xed K factors were obtained through a set of simulations. As for the fac-
tor U, which represents a value in the range [0, 1], it initially starts at 0, i.e., there
is no uncertainty in the assigned rating. Its updated value is dependent on the fre-
quency and recency factors: the uncertainty factor decreases through repetition, and
it increases the longer the student's inactivity becomes.

The suggested approach relied on two �xed limits for the frequency and recency:

• After 40 attempts, the uncertainty dropped to 0.

• After 30 days of not attempting a question, the uncertainty peaked at 1.

Furthermore, to estimate the student's ability, their answer correctness and time
needed to answer are used to calculate a score that represents their ability. Con-
cretely, the student has to answer a question q within a given time limit l. If their
answer is correct, their score will equal the time left t to answer. Otherwise, if their
answer is incorrect, their score will also equal the time left t, but multiplied by �1.
In particular, this scoring is meant to also discourage students from simply guess-
ing, i.e., they should carefully think about their answer. For example, if the student
quickly answers a question, but the answer is incorrect, a large negative score would
result from it.

Technically speaking, this speed factor is incorporated into the existing Elo rating
formula by replacing the previously ternary value S a (1: win, 0.5: draw, 0: loss) in
Equation 3.2. Speci�cally, rather than being restricted to the range [0, 1], the answer
result is rescaled to a dynamic value based on the time left to answer.

The proposed dynamic dif�culty adjustment was used with kindergarten and
primary school students in the case of math related tasks. The results showed that
weaker students were not discouraged by the tests, as their motivation remained
high throughout the study, while overall the students' ratings grew over time, indi-
cating positive learning outcomes.

3.3.5 CAT using Related Data

Finally, a similar adaptive system [248] was devised in the context of learning geog-
raphy facts. It too used the Elo rating system, alongside an uncertainty factor, but
it also distinguished between two types of estimations. Firstly, the prior knowledge
estimation represented the probability that the student would be able to answer a
given question before their very �rst attempt. This was computed using the stu-
dent's past answers to other questions, as well as other learners' answers to either
the same question, or questions related to the same topic.

Secondly, their current knowledge estimation represented the probability that
the student would answer the question correctly, based on their previous answers to
either the same question, or other questions related to the same topic.



Chapter 3. State of the Art 25

Their approach proposed a more automated system which adjusted itself based
on the data that was available, while minimizing the need for the instructors' in-
put. The hardest part for the latter would be modeling the associations between the
questions' topics, i.e., how related they are to each other. The results of their experi-
ments showed that their adaptive system led to an increase in both engagement and
learning. Also, the usage of the Elo rating helped to achieve rough estimates at �rst,
which then stabilized following more answers by the users.

However, their study compared multiple variations of their system to check if the
accuracy of the predictions would improve the more complex the system became.
In their �ndings, they found that a simple adjustment based on the Elo rating was
nearly as accurate as their most complex system which relied on topic relations and
the data of other learners.

3.4 Gami�ed Mobile Learning Apps

Several popular learning apps exist for both Android and iOS, though their purpose
varies. This section will go over some of these apps to highlight their feature set
and gami�cation elements. Notably, the impact of gami�cation will primarily be
covered in regard to the Duolingo app in Section 3.4.9, which is by far the most
popular learning app at the time of writing and which has many studies covering it.

3.4.1 Quitch

The Quitch [288] learning app is mainly for playing quizzes, though it can also in-
clude learning material in the form of text and videos. The quiz activities support
hints, while the immediate evaluation indicates the correctness, as well as optionally
explanations. However, the initial feedback only shows whether the user's answer
was correct or not, but if they wish to know the correct answer or receive explana-
tions, they have to explicitly tap on a "Show answer" button. The questions are all
time-limited.

Spaced repetition is also a native part of the app, which keeps track of the user's
retention level and schedules revisions accordingly to refresh their memory. The
gami�cation aspects include a leaderboard ranking each user for a given course,
as well as badges (achievements) which can be unlocked by ful�lling various con-
ditions, such as correctly answering multiple questions in a row. Unlocking an
achievement during a quiz will also showcase it as a small pop-up. As for the leader-
board rankings, each user is assigned a total number of points based on various
factors, such as the number of activities attempted, their success rate, and so on.

After �nishing a quiz, a summary page highlights various statistics, such as how
many activities have been mastered, as well as a comparison between the user's suc-
cess rate on the quiz and the class average. Unlocked achievements and the user's
updated ranking on the leaderboard are also indicated on this page.

As for the "home view", i.e., the general overview page for a course, the app
emphasizes the user's overall mastery of the course's activities using a prominent
circular progress bar, with different colors representing their mastery level, e.g., red
for low mastery, yellow for medium mastery and green for very high mastery. The
same mastery score is also shown as a linear progress bar, but the latter additionally
displays the class' average mastery, which again lets the user compare themselves to
the rest of the class.
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(A) Activity page. (B) Summary page.

FIGURE 3.1: Mobile learning app "Quitch".

In terms of its effectiveness, multiple studies [310, 30] have tested Quitch's abil-
ity to engage students, with the results indicating that its gami�cation has led to a
signi�cant increase in motivation. In particular, it has been suggested [30] that the
small testing activities offered by such mobile apps offer a more active approach to
learning, which provide an immediate feedback to the student. This is in contrast
to larger assessments, where they have to exert a lot more effort in one go to �nally
receive feedback for the entire assessment. In particular, the usage of points, badges
and leaderboard rankings are proposed as quick ways to actively show progression
to the learner, which in turn keeps them engaged.

The takeaway was that Quitch had an initial novelty effect which may have en-
ticed the students, though the main engagement came from the fact that the app
was more "attractive" than their usual learning management system. In particular,
because activities became available on a regular basis, the students had weekly op-
portunities to stay engaged with the course material and feel more involved, which
would otherwise not have been possible with a small set of large exercises. The latter
would not provide an immediate and regular sense of progression, compared to the
various gami�cation elements of Quitch such as the points and the leaderboard.

3.4.2 Khan Academy

Khan Academy [4] is a sprawling learning hub which offers courses across various
domains, with a target audience starting from kindergarten all the way to college. It
does not support the creation of custom courses by teachers, though the latter do get
an overview of their students' performance on the activities via a set of analytics.

The platform mixes learning resources and quizzes together, by �rstly having
the user study a document, which will prepare them for the quiz that follows. In
that sense, Khan Academy's course offers are more stand-alone, rather than acting
as supplementary material for a teacher's lectures.



Chapter 3. State of the Art 27

(A) Course page. (B) Badges page.

FIGURE 3.2: Mobile learning app "Khan Academy".

The quizzes offer immediate feedback by marking the correct and wrong an-
swers, as well as displaying a short motivational message, e.g., "Good work! You
got it. Onward!". The platform does not integrate a spaced repetition feature, though
its "mastery challenges" [2] include some relevant functionality: they always offer 6
questions covering 3 skills or concepts that they have practiced before. However,
the mastery challenges only appear based on certain �xed conditions, such as ei-
ther reaching a speci�c level for a given skill, e.g., "pro�cient", or if the user has not
undertaken a mastery challenge in the last 12 hours.

Khan Academy includes several gami�cation elements. Firstly, each skill is as-
signed a categorical level ("attempted", "familiar", "pro�cient", "mastered"), which
indicates the user's mastery level. However, as previously noted, given the lack of a
bespoke spaced repetition algorithm, the user's mastery levels do not decrease over
time, but only if they fail to answer the mastery challenges. In the same context, the
home view of a given course displays the user's overall "mastery points" [3], which
add up their earned points for each skill. For example, a fully mastered skill grants
100 points.

Next, the user can also earn "energy points" [1], such as by playing quizzes or
watching videos. They are not an expression of mastery level, given that wrong
answers can also grant points, but merely a sign of the user's effort. However, by
playing quizzes and ful�lling certain conditions, the user can earn badges (achieve-
ments), e.g., for mastering 3 skills, which are highlighted in their pro�le. Further-
more, the user can choose an avatar, some of which are freely available, while others
have to be unlocked by earning energy points or undertaking certain tasks. Lastly,
a weekly streak keeps track of how many weeks in a row the user has achieved a
"pro�cient" level for a skill, though it is a global tracker across the user's courses.

After �nishing a quiz, the summary page highlights the user's number of correct
answers, the energy points they have collected and a congratulatory message, e.g.,
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"Awesome! You improved your skills!". Furthermore, the user's overall course mas-
tery is displayed, which can be expanded to view the breakdown in terms of each
unit.

A review [231] of Khan Academy found its gami�cation elements promising,
though mostly ineffective. In particular, the problem lies in the vague goals set by
the badges, which require the learner to achieve general objectives such as mastering
a set number of skills. Instead, a suggested improvement is to rework the badges to
be based on both short-term and long-term goals which are more targeted. In this
approach, not only would the badges be more meaningful, e.g., by having speci�c
requirements relevant to the course itself, but they would also offer immediate feed-
back through the short-term objectives, as well as long-term engagement opportu-
nities through the tasks requiring more persistent effort to ful�ll.

Similarly, simply granting points for effort, rather than awarding the student for
their performance, is seen as "hollow" gami�cation [237], as it would provide extrin-
sic motivation. The rewards offered to the user should more meaningfully reward
their achievements and lead to intrinsic motivation. Furthermore, Khan Academy's
lack of competitive gami�cation is criticized [231], as it does not feature a leader-
board or any way to view other users' pro�les to inspect their badges and points.
Social comparison [290] is generally a motivating factor to push the learner to evalu-
ate themselves against others and improve, though it can also be discouraging if the
gaps between the users are signi�cant and less easy to overcome.

A different review [322] found that aspect to actually be motivating, as students
were comparing their progress on Khan Academy by showing each other their lap-
top screens in class. However, though a high engagement rate was observed, some
users had discovered ways to cheat the system and more quickly attain speci�c
achievements, which was pulling their attention away from the actual learning pro-
cess. Also, though unrelated to the gami�cation, some students did not like that
their teachers could keep track of their progress on the platform, as they found it
"awkward" or "weird".

3.4.3 Quizlet

Quizlet [257] is a �ashcard app, though it also supports self-testing through multiple
choice and short answer questions. The user can not only create their own �ash-
cards, but also re-use sets made by others, including their teacher.

The platform's spaced repetition integration was robust. During reviews, the
user could swipe left or right on a �ashcard to indicate whether they thought they
were still learning the concept or not. Afterward, the app updated the user's "mem-
ory score", which was a percentage value, e.g., "1 day memory, "1 week memory",
and so on. Additionally, the app would remind the user about revising the �ash-
cards most in need of a review, as well as show review suggestions in-app.

However, both the spaced repetition and memory score were eventually removed.
The app still sends review reminders, though otherwise, the user cannot consult
their mastery score or use review suggestions.

Other than basic �ashcard and quiz functionalities, the app also offers a "test"
mode, which has the user answer questions. At the end, their score is displayed
indicating how many of the questions they have gotten right. The feature is meant
to prepare them for an exam, and they can tune it by indicating how many questions
they want and whether instant feedback should be provided. Quizlet also keeps
track of their last test score, such that they have a reference point in terms of how
much they need to improve upon their previous attempt.
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(A) Activity page. (B) "Blast" mini-game.

FIGURE 3.3: Mobile learning app "Quizlet".

Next, its gami�cation includes the standard achievements and weekly streak, as
well as multiple special review modes. Firstly, the "Blast" mini-game has the user
match a concept with its de�nition, with the choices being asteroids. The user is
represented as a spaceship which will �re upon a given selected asteroid. At the
end, a scoreboard will reveal a ranking of all the students based on how many correct
asteroids they had selected.

Secondly, the "Blocks" mini-game has the user answer questions to earn blocks,
which they can place on a grid, similar to Tetris. The game ends once the user can no
longer place any blocks, at which point the user's score and high score are displayed.

Lastly, the "Match" mode has the user answer questions in a timed setting, with
the user competing against others to get the highest score.

Quizlet has been shown to have a signi�cant effect on students' motivation [285,
293, 299, 346] to learn vocabulary. In particular, the competition has kept them en-
gaged, as has the desire to improve their high score by repeating games. Addition-
ally, the app has facilitated their autonomous learning and led to learning outcome
improvements. However, one criticism relates to the fact that the app relies on rote
memorization [299], i.e., it encourages users to acquire vocabulary by way of repeti-
tion, but Quizlet does not properly teach the meaning of each word in the context of
meaningful sentences.

3.4.4 Elevate

Elevate [187] is a quiz app mainly focusing on improving skills such as writing, read-
ing and memory, though it also features math training. It features a plethora of
"brain training games", which are mini-games targeting the learner's cognitive skills.
For example, to improve the user's vocabulary, the "agiliy" game has them quickly
select a synonym for a given word, which will speed up their spaceship �ying in the
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(A) Flashcard review. (B) Scheduling options.

FIGURE 3.4: Mobile learning app "AnkiDroid" (Anki).

background. If they are too slow, their ship will reach the bottom of the screen and
cause them to lose.

Otherwise, the rest of its traditional gami�cation elements include daily streaks,
leaderboards and experience points gained by practicing. In regard to the streak
feature, a widget can also be placed on the home screen of the user's phone, such
that it is directly visible without having to open the app.

Next, the app offers a manual selection of every available game to train the
user's different skills, though it also provides suggestions, such as a quick review
that would only take 5 minutes, or a challenge review to test the user's knowledge.

Lastly, the company had commissioned an independent study [234] into the
app's effectiveness, with the results showing a highly signi�cant improvement to
the �nal test score of the treatment group.

3.4.5 Anki

Anki [207] is a �ashcard app that allows the user to create their own cards, as well
as to import sets made by others. It does not feature any prominent form of gami�-
cation, though its integration of spaced repetition bears mentioning.

After reviewing a �ashcard, the user can indicate their mastery using four possi-
ble ratings ("again", "hard", "good", "easy"), which are accompanied by a time indi-
cator telling the user when they would be prompted to review that card again. For
example, selecting "again" would have the user reviewing the same card in less than
a minute, whereas "easy" would set a 3 day gap. In other words, the app is transpar-
ent about its scheduling process, which may be bene�cial for learners who prefer to
manually manage their learning.

The user can also tune Anki's scheduling [206]. Firstly, by setting a "learn ahead
limit", the app will bring reviews forward in case there are no �ashcards to review.
For example, if the user has �nished all their reviews and Anki's scheduling has
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determined the next card review would be in 30 minutes, the app would instead
have them immediately go into that review if the user has set a "learn ahead limit"
of 30 minutes.

Furthermore, the "timebox time limit" lets the user indicate a number of minutes.
Afterward, during their review session, the app will remind them whenever they
have reached that time limit, such that they can take a break. However, the app does
not automatically apply any kind of break, i.e., the "timebox time limit" is just an
in-app reminder.

Anki's usage among college students has been shown to be an effective tool to
improve their learning [208, 154, 116], including their long-term retention, which
suggests that its integrated spaced repetition functionality is contributing to the lat-
ter. Learners have indicated that the app is a useful method to supplement their
studies, as they do still prefer learning via the traditional methods, such as their
lectures, though Anki provides the practice to reinforce their retention [116].

3.4.6 Kahoot!

Kahoot! [17] is primarily used as a live quiz app in the classroom, though the quizzes
can also be played in the user's own time. Focusing solely on its non-live function-
ality, the app's offerings are fairly basic, with the option to play quizzes or to study
�ashcards. It incorporates spaced repetition to some extent via its "smart practice",
which has the user replay quizzes thrice, with a 24 hour and 48 hour gap between
the 2nd and 3rd attempts. After these attempts, no retention decay is modeled by the
app, i.e., the user would not be prompted to review the same quiz again, for example
2 months later.

3.4.7 Memrise

Memrise [227] is a �ashcard app for language learning, with support for spaced rep-
etition. It offers review suggestions, such as a speed review that limits the user's
answering time. The app also adjusts the dif�culty of questions based on the user's
past performance.

Its gami�cation is standard, with daily streaks, leaderboards, achievements and
score points. The latter is based on the number of words the user has learned. Fur-
thermore, it features milestones that the user can reach, e.g., they �nish an entire
course or learn a speci�c number of words.

Various studies [239, 315, 96] have shown Memrise to be an effective method to
learn words in a self-regulated manner, though it should be noted that the app is
only targeting vocabulary, rather than other aspects such as grammar. Nevertheless,
its gami�cation [16], speci�cally its points system, has been shown to contribute
positively to the learners' motivation.

3.4.8 Lingodeer

Lingodeer [203] is a language learning app featuring both quizzes and learning ma-
terial for each unit. It features a dedicated review tab, which lets the user manually
choose which units they want to review, as well as whether it should be limited to
words only or include full sentences.

Additionally, it offers a �ashcard mode with tracking of the user's mastery level
("new", "needs work", "good", "perfect"). Differently from Anki, Lingodeer only of-
fers the user the options "Needs work", "Good" and "Perfect", whereas Anki also



Chapter 3. State of the Art 32

(A) Review options. (B) Pro�le page.

FIGURE 3.5: Mobile learning app "Lingodeer".

offers the fourth option "Again" (the lowest possible choice). The app arranges and
chooses a select number of �ashcards to review based on the user's mastery of them,
though the user can tune their review by indicating the maximum number of �ash-
cards to review, as well as whether they want to focus on speci�c concepts.

However, advanced spaced repetition is not integrated in the app. That means
once the user reaches the level "Perfect" for a �ashcard, their mastery for it will not
decay over time, which would otherwise prompt an additional review later in time.
Interestingly, Lingodeer itself recommends [202] Anki as a better option to review
�ashcards with proper spaced repetition.

Lingodeer does not impose a time limit, except for its special "Quick quiz" mode,
though it locks its units in a sequential order. That means the user has to go through
each unit in order, rather than being able to jump around from unit to unit. In terms
of hardness, the app features a dynamic dif�culty adjustment, which reworks the
same question into a different format to either make the task easier or harder, de-
pending on the user's past performance. For example, a choice based question can
be turned into a short answer task to make it more challenging for the student. A
short answer task can also be facilitated into a re-ordering task, where the expected
words are shown to the user in a shuf�ed state, meaning they just have to be re-
arranged in the correct order.

The app provides immediate feedback by marking the correct and wrong an-
swers, though the user can also tap on speci�c terms in the question itself to quickly
access explanations, including translations and de�nitions of linguistic rules. Fol-
lowing a quiz, the summary page would display the experience points gained, in-
cluding with a weekly graph overview, the number of new vocabulary and sentences
covered, as well as the mastery level of each question. However, following an up-
date, this page was simpli�ed, which now simply shows the number of experience
points gained, the accuracy percentage of the user's answers and the total time spent
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(A) Activity page. (B) Hearts.

FIGURE 3.6: Mobile learning app "Duolingo": feedback and hearts.

on the quiz. The reworked version does include a new element, speci�cally the dis-
play of all the covered words and expressions, with the text displayed in either red
or green indicating whether they had correctly recalled them. As such, the user gets
another overview of everything they had covered with that quiz.

Next, its gami�cation is multifold, though mostly standard in nature. It includes
experience points, which the user can accumulate simply by playing quizzes, though
they do not necessarily have to answer questions correctly. A daily streak also keeps
track of how much experience they have gained each day, though this aspect was
later changed as part of a 2025 update. Previously, a threshold forced the user to
attain a minimum number of experience points to not lose their daily streak, e.g., 30,
with a point being gained for each answer, though the user could also customize this
limit. In the updated version, the app simply requires the user to play a single unit
to keep up their daily streak.

Additionally, it features a leaderboard, badges (achievements) and a mastery
statistic. The latter indicates how many words and expressions the user has learned
for each course, thus acting as an overall progression tracker for them.

3.4.9 Duolingo

General

Duolingo [87] is a language learning app which offers a vast set of options, though
it is not a customizable platform for instructors to create their own material. At its
core, it mainly relies on quizzes, but it also offers guidebooks to brie�y explain the
grammatical concepts covered by each unit, as well as the ability to tap on words in
a question to read translations or de�nitions.

Next, it includes spaced repetition as a comprehensive functionality. During a
quiz, if a question is answered wrongly, Duolingo will have the user repeat it at the
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end of the session. Moreover, the app schedules further reviews in future practice
lessons to reinforce the learner's memory. At a technical level, the platform's solu-
tion was the �rst to introduce a spaced repetition approach for learning based on
half-life regression [294], which was previously discussed in Section 3.2.1, in combi-
nation with machine learning.

The app also deploys interleaving [233], which takes a mixed approach to the
user's learning. Rather than focusing on a single concept in each unit, Duolingo
teaches multiple, including by having prior topics re-appear. This can help to bet-
ter contextualize the new topics which are related to others, as well as to reinforce
the student's learning of past topics. Subsequently, this also means that rote memo-
rization would be less likely, as the platform is encouraging the user to understand
the semantic links between concepts, rather than simply learning the vocabulary by
heart in an isolated manner.

Finally, Duolingo also includes a dynamic dif�culty adjustment feature, specif-
ically a machine learning based model referred to as Birdbrain [110], which adapts
the dif�culty of exercises to each user. The goal is to always present a moderate
challenge that would still evoke a level of effort from the user, resulting in an im-
provement to their learning and retention. For example, should a student be strug-
gling with a question, the app will offer hints, whereas the students who are more
advanced would be given harder exercises.

Gami�cation

Duolingo features numerous gami�cation elements. The user is awarded experience
points for their efforts, e.g., �nishing a lesson, which contribute to their ranking on
the leaderboard. The latter is also split up into multiple leagues, with the promo-
tions and demotions into different leagues happening after each weekly reset of the
leaderboards. The leagues range from bronze to diamond.

Additionally, there are daily quests with different conditions, e.g., the user has
to �nish 3 lessons, which reward the user with chests containing experience points
and gems. The latter are a virtual currency, which the user can either earn by using
the app or purchase using real money. The gems are then used to buy different
power-ups, e.g., the "timer boost" provides additional time to the user during timed
challenges.

The app will also award the user with achievements for accomplishing certain
tasks, e.g., learning 50 new words. Achievements can also have levels, with each
higher level requiring a higher count of whatever the task requirement is. For ex-
ample, the "Word Collector" achievement requires learning 50 new words for level
1, though this rises to 2000 to attain level 10.

Achievements also grant badges, which are playful illustrations that also change
with the level-up of the achievements. Next, there is a streak tracker, which increases
daily when the user �nishes a lesson. To not have their streak reset, the user has to
�nish a lesson each consecutive day, though they can also purchase a "streak freeze"
using their gems to avoid a reset. Similarly, the alternative "friend streak" is intended
as a motivational aspect between friends, which works the same way as the normal
streak, except both friends have to �nish a lesson each day to maintain it.

Additionally, the app provides the user with 5 hearts, with them losing 1 for each
mistake in a quiz. Should the user have no hearts left, they cannot continue or start
a lesson. The user gains hearts periodically, though they can also purchase a re�ll
using gems or join the subscription-based model of the app to have unlimited hearts.
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(A) Summary page. (B) Language score.

FIGURE 3.7: Mobile learning app "Duolingo": summary page and
language score.

(A) Quests. (B) Leaderboard.

FIGURE 3.8: Mobile learning app "Duolingo": quests and leaderboard
(usernames hidden).
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It should be noted that Duolingo intends to replace its heart system with an "en-
ergy" system [86]. Differently from the hearts, the user does not lose energy points by
making mistakes, but the energy is gradually reduced over time if the user does not
play quizzes. To gain energy points back, multiple questions have to be answered
correctly in a row, though energy is also reset back to full at the start of each day.

The platform justi�es this replacement for the old heart system with 2 reasons.
Firstly, the user should not be punished for making mistakes, i.e., by taking energy
points away from them, as "mistakes are necessary for learning". Secondly, cram-
ming should be avoided, so the app should encourage a daily habit of self-testing
via these energy points that they have to keep up.

On top of its other point systems, Duolingo also assigns a language score to the
user. This is intended to connect their in-app score to their "real-life skills", i.e., it is
meant to inform them how advanced their understanding of the given language is.
For example, a language score below 10 is comparable to the "A1" level of CEFR [93].

Finally, there are also some smaller gami�cation elements during the quizzes.
For example, if the user answers multiple questions correctly in a row, there is hap-
tic feedback from their mobile device, which also increases in intensity for longer
streaks. Similarly, if the user answers 3 questions correctly in a row, a lightning ef-
fect is shown across the screen. At the end of the lesson, the summary page displays
the user's accuracy rate, the number of experience points gained and their total an-
swer time. The latter is also accompanied by a descriptive word, e.g., "Blazing" if the
user had managed to �nish the quiz quickly.

Outside of the app, Duolingo is also heavily advertised, with reminders to play
quizzes not just being pushed as noti�cations to the user's phone, but also via emails.
The app also has a strong social presence, with its mascot owl engaging with users
on social media in various non-learning related trends [278].

Studies

As part of a study [198] with adult participants learning Chinese as a second lan-
guage (CSL), they were asked to rely on Duolingo. Their survey responses indicated
a positive view of the app's gami�cation, with the users saying that it not only mo-
tivated them, but also made the learning experience more enjoyable. Furthermore, a
majority evaluated Duolingo as a more effective way to learn Chinese compared to
traditional methods.

More speci�cally, the interview respondents thought that the badges as a reward
system were engaging, thus suggesting a level of extrinsic motivation, while the
leaderboard made them compare themselves to other learners, resulting in a more
persistent usage of the app to maintain or improve their ranking. In particular, they
also found the streaks and badges to be a useful tracker of their progress, which
helped them to set their goals and enhance their "self-directed learning skills". Nev-
ertheless, a few negative perceptions were in regard to the leaderboard, which some
either found not useful because they were simply using the app for their learning,
or they thought it put too much pressure on them.

A different study [313] investigated the usage of Duolingo by adult learners to
learn English, with the users again indicating that the app's gami�cation was moti-
vating, speci�cally its points system, leaderboard, daily challenges and badges. Ad-
ditionally, students also felt more con�dent in their skills and noticed improvements
to their comprehension.
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Next, a study [162] focused on English speakers learning Spanish in Duolingo,
which established that badges act as an initial motivator for both beginners and ad-
vanced students, though its novelty falls off over time. On the other hand, the streak
system maintains a more consistent engagement boost throughout the users' learn-
ing, which helps to foster a regular self-testing habit.

Lastly, a somewhat different perception was found among Japanese students
learning English through Duolingo [165], who noted that at the beginning, the lessons
were fairly easy and they allowed the users to quickly amass points. However,
after some progression, the lessons suddenly became signi�cantly more dif�cult,
which were harder to tackle because the app was essentially presenting "grammar-
translation exercises", with insuf�cient explanations and feedback to properly un-
derstand the new concepts. As such, the students ended up seeing Duolingo as a
simple game focusing on experience points, rather than a useful long-term method
to ef�ciently learn a language.

Gami�cation misuse

According to the "gami�cation misuse" [12, 177, 328] phenomenon, if gami�cation
is wrongly integrated into an educational app, the learning itself can be negatively
affected. Generally, this stems from the user getting distracted by the gami�cation
and thus losing sight of their actual goal, e.g., learning a language.

In other words, extrinsic motivation [97, 194] would take center stage, with the
learner engaging with the app for the sake of the gami�cation, rather than being
intrinsically motivated to rely on the platform to ultimately learn a language. Even
worse, the user might feel inclined to cheat [12, 163], such that they can compete bet-
ter or unlock badges faster, or they develop an addiction [12, 355] to very frequently
using the app to earn more points and badges, with the user not being focused on
the actual learning, or not gaining much from the quizzes due to over-reviewing.

A comprehensive review [150] investigated this misuse in the context of Duolingo
and established the common user perceptions in that regard. Primarily, affected
users can have both their con�dence and interest in learning damaged by the gami-
�cation, because the latter would pressure them to the point of having the learning
feel like a "burden". In one extreme case, a user bemoaned that their failure rate
went up signi�cantly after they stopped being devoted to the gami�cation, because
they previously relied on cheating to go through their lessons and attain the highest
rankings in the leaderboard.

Moreover, the gami�cation can take up most of their attention, which can dis-
tract the user from their initial goal and cause them to lose interest in learning a
language. In certain cases, when the app updates a course's contents to introduce
new lessons, users get "agitated" because they view this new addition as another
obstacle to ful�lling their gami�cation goals (leaderboard ranking, achievements),
rather than becoming interested in learning new things. The loss of interest can
even cause the users to abandon their learning altogether, e.g., after their long streak
is reset, they lose the motivation to recover it.

The users can also get a sense of disappointment if they do not manage to achieve
their constantly shifting goal post, such as reaching the top of the leaderboard in the
highest league. This can be a persistent problem due to the higher ranks requiring a
large amount of effort to attain and maintain, which can even make the users resort
to cheating. More generally, the prospect of improving one's ranking due to this
social comparison aspect can stress out the learner, to the point that they develop a
level of anxiety and see their frequent usage of Duolingo as a "chore".
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After a while, once an affected user has lost their drive to keep up with the gami-
�cation, they can even feel a sense of guilt, e.g., for having relied on cheating, which
can mentally impact them to the point of no longer being motivated to learn at all.
Even in the case of users who do not cheat, they may feel let down because they
have to compete against cheaters, which can also invalidate their own efforts. Fur-
thermore, Duolingo can even impose bad habits on younger learners, who may see
cheating as a common tactic to tackle other tasks outside the app's context.

Having covered the perceptions of the users affected by gami�cation abuse, the
review also tries to establish both the active and passive reasons that can lead to such
an abuse. In the latter case, the user would be unconsciously manipulated to abuse
the gami�cation.

Active reasons include some of the users' competitive nature, who focused too
much on trying to climb the ranks that they did not pay any mind to the actual
learning. Others simply did not think of Duolingo as the most effective way to learn
a language, and instead treated the app as a game, thus hoping for a "joyful" experi-
ence.

As for passive reasons where the user was unconsciously manipulated to abuse
the gami�cation, the main complaint is related to so-called "dark nudges" [235, 8].
Originally a term used in gambling, it refers to a deliberate design to promote fre-
quent usage of the app. This is not entirely unexpected, given that Duolingo is by
far the most popular mobile learning app with various monetization options (sub-
scription, gems). The critique is thus that the developers have intentionally placed
these "dark nudges" in the app to force a mindset on the users that makes them want
to constantly climb the leaderboards.

One of the speci�c complaints in that regard is the fact that even the learners who
are motivated and doing their daily reviews are being punished by the system. The
reason for that is that although they are attaining their daily task of reaching a set
amount of points, their rank on the leaderboard is not likely to be high, given others
are abusing the gami�cation solely to push up their ranks. As such, the leaderboard
has been intentionally designed in a way that does not necessarily foster a healthy
dose of reviews, but rather an obsessive amount.

Moreover, the leaderboard has been criticized as not really being an appropriate
form of competition. Speci�cally, the leaderboard is not actually global, as the app
assigns small groups of users to local leaderboards instead. Additionally, these users
are not necessarily being grouped together based on similar skill levels or even the
same language that they are studying, which further makes the rankings not com-
parable to each other.

Other than these "dark nudges", some users have also attributed their abusive
behavior to a feeling of compulsion, where they get a sense of satisfaction from con-
stantly repeating lessons just to unlock badges for example. In the process, they
do not focus on the learning part, but on getting as many reviews done as possi-
ble. Lastly, there is also the phenomenon of "herding" [77], where users pick up the
habits of others who are ranked much higher than them, simply because they think
everybody else is doing the same thing. For example, if everyone else is cheating,
why should the user themselves not do the same.

Mitigating misuse

Various suggestions have been made on how to mitigate a potential misuse of gam-
i�cation.
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The main proposal is to �rstly adapt [196] the gami�cation to each user. For ex-
ample, a user who is much more advanced in Chinese should not be grouped into
the same leaderboard [197] with another user who has just started learning Chinese,
as the two would display a large gap in skill level and make the competition unfair.
Other than this form of automatic personalization, the platform should also be �ex-
ible in terms of customization [196]. For example, users should be able to avoid or
entirely disable gami�cation if they are not interested in it.

Next, the highly varying learning habits of each user should also be considered
by the core design of the gami�cation. For example, a daily streak system may not
be a sustainable feature for older learners who do not have the time to use Duolingo
during the week, but rather only on the weekends. A possible solution would be to
instead have a weekly streak system [150].

More fundamentally, the different gami�cation elements should be reworked to
better reward [150] the user's efforts. For example, rather than granting the same
number of experience points for answering an easy question and a hard one, the
app should take into account factors such as the dif�culty in how it computes the
earned points. Otherwise, the user might feel belittled if they manage to �nish a
particularly hard lesson and only receive an insigni�cant reward for it.

In the same context, Duolingo should not be primarily focusing on the engage-
ment of users, but rather on the user's learning efforts [150]. As such, its noti�cations
should not remind the user that their ranking might be falling on the leaderboard,
but rather on the contents of the actual lessons and what they could be learning or
revising next.

Even so, if the app mainly relies on points as a reward system, the latter should
focus more on the progress [150] of the user, rather than purely on repetitions. For
example, reviewing older lessons should grant fewer points than tackling new ones,
which would encourage the user to keep progressing in the course.

3.5 Block-Based Programming

Having previously discussed the basics of block-based programming in Section 2.3,
a diverse set of existing block-based frameworks will be covered in the following,
including their user interface design, target audience and feature set.

3.5.1 Scratch

One of the most popular block-based frameworks is Scratch [212], shown in Fig-
ure 3.9, which primarily targets younger learners. Given its audience, it features
a 2D-based output to be more engaging, with support for sprites and sounds. It
follows many of the common block-based design choices, such as color-coding and
puzzle-like shapes for each block type, with the latter ensuring the user cannot create
a syntactically incorrect program by putting two incompatible blocks together.

Built for desktop platforms, Scratch keeps its layout simple by restricting it to a
single view, which contains the command palette (available blocks), the script panel
showcasing the user's current program, as well as the stage which visualizes the
program execution using sprites that support motion. To further simplify things,
Scratch does not rely on views which only appear on demand following some ex-
plicit action, or �oating windows, such that the main functionality is always visible.

To add a new block, drag-and-drop gestures are used from the command palette
to the script area, with a default set of parameters for each block type to allow for
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FIGURE 3.9: Block-based programming framework "Scratch" (3.0).

quicker experimentation. Also, while the framework supports boolean, numeric and
text values, variables are untyped for simpli�cation reasons, including by automat-
ically converting strings, e.g., "4600", to numbers in relevant contexts. However,
though Scratch is an object-based language owing to its reliance on sprites to visual-
ize the blocks' behavior, it is not object-oriented, e.g., inheritance is not supported.

Next, Scratch supports execution to enable debugging, including the ability to
tap on speci�c blocks to individually execute them, as well as step-wise execution
with a white outline highlighting the currently running block. In the same context,
the framework only highlights a malfunctioning block with a red border during run-
time, but it does not display an elaborate error message or even cause the program's
execution to be interrupted. Rather, by adopting a "failsafe" approach, Scratch will
always execute each block, even if it is faulty: for example, in case of an out-of-range
value, the framework will automatically apply a boundary to avoid crashing the
program. The reason behind these design choices is to mask some of the technical
details which may be too advanced for the target audience.

Lastly, though concurrency features such as locks are not supported due to their
higher complexity for younger learners, Scratch's execution ensures no race condi-
tions can occur to further eliminate potential runtime issues.

Testing

Scratch does not natively support testing, e.g., assertions based on conditions that
should be satis�ed following the input program's execution. To that end, various
types of extensions have been created.

Firstly, linters can perform a static analysis of Scratch programs to detect code
smells, e.g., duplicate code or large programs. Hairball [38] is one such linter, which
is a Python framework that can access the elements of a Scratch program, such as
the sprites or the script itself. For example, one possible usage would be to analyze
the presence of certain types of blocks in the input program, including the exact
count. Litterbox [108] is another linter for Scratch, which similarly looks for code
smells or common bug patterns, e.g., a custom block in the user's program which
is calling itself recursively without a proper terminating condition. It also supports
custom checks based on corresponding Java classes which extend the framework's
base class, with the latter using an abstract syntax tree (AST) visitor to perform the
code search. As for the tool Quality Hound [318], it offers a simpler interface which
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(A) Failed test. (B) Passed test.

FIGURE 3.10: Example test cases using an extension for the Scratch
framework.

takes as input a Scratch program, and upon the press of an "Analyze" button, it
displays the code smells using their title and corresponding Scratch blocks for a
more visual output.

Next, automated test cases can be applied to check the behavior of a Scratch
program's execution. The Whisker [307] tool supports the de�nition of test cases
using Javascript, e.g., assertions such as "variable x greater than y" or simulations of
a sprite's movement, which outputs a basic textual description of the results, e.g., in
case an equality test failed, it would tell the user the actual value and the expected
value.

More recently, a Scratch extension [99] integrated support for test cases directly
in the framework, i.e., rather than using a separate language such as Javascript to
de�ne them, the user can declare the test cases using newly introduced block types,
as highlighted in Figure 3.10. The extension supports assertions, state restoration
and batch processing of multiple test cases.

Feedback

In addition to testing Scratch programs, other extensions have been developed to
also provide the user with hints or suggestions on how to �x their program. One
such tool is Catnip [98], which relies on a sample solution program to compare its
differences to the user's own program. The differences are then used to generate
hints, such as to re-order or remove blocks.

Similarly, another tool [240] re-used both Whisker [307] and Catnip [98] to pro-
vide next-step hints to the user, by having Whisker check the correctness of a given
statement and Catnip generate the hint to �x it. However, the tool replaces the tex-
tual hint with a block-based visualization, such that the user has a clearer idea of
how to apply the �x to their program.

3.5.2 Snap!

An indirect successor to Scratch is Snap! [48], shown in Figure 3.11, which initially
extended the former before moving to its own separate codebase. It features mul-
tiple additions aimed at supporting more complex programs, given its older target
audience compared to that of Scratch.

For example, its support for lists is more advanced, as the user can assign lists to
variables, have other lists as elements of a list, include different types of values in a
single list, as well as allow lists as a function parameter and return type.
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