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Abstract

Today, digital identity management for individuals is either inconvenient and error-prone or creates undesirable lock-in effects and
violates privacy and security expectations. These shortcomings inhibit the digital transformation in general and seem particularly
concerning in the context of novel applications such as access control for decentralized autonomous organizations and identification
in the Metaverse. Decentralized or self-sovereign identity (SSI) aims to offer a solution to this dilemma by empowering individuals
to manage their digital identity through machine-verifiable attestations stored in a “digital wallet” application on their edge devices.
However, when presented to a relying party, these attestations typically reveal more attributes than required and allow tracking end
users’ activities. Several academic works and practical solutions exist to reduce or avoid such excessive information disclosure,
from simple selective disclosure to data-minimizing anonymous credentials based on zero-knowledge proofs (ZKPs). We first
demonstrate that the SSI solutions that are currently built with anonymous credentials still lack essential features such as scalable
revocation, certificate chaining, and integration with secure elements. We then argue that general-purpose ZKPs in the form of
zk-SNARKs can appropriately address these pressing challenges. We describe our implementation and conduct performance tests
on different edge devices to illustrate that the performance of zk-SNARK-based anonymous credentials is already practical. We
also discuss further advantages that general-purpose ZKPs can easily provide for digital wallets, for instance, to create “designated
verifier presentations” that facilitate new design options for digital identity infrastructures that previously were not accessible
because of the threat of man-in-the-middle attacks.
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Highlights

• Decentralized digital identity (SSI) requires advanced
data minimization capabilities

• General-purpose ZKPs (zk-SNARKs) can provide scal-
able and flexible privacy for SSI

• zk-SNARKs can provide private revocation, credential
chaining, and hardware binding

• Performance is already at the edge of being practical for
rollout on mobile phones

• Designated verifier ZKPs address pressing issues regard-
ing MITM attacks
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1. Introduction

“The Internet was built without a way to know who and
what you are connecting to” (Cameron, 2005, p. 1). Ow-
ing to this absence of a standardized identity layer, there is
currently a “patchwork” of solutions for the digital identifi-
cation and authentication of individuals. The arguably most
prominent approach involves creating an account – including
a user name and a password – for each single service that one
uses on the internet (Preukschat and Reed, 2021). This ren-
ders identity attributes largely non-transferable, i.e., they can
be used only in interactions with the service provider, web-
site, or company that created or requested them during reg-
istration and usage (Sedlmeir et al., 2022). Besides the te-
dious task of repeatedly filling registration forms, many indi-
viduals also struggle with managing their dozens or hundreds
of user names and passwords in a secure way (Bonneau et al.,
2012). Even if users can cope with the secure management
of their accounts, many processes that require verifiable data
from, e.g., a government-issued ID card, involve additional
time-consuming and costly verification-related processes, such
as video calls (Sedlmeir et al., 2021; Lacity and Carmel, 2022;
Preukschat and Reed, 2021; Strüker et al., 2021). Identity
providers in federated identity management offer end users a
more convenient alternative with their single sign-on services.
They store users’ identity data and forward it to relying parties
such as service providers on the users’ request (Maler and Reed,
2008). Yet, the cross-domain aggregation of identity informa-
tion and use-related metadata raises significant economic, pri-
vacy, and security risks (Sedlmeir et al., 2021; Bernabe et al.,
2020). Already in 1984, the cryptographer David Chaum hy-
pothesized that electronic identification may lead to “sophis-
ticated marketing techniques that rely on profiles of individ-
uals [...] being used to manipulate public opinion and elec-
tions” (Chaum, 1985, p. 1044). Collecting and trading identity
data has indeed become a real business with very real threats, as
the well-known Cambridge Analytica scandal that abused iden-
tity information collected by Facebook indicates (Doward and
Gibbs, 2017; Kitchgaessner, 2017). Users’ strive for a more
convenient digital identity management hence exposes them
to mechanisms such as microtargeting that political parties or
companies could use to control the content individuals con-
sume (Zuiderveen Borgesius et al., 2018). Moreover, many
physical identity documents are still not available in machine-
readable form in this paradigm, although companies such as
Apple and Google have started to explore these opportuni-
ties (Shakir, 2022).

This situation is particularly daunting when considering the
growing pace of the digital transformation. Privacy-oriented,
non-proprietary digital identity management also seems partic-
ularly important in the context of blockchains, for instance,
when implementing auditable access control to off-chain re-
sources (Maesa et al., 2019; Wu et al., 2023) or managing per-
missions in the context of decentralized autonomous organiza-
tions (El Faqir et al., 2020; Liao et al., 2022) via a smart contract
owing to the inherent transparency of blockchains and the re-
lated intensified issues with data protection (Rieger et al., 2019;

Schellinger et al., 2021). These observations also extend to the
Metaverse – a combination of the internet and augmented real-
ity via software agents (Dwivedi et al., 2022) that also builds on
blockchains for managing asset ownership and exchange. Iden-
tification is a crucial component of the Metaverse yet carries
substantial privacy risks (Leenes, 2007). Challenges with sen-
sitive personal information are even further aggravated through
the measurement of additional data about individuals’ devices,
actions, or their environment (Wang et al., 2022; Falchuk et al.,
2018; Nair et al., 2022), making data minimization in the con-
text of digital identity particularly important.

Some privacy-focused alternatives for electronic identifica-
tion and authentication, such as the German eID, implement
security and data minimization through trusted hardware in
the form of smart-cards, which can be used conveniently in
combination with a smartphone-based near-field communica-
tion (NFC) reader (Poller et al., 2012). Yet, such smart-cards
are arguably not suitable for digital-native workflows as they
need to be carried separately, and they do not smoothly ex-
tend to the variety of attestations with heterogeneous security
and privacy levels reflecting the different organizations and pro-
cesses that users interact with in their daily lives (Schellinger
et al., 2022). Trusted hardware is also generally limited in its
functionality, e.g., embedded secure elements on mobile phones
typically only support storing cryptographic keys and creating
common digital signatures with them. Using secure elements
for selectively disclosing verifiable identity information hence
requires the cooperation of the corresponding manufacturer and
– in the case of the mobile phone – operating system providers.
Empirically, this cooperation seems challenging to implement
even for a single manufacturer, as the German government’s ef-
forts to implement the mobile-native Smart-eID suggest (Wil-
helm, 2022). On the other hand, the more flexible trusted execu-
tion environments in mobile phones are known to be vulnerable
to sidechannel attacks (Jauernig et al., 2020) and, thus, cannot
provide the security and authenticity levels that some highly
regulated workflows require (Schellinger et al., 2022).

Consequently, recent approaches in digital identity manage-
ment aim to give users both convenience and control through
empowering them to self-manage their identity in “digital wal-
let” applications on their mobile devices (Sedlmeir et al., 2021;
Čučko and Turkanović, 2021). It applies the certificate-based
approach that builds the foundation of trusted interactions on
the internet as of today in the form of X.509 (secure sock-
ets layer (SSL)) certificates to identify servers in https-based
communication to the digital identification and authentication
for end users and has become popular under the term decen-
tralized digital identity, self-managed digital identity, or self-
sovereign identity (SSI) (Čučko and Turkanović, 2021; Kubach
et al., 2020; Weigl et al., 2022), with an often strong connec-
tion to blockchain communities (Kuperberg, 2019; Sedlmeir
et al., 2022). Identity attributes are confirmed through digi-
tal certificates that carry electronic signatures by correspond-
ing issuers. Upon request, individuals can choose to reveal
selected identity attributes to relying parties in a cryptograph-
ically verifiable way. Governments increasingly support this
decentralized or SSI paradigm, with large-scale pilots such as
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Canada’s verifiable organizations network (VON) and the Eu-
ropean IDunion consortium exploring the approach (Sedlmeir
et al., 2022). Moreover, the European Union (EU) is currently
shaping a revision of its former electronic identification and
trust services (eIDAS) regulation that mandates every member
state to provide its citizens with a digital wallet app that can
store and present such digital attestations (Rieger et al., 2022;
European Council, 2022; Ehrlich et al., 2021). Researchers
have also begun working on integrating the novel technology
stacks in SSI with standards like OAuth for implementing ac-
cess control on the IoT (Fotiou et al., 2022) or with estab-
lished components of corporate identity and access manage-
ment (Yildiz et al., 2021; Kuperberg and Klemens, 2022).

In its simplest form, the certificate-based approach sends
the attestation directly to the relying party, which then checks
the validity of the corresponding digital signature. Yet, pro-
viding the entire certificate to the relying party reveals a sig-
nificant amount of information that is not strictly necessary for
the verification in the given context (Hardman, 2020; Brands,
2000; Lioy et al., 2006). This includes identity attributes that
the relying party does not require for their workflow. More-
over, for instance, the value of the digital signature on a dig-
ital certificate represents a unique identifier that can be used
to track individuals whenever they use the certificate – a “su-
per cookie” (Evernym, 2020). Anonymous credentials resolve
this problem by enabling users to present their certificates in
a data-minimal way (Chaum, 1985; Brands, 2000; Camenisch
and Lysyanskaya, 2001; Backes et al., 2005). Users reveal only
selected information derived from the credential that is indis-
pensable for the respective purpose, while maintaining crypto-
graphic verifiability. This can be achieved with zero-knowledge
proofs (ZKPs), which allow a prover to convince a verifier of
a mathematical statement without conveying any information
apart from the statement’s validity (Goldwasser et al., 1989).
ZKPs can be used, for instance, to confirm that a presented at-
tribute is part of a credential issued by a certain institution with-
out having to reveal the value of the digital signature (Hardman,
2020). Currently, several digital wallet projects are already us-
ing digital wallets that handle multiple of these anonymous cre-
dentials and generate the corresponding ZKPs (Linux Founda-
tion, 2022; Sartor et al., 2022). However, these implementa-
tions of anonymous credentials rely on academic works that
involved significant effort in hand-crafting the cryptographic
primitives that they use (Camenisch and Lysyanskaya, 2001;
Sudarsono et al., 2011). They were major breakthroughs at
the time of their publication and allow for fast proof genera-
tion, transmission, and verification. Yet, being highly tailored
to a specific set of functionalities also implies that highly spe-
cialized cryptographers need to develop novel ideas to incorpo-
rate additional features, and corresponding anonymous creden-
tial implementations are difficult to upgrade and audit (Young,
2022) and to integrate with existing digital identity components.
For instance, major SSI projects have proclaimed the need for
privacy-preserving credential chains (see more details in Sec-
tion 4.8) for years (Hardman and Harchandani, 2022), and the-
oretical solutions were indeed found years after the initial con-
ceptualization of anonymous credentials (Belenkiy et al., 2009;

Camenisch et al., 2017). Yet, they are still not implemented in
larger-scale projects. Moreover, recent discussions pointed out
the shortcomings of purpose-specific ZKPs for providing scal-
able revocation (Young, 2022) and hardware binding (Feulner
et al., 2022).

In this paper, we describe the above-mentioned challenges
in the context of practically deployed anonymous creden-
tial systems in detail and argue that using general-purpose
ZKPs such as zero-knowledge non-interactive arguments of
knowledge (zk-SNARKs) that matured in cryptocurrency pri-
vacy (Ben-Sasson et al., 2014) and scaling (Thibault et al.,
2022) projects allows addressing these and other pressing re-
quirements for the broad adoption of anonymous credentials.
We thus bridge the related research streams from cryptography
on (zk-SNARK-based) anonymous credentials (e.g., Delignat-
Lavaud et al., 2016; Schanzenbach et al., 2019; Rosen-
berg et al., 2022; Maram et al., 2021) with the SSI do-
main (e.g., Čučko and Turkanović, 2021; Soltani et al., 2021;
Sedlmeir et al., 2022; Young, 2022) based on our own imple-
mentation of zk-SNARK-based anonymous credentials and ex-
periences from our active involvement in several SSI projects
in industry and the public sector. We structure our work as fol-
lows. First, we give a basic understanding of SSI, the concept
of digital attestations stored in digital wallet applications, re-
lated terminology, and technical foundations of zk-SNARK in
Section 2. Next, we comprehensively survey related work on
anonymous credentials in practice and cryptography research
and outline which requirements for broad adoption these im-
plementations address and which features are still missing in
Section 3. After that, we describe how to implement these lack-
ing features with zk-SNARKs (Section 4). We evaluate the cor-
responding performance to demonstrate that this approach can
already be considered practical for use in mobile wallet apps as
of today in Section 5. We also discuss further limitations of SSI
that general-purpose ZKPs and in particular designated verifier
zk-SNARKs can address in Section 6. We conclude by outlin-
ing limitations and pointing towards avenues for future research
in Section 7.

2. Background

2.1. Self-sovereign identity
The paradigm of decentralized or user-centric identity, also

called SSI, empowers individuals to self-manage their digital
attestations locally on their edge devices (e.g., their mobile
phone) in a digital wallet app (Sedlmeir et al., 2022; Weigl
et al., 2022; Kubach et al., 2020). These digital attestations
are created by “issuers” – entities such as public sector insti-
tutions, enterprises, individuals, or machines associated with
a cryptographic key-pair that have a certain reputation within
specific domains (Soltani et al., 2021). For instance, a mean-
ingful institution to issue digital national IDs would be the pub-
lic institution that currently manufactures physical ID cards,
or a Country’s Signing Certification Authority as governed by
the International Civil Aviation Organization (ICAO). Anal-
ogous to watermarks and seals on physical documents, digi-
tal attestations carry cryptographic proofs of integrity; usually
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a digital signature created by the issuer. This digital signa-
ture makes the digital certificate tamper-evident and machine-
verifiable, which is why the corresponding attestations they are
often termed “verifiable credentials”. At the same time, Verifi-
able Credentials refers to a nascent standard established by the
world wide web consortium (W3C) to harmonize such digital
attestations (Sporny et al., 2019). Because there are also other
established standards for digital certificates, we will neutrally
use the term “credential” in the following to cover all different
flavors of digitally signed and, therefore, machine-verifiable at-
testations. Note that this does not follow the terminology pro-
posed by Bosworth et al. (2005), according to which a creden-
tial is “used to prove an identity to a system”, i.e., a physical
token or passwords would also qualify as a credential. It will
also become apparent that for data minimization using general-
purpose ZKPs, the design of the credential itself has only mod-
erate relevance (see, e.g., also Delignat-Lavaud et al., 2016),
which is why by writing “credential”, we also aim to include
anonymous credentials.

Individuals, called “holders”, can use their credentials to
conveniently disclose identity attributes to “verifiers”, i.e., rely-
ing parties. Typically, a verifier first sends a “proof request” to
the holder, asking for the disclosure of certain attributes stated
in the holder’s credentials and listing a set of additional require-
ments. Such requirements may include a list of issuers that the
verifier trusts (Preukschat and Reed, 2021). When receiving
the proof request, the holder’s digital wallet app fully automat-
ically searches for stored credentials that include the requested
attributes and that satisfy the requirements specified in the proof
request (Sartor et al., 2022) and – upon the holder’s consent
– creates a cryptographic proof about the correctness of these
attributes according to the respective issuer and sends the at-
tributes and the proof to the verifier (Feulner et al., 2022). The
verifier can then check the proof and, therefore, the authenticity
of the attributes and subsequently use them for its service.

The process that starts with a verifier’s proof request and
ends with the verification of the proof that the holder created
by the verifier is called “verifiable presentation (VP)” (Schlatt
et al., 2021). The simplest and least privacy-oriented VP in-
volves sending one or multiple credentials that include the re-
quested identity attributes directly to the verifier, such that the
verifier can extract the needed attributes and verify the issuer’s
digital signature and the fulfillment of the other requirements
from the proof request directly. As this means that the verifier
could forward the credentials to other parties and impersonate
the holder, this type of VP must include a digital signature with
the holder’s “binding key” on a challenge communicated by
the verifier in the proof request for each credential. The pub-
lic binding key is a part of the credential, whereas the holder
never shares their private binding key. Holder binding is also
essential when the corresponding binding key-pair needs spe-
cial protection, for instance, because regulators demand par-
ticularly high security both regarding attacks and the potential
voluntary sharing of credentials. In these cases, smart cards or
smartphone-embedded secure elements can be used to generate
the key-pair and protect the corresponding private key.

While the challenge response mechanism can fix the se-
curity issue associated with sharing the full credential, it does
not prevent excessive information disclosure. A credential may
include considerably more identity attributes than the verifier
requested. Moreover, the value of the digital signature on a
credential and the public binding key are essentially globally
unique identifiers. Hence, more privacy-focused approaches
to VPs do not communicate the full credential to the verifier
but instead only reveal selected attributes and provide cryp-
tographic evidence derived from the credential that these at-
tributes are indeed attested by the specified issuers (Hardman,
2020; Sedlmeir et al., 2022). This derived proof is usually based
on a ZKP. Beyond facilitating “selective disclosure” and hid-
ing signatures and binding keys, sometimes it is also desirable
to reveal only the results of a computation that uses identity
attributes as parameters to the verifier. Well-known examples
include set (non-) membership proofs, for instance, to demon-
strate that a credential is not included in a revocation or sanc-
tions list, and range proofs, for instance, to show that a creden-
tial is not expired or that a date of birth as recorded in a cre-
dential is more than 18 years in the past (Hardman, 2020). In
general, it is possible to directly reveal results of complex com-
putations that use attribute values as input parameters, called
“predicates” or “predicate proofs”.

2.2. Zero-knowledge proofs and zk-SNARKs
In classical mathematical proofs, the prover starts from a

given set of assumptions that the verifier agrees on and uses
deductive reasoning – fully transparent to the verifier – that is
beyond any doubt to prove new statements. Applied to run-
ning an algorithm and proving its correct execution, this means
that besides the implementation of the algorithm itself, all input
values, intermediate variable values, and output values (the final
result) must be disclosed to the verifier. Babai (1985) and Gold-
wasser et al. (1989) independently introduced an alternative no-
tion of probabilistic “interactive proofs” where the verifier does
not passively inspect the full transcript of the algorithm’s execu-
tion but instead only sees selected steps in the computation. To
compensate for this lack of transparency, the verifier may chal-
lenge the consistency of what the prover claims to be the final
result through additional, often randomly determined, questions
about the transcript. While the prover can be lucky and answer
any of these questions correctly even if he or she tries to cheat,
repeating the protocol sufficiently often makes the probability
of a verifier accepting a false proof arbitrarily small. The main
motivation for considering this type of proofs was arguably to
allow resource-constrained devices outsourcing large computa-
tions while still being able to verify the result. In other words,
“a single reliable PC can monitor the operation of a herd of su-
percomputers working with possibly extreme powerful but un-
reliable software and untrusted hardware” (Babai et al., 1991,
p. 1).

Given this new notion of proofs where the disclosure of all
initial and intermediate values was not necessary any more, it is
natural to ask how much information such a proof still contains
about the computational trace. Formally, ZKPs are defined as
“those proofs that convey no additional knowledge other than
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the correctness of the proposition in question” (Goldwasser
et al., 1989). A simple example of a ZKP is proving knowledge
of a private key associated with a public key with Schnorr’s
protocol without giving away information that would make it
easier for the verifier to find the private key (Schnorr, 1991). A
generalization of the mathematical ideas underlying Schnorr’s
protocol – performing mathematical tricks in the context of the
discrete log problem that is assumed to be hard – also builds
the basis for anonymous credentials based on Camenisch-
Lysyanskaya (CL) signatures (Camenisch and Lysyanskaya,
2001; Maurer, 2009). These hand-crafted, special-purpose
ZKPs are highly efficient in the sense that the proofs are small
(several hundred bytes) and fast to prove and verify (tens of
milliseconds on a commodity laptop). In contrast, creating a
ZKP for running an arbitrary algorithm was long prohibitively
computationally expensive and only became practical after two
decades of substantial improvements in construction and sili-
con in the form of zk-SNARKs (e.g., Ben-Sasson et al., 2013;
Gennaro et al., 2013; Groth, 2016; Parno et al., 2016). Rapidly
increased popularity and use of zk-SNARKs showed up in re-
search and applications after their first use in blockchains, first
for proving relatively simple statements to provide private pay-
ments in cryptocurrencies such as Zcash (Ben-Sasson et al.,
2014), and later also for proving increasingly complex state-
ments to increase blockchains’ transaction throughput in zk-
rollups such as Polygon Hermez (Šimunić et al., 2021; Thibault
et al., 2022).

General-purpose ZKPs and in particular zk-SNARKs hence
introduce a novel paradigm of certificate verification: Instead
of sending credentials to the verifier, who then runs the crypto-
graphic verification algorithm, and instead of constructing spe-
cific mathematical tricks using the information in the credential
in CL signatures, the holder runs the verification algorithm pri-
vately on their device using the locally stored credential(s), and
only sends the verification result and selected attributes or pred-
icates that need to be disclosed to the verifier (Delignat-Lavaud
et al., 2016). To allow the verifier to trust in this verification
result, the holder creates a ZKP that attests the correct execu-
tion of the verification program and sends it to the verifier, yet
without sharing any details about the inputs, and intermediary
results of running the credential verification algorithm on a cre-
dential. In other words, a ZKPs can convince the verifier that
the verification algorithm that the holder ran terminated with
the specified result (e.g., “the holder knows a credential that is
indeed issued by an institution with public key X and the corre-
sponding private binding key. The credentials is neither expired
nor revoked, and the first name according to the credential is Al-
ice”). Figure 1 illustrates the overall flow of issuing a credential
and performing a VP with a general-purpose ZKP, which hardly
differs from a VP as implemented in, for instance, Hyperledger
Aries (see, e.g., Schlatt et al. (2021)).

A challenge related to the use of zk-SNARKs besides the
computationally intensive proof generation is that the first prac-
tical variants all required an initial and also computationally
and memory intensive preprocessing process – called trusted
setup. In this trusted setup, a common reference string (CRS)
that is required for generating and verifying ZKPs is com-
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Figure 1: Issuance and verification of a credential using general-purpose ZKPs.

puted. At least one party that participates in the creation of the
CRS needs to be honest to guarantee that provers cannot cre-
ate fake proofs. Privacy guarantees are unconditional (Fuchs-
bauer, 2018). Consequently, for blockchain applications, the
CRS is typically generated in multi-party computation (MPC)
that can involve hundreds of participants (Bowe et al., 2017).
While there are different ways to translate an algorithm into
a format that allows to generate a CRS and, ultimately, prov-
ing and verification programs, with compilers being available
also for C code (Parno et al., 2016), to date the more efficient
way seems to be through domain-specific languages (DSLs)
such as Circom (Iden3, 2022a). A very frequently used repre-
sentation is the rank one constraint system (R1CS), in which
every step in executing the algorithm only involves a single
quadratic expression. A convenient proxy for the complexity
of the statement with regard to proving effort is the number of
“R1CS constraints”, which roughly corresponds to the number
of quadratic terms (multiplications) in a quadratic arithmetic
program (QAP) that represents the algorithm; at least in the
“Groth16” proof system that underlies our prototype (Groth,
2016). One disadvantage of the Groth16 proof system is that
the trusted setup is circuit-specific, i.e., every update of the
algorithm for which correct execution needs to be proved re-
quires a new trusted setup. More recent flavors of zk-SNARKs
such as Plonk (Gabizon et al., 2019) do not require a circuit-
specific trusted setup but instead only need to create one “uni-
versal” CRS that can be used for all algorithms up to a cer-
tain complexity threshold. The higher flexibility of universal
zk-SNARKs typically comes at some trade-offs, such as larger
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Figure 2: Workflow for generating the zk-SNARK proving and verification pro-
gram that need to be integrated in the wallet app and verification backend,
respectively. Note that the circuit-specific trusted setup is not necessary for
universal zk-SNARKs, and transparent zk-SNARKs do not even require any
trusted setup.

proof sizes and higher verification complexity. Another alterna-
tive are transparent zk-SNARKs, such as zero-knowledge trans-
parent argument of knowledges (zk-STARKs), which remove
the necessity for a trusted setup completely. They tend to in-
volve even larger proof sizes of tens of kilobytes (Ben-Sasson
et al., 2018). Yet, for a bilateral interaction between prover and
verifier, this proof size can still be considered moderate.

Figure 2 features an overview of the steps required to set up
an anonymous credential system using the Groth16 proof sys-
tem. We implemented all ZKPs in this work as zk-SNARKs
using the DSL Circom (Iden3, 2022a). Circom utilizes a fi-
nite field, with the number of field elements being a 254-bit
prime number. For simplicity, we will write about 254-bit in-
tegers in the following although in fact not all 254-bit integers
are included in this finite field. Non-integer values are not na-
tively supported, which is why additional logic for handling
Strings or Floats needs to be provided (see Section 4.2). A
Circom-specific variable type to explicitly define constraints
is called “Signal”. Programming them is restricted, on be-
half of the underlying QAP, to use only quadratic calcula-
tions inside one Signal. Therefore, a Signal can only be as-
signed once and is immutable. For this reason, some calcula-
tions have to be split into multiple sub-calculations (see, for
instance, Figure B.7a for the simple case of a cubic expres-
sion). There is also no native support for branching opera-
tions, such as if, break, or continue statements. On the
other hand, Circom provides libraries that implement compara-
tors, conversions between numbers and their binary represen-
tation, hash functions such as Poseidon (see Figure B.7b) and
the secure hash algorithm 256 (SHA256), and signature mech-
anisms such as the Edwards-curve digital signature algorithm
(EdDSA) (Iden3, 2021). Projects that build on Circom use

these building blocks to implement more advanced or complex
primitives, e.g., Merkle proofs (KimiWu123, 2019) and ellip-
tic curve digital signature algorithm (ECDSA) signatures (Per-
sonae Labs, 2022; 0xPARC, 2022a).

There are different libraries that allow to create a witness
– an assignment of input signals that is derived from the pa-
rameters on which the corresponding algorithm runs – to gen-
erate a CRS and derive proving and verification keys from
a circuit implemented in Circom, and ultimately to generate
and verify zk-SNARKs. Arguably, the most simple to use is
SnarkJS (Iden3, 2022b), which provides witness (using We-
bAssembly (WASM)) and proof generation and proof verifica-
tion in Javascript (Node.js) for the Groth16 and Plonk proof
system. For productive use, there are also a highly optimized
C++ and Intel x86 Assembly-based witness generation (Iden3,
2022a) and Groth16-prover (Hermez Network, 2021) available.
Moreover, witness generation, Groth16 proof generation, and
proof verification can be conducted in Rust via the ark-circom
crate (Konstantopoulos, 2022), based on the WASM files, prov-
ing, and verification keys generated from Circom and SnarkJS.

3. Related Work

X.509 certificates. The X.509 standard is broadly adopted on
the internet as a fundamental component of the the https pro-
tocol (Cooper et al., 2008). These credentials are mostly or-
ganized in credential chains. For instance, a certificate author-
ity (CA) creates a credential that binds a company to a domain
and key-pair, and the company can use the binding key of this
attestation to issue a credential to one of its web servers. Digital
signatures are permanent; yet, sometimes, issuers realize that
the reason for issuance ceases to exist prior to expiration. As
the deletion of information can hardly be enforced, X.509 cer-
tificates hence carry a unique serial number that can be used in a
VP for checking their revocation state. The holder can interact
with the issuer or the responsible CA according to the online
certificate status protocol (OCSP) to get a short-lived signed
confirmation about the non-revoked state that they can attach to
the certificate when presenting it (Delignat-Lavaud et al., 2016).
Alternatively, certificate revocation lists (CRLs) can be used;
where the verifier would download a list of all revoked certifi-
cates from the issuer or CA that the issuer defined as responsible
for maintaining the CRL (Cooper et al., 2008).

As the holder transmits X.509 credentials entirely to the
verifier, the corresponding VP is far from data minimizing.
A simple modification that does not include the attributes di-
rectly in the credential but instead only each attribute’s salted
hash (De Salve et al., 2022) or a single Merkle root (e.g., Liu
et al., 2018; Mukta et al., 2020) facilitates selective disclo-
sure. In a VP, the holder would transfer the full credential plus
selected attributes, including the corresponding salt values or
Merkle proofs (Merkle, 1987). Yet, sophisticated correlation
attempts based on the digital signature, binding key, and serial
number, which are globally unique identifiers with high prob-
ability (Brands, 2000), are not prevented. Consequently, while
X.509 certificates have been remarkably successful for the iden-
tification of servers on the web, they seem less suitable for the
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privacy-oriented digital identity management of natural persons
without further modifications.

Hyperledger AnonCreds. There are plenty of SSI implemen-
tations, and arguably none of them currently occupies a dom-
inant role in terms of its distribution (Sedlmeir et al., 2021).
However, the Hyperledger AnonCreds (Curran, 2022) that build
the foundation of Hyperledger Aries (Linux Foundation, 2022)
and related implementations, such as the Hyperledger Aries
cloudagent in Python (ACA-Py) (Schlatt et al., 2022) and sev-
eral compatible digital wallets such as the esatus, Lissi, and
Trinsic wallet (Sartor et al., 2022) are arguably among the im-
plementations with the most sophisticated privacy functionali-
ties. The technical backbone of Hyperledger AnonCreds goes
back to work by Camenisch and Lysyanskaya (2001), build-
ing on purpose-specific ZKPs. They enable not only selec-
tive disclosure but also hide the signature of the credential,
the binding public key, allow proving non-revocation with a
zero-knowledge set-membership proof that does not expose the
credential’s serial number, and support range proofs. Besides
Hyperledger AnonCreds, this work builds the foundation of
IBM’s Identity Mixer (Bichsel et al., 2009) underlying the “I
reveal my attributes” (IRMA) (Alpár et al., 2017) and Euro-
pean ARIES research project (Bernabe et al., 2020). Similar
features, yet with even higher performance and shorter proof
sizes, are provided by the approach of Sudarsono et al. (2011)
through moving from an Rivest-Shamir-Adleman (RSA)-based
approach to pairing-based Boneh-Boyen-Shachum (BBS+) sig-
natures (Boneh and Boyen, 2004).

Yet, a core feature that is not yet accessible in these
projects is privately linking a loosely bound credential, such
as a COVID-19 vaccination certificate, and a strongly bound
government-issued digital ID that relate to the same person.
This would be an example of a cross-credential predicate, e.g.,
a comparison of the date of birth and name attributes on both
certificates, without disclosing these attributes to the relying
party. A strongly bound national ID also often requires holder
binding with a key-pair stored in trusted hardware. Including
such features is generally considered desirable, particularly in
regulated environments (Rieger et al., 2021) and could be ex-
tended to combinations of even more attestations in a privacy-
preserving way, such as in the verification of event tickets (Feul-
ner et al., 2022). Secure elements generally do not support
CL or BBS+ signatures but only common signature schemes
such as ECDSA. Private credential chaining, another exam-
ple of a cross-credential predicate, is also not supported in Hy-
perledger AnonCreds but considered essential for large-scale
adoption (Hardman and Harchandani, 2022). Moreover, the
number of credentials that revocation registries for ZKPs of
(non-) set-membership, implemented via RSA accumulators in
Hyperledger AnonCreds (Camenisch et al., 2009), can manage
is far too small to guarantee sufficient herd privacy: to allow
the holder to prove that their credential is not revoked, he or
she needs to store data that grows linearly with the number
of credentials represented by the accumulator in their wallet
app. This corresponds to a 2000 bit integer per credential rep-
resented through the accumulator. For a revocation registry that

represents 10,000 credentials, the corresponding file hence al-
ready has 2.6 MB (Curran, 2021). Consequently, it is no sur-
prise that the maximum size of the revocation registry is set to
215 = 32, 768 in ACA-Py.

In practice, facing limited capacities of revocation registries
with RSA accumulators, revocation registries are split. How-
ever, this compromises privacy significantly: Consider an iden-
tification process that involves information from three differ-
ent credentials, e.g., a national ID card, a credit card, and a
COVID-19 vaccination credential. Let N be the size of the pop-
ulation that owns one of each of these credentials and r be the
maximum number of attestations that can be represented by a
revocation registry. Then there will be Nr−1 revocation reg-
istries for each of the attestation types, and k = N3r−3 combi-
nations of revocation registry IDs that an individual can refer
to when presenting the three attestations together. For instance,
if N = 50 million and r = 100, 000, then k = 125 million,
i.e., the combination of revocation registry IDs is essentially a
unique identifier for every verification in which one uses these
three attestations because k > N. When r = 1 million, we have
k = 125, 000, so there will be around Nk−1 = 400 people with
the same combination of revocation registries, i.e., herd privacy
guarantees are still relatively bad, particularly if additional cre-
dentials and, thus, further corresponding revocation registries
are around. For r = 10 million and, therefore, already close
to N, we get good herd privacy since k = 125 and there will be
400, 000 individuals with the same combination. Consequently,
revocation registries should represent several millions of cre-
dentials rather than tens of thousands. To achieve this, a digital
wallet would need to store around one GB of revocation-related
data per credential, which can be considered impractical.

It also seems that the approach with CL and BBS+ is dif-
ficult to adapt to post-quantum security: While Dutto et al.
(2022) were able to reproduce the key properties of the above-
mentioned anonymous credential schemes, such as selective
disclosure, private holder binding, and private revocation, with
plausibly post-quantum secure cryptography (lattices), crypto-
graphic key and proof sizes are on the order of several hundreds
of MB. These figures are arguably not yet suitable for large-
scale roll-out, particularly for wallets on mobile phones.

Academic proposals. The difficulty of extending specialized
approaches such as Camenisch-Lysyanskaya (CL) and BBS+-
based anonymous credentials to needs in large-scale adoption
motivated research to construct anonymous credentials using
generic ZKPs like zk-SNARKs. The following works have fo-
cused on zk-SNARK-based anonymous credentials systems:

Delignat-Lavaud et al. (2016) present a highly practical
approach towards data-minimal VPs as they turn widespread
X.509 certificates into anonymous credentials using zk-
SNARKs. A “prover can verify that he holds a valid certificate
chain and a signature computed with the associated private key,
without actually sending them to the verifier” (Delignat-Lavaud
et al., 2016, p. 1). Their approach allowed the authors to im-
plement selective disclosure, private credential chaining, and
private holder binding on top of the existing X.509 certificate
infrastructure. Their work can be considered a milestone for
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bridging anonymous credentials and legacy certificate systems
for servers, yet does not bridge the gap to the multi-credential
systems and general predicates envisioned in SSI and desir-
able properties like accumulator-based revocation registries as
it builds on OCSP. Moreover, at the time of the publication,
proof generation took around 4.5 minutes on a quad-core Desk-
top PC for a VP involving a single X.509 certificate with an
RSA signature, and around 9 minutes for a chain of three cer-
tificates. Unfortunately, the code is also not open source to the
best of our knowledge.

Schanzenbach et al. (2019) propose ZKlaims, a zk-SNARK
based approach to anonymous credentials, for application
specifically in the context of blockchain technology, where
an efficient smart contract verifier needs to be implemented.
The main focus is on the selective disclosure of attributes and
the implementation of range proofs using zk-SNARKs. The
work does not consider several key components of SSI, such as
holder binding (particularly to secure elements), revocation, as
well as more advanced predicates and combinations of anony-
mous credentials for cross-credential predicates, for which pri-
vate credential chaining is a special case. Li and Xue (2020)
also discuss how privacy-oriented identity verification could
look on blockchains using zk-SNARKs. Similar to Schanzen-
bach et al. (2019)’s work, a smart contract on a blockchain veri-
fies ZKPs about credentials. However, while the corresponding
architecture with a smart contract verifier is discussed, there
are no implementation details given; and there is also no con-
nection to discussions in SSI and the typical statements such
as holder binding and non-revocation for which a VP needs to
provide evidence. Yang and Li (2020) describe a similar im-
plementation based on zk-SNARKs that attests identity claims,
with an approach that stores blinded commitments to attributes
in a smart contract managed by one or several issuers. This
approach allows implementing revocation and makes attribute
usage unlinkable Yet, holder binding, credential chaining, or
the scalability of revocation are not discussed.

Buchner et al. (2020) propose a more advanced approach
for zk-SNARK-based anonymous credentials. They mention
key privacy features for these credentials, such as selective dis-
closure and private holder binding and also consider privacy-
oriented revocation; yet in a setting where the revocation status
of a credential is directly checked in an interaction between the
verifier and issuer, which poses higher availability requirements
on the issuer. While not giving an implementation and leaving
several design-related questions, the authors emphasize the po-
tential advantages of transparent zk-SNARKs compared to, for
instance, Groth16 zk-SNARKs. Rathee et al. (2022) also focus
on blockchain-based applications of zk-SNARKs-based anony-
mous credentials. They use zk-SNARK-batching to reduce the
costs of the on-chain verification of multiple VPs. The imple-
mentation includes selective disclosure and private revocation.
Hardware binding, credential chaining, as well as more general
predicates and the corresponding tooling are also not discussed.

Rosenberg et al. (2022)’s approach, besides the contribu-
tion by Delignat-Lavaud et al. (2016), arguably comes closest to
ours. They demonstrate the practicality of a zk-SNARK-based
approach to anonymous credentials that include many desirable

features with a sub-second proving time on a laptop. Notably,
they also provide formal security proofs for their construction.
However, their focus is more on establishing the cryptographic
foundations than on describing how to design required features
and corresponding trade-offs in an SSI-based approach. Rosen-
berg et al. (2022) implement private, non-interactive proofs of
non-revocation using Merkle forests and allow predicate proofs
that involve multiple credentials, therefore also facilitating pri-
vate credential chaining. Many of the constructions are only
briefly described in the paper, such as wallet-side scalability
considerations of revocation, hardware binding, and a predicate
proof of geo-location. We implement this proof as the polygon
inbound proof in Section 6.4.

Finally, we note that there are also hybrid approaches. For
instance, Campanelli et al. (2019) propose LegoSNARK to im-
plement more common and frequently needed privacy features,
such as selective disclosure and private holder binding, with
highly performant BBS+ signatures. If more advanced predi-
cates are required occasionally, the LegoSNARK approach al-
lows revealing also blinded commitments to selected attributes
in the VP. These blinded commitments can then be used as
inputs for a more flexible but also more computationally ex-
pensive general-purpose ZKP, such as a Groth16 zk-SNARK.
For instance, there is an implementation of this approach by
Harchandani (2022). Similarly, Chase et al. (2016) propose a
hybrid approach, combining CL signatures and algebraic cir-
cuits for more specialized proofs of knowledge, for instance,
of an RSA or ECDSA signature, using 2-party computation
with garbled circuits, which they argue has better performance
than the zk-SNARK-based approach that Delignat-Lavaud et al.
(2016) follows. Yet, they do not suggest a concrete implemen-
tation of anonymous credentials or evaluate the performance of
their proposal empirically. Similarly to Camenisch and Lysyan-
skaya (2001) and Feulner et al. (2022), the authors of this work
also emphasize the significance of non-transferability of cre-
dentials, supporting our hypothesis that holder binding to a mo-
bile phone’s embedded secure element is desirable.

Besides the paradigm of anonymous credentials being is-
sued by trusted institutions in a regulated environment and a
focus on data-minimizing VPs towards (smart contract) veri-
fiers, there is also a literature stream on how to make the is-
suance of anonymous credentials more decentralized and ac-
countable with the help of blockchains (Garman et al., 2013).
Recently, Maram et al. (2021) proposed a decentralized iden-
tity system that can be used in blockchain applications. First,
“off-chain” attestations and corresponding revocations can be
verified by a blockchain through oracles that prove the validity
of some transport layer security (TLS)-based communication,
with an SSL certificate as cryptographic trust anchor. Sensi-
tive oracle information is not disclosed; instead, one can use
either direct remote attestation via trusted execution environ-
ments (TEEs) (Zhang et al., 2016) or via ZKPs (Zhang et al.,
2020). Similarly to Delignat-Lavaud et al. (2016)’s approach,
digitally signed information that exists on the web as of today
could therefore be used in a way that retrofits the core capabil-
ities of anonymous credentials. Moreover, Maram et al. (2021)
use MPC to identify sanctioned identities based on “off-chain”
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identifiers even under small modifications (e.g., a spelling error
in the name) and implement sophisticated key recovery mecha-
nisms.

Our survey of related implementations and academic re-
search demonstrates that there is not only an established aca-
demic discussion but also a high practical need for a flexible,
extendable solution for data-minimizing VPs in SSI. Com-
pared to these valuable contributions, we add details on imple-
mentation such as discussions of encoding (Section 4.2), the
required capacity of revocation registries and how to improve
revocation registries’ practical capacity with Merkle tree-based
accumulators (Section 4.6), and a more detailed discussion of
hardware binding and all-or-nothing non-transferability. We
also provide more detailed performance analyses for mobile
phones. Furthermore, we contribute novel insights into how zk-
SNARKs can promote privacy-oriented digital identity infras-
tructures, for instance, by facilitating designated verifier ZKPs
to avoid the need for restrictive certification of relying parties
(Section 6). Our work hence focuses on merging a zk-SNARK-
based approach to anonymous credentials integration with ex-
isting deployments in pilots, focusing holistically on the pro-
cess of the VP and opening the discussion how to bring anony-
mous credentials to digital wallets at scale to researchers be-
yond pure cryptography.

4. Design and Implementation

In the following, we describe Heimdall, our implementation
of anonymous credentials with zk-SNARKs. The code imple-
ments a command line demo for different VPs that include re-
vocation, credential chains, and advanced predicates such as a
location proof at https://github.com/applied-crypto/
heimdall.

4.1. Credential structure
Our credential design aims to be as simple and as gen-

eral as possible. We opted for a binary Merkle tree-based ap-
proach for several reasons: First, it makes the construction that
we present intuitive and demonstrates that the use of general-
purpose zk-SNARKs allows reducing complexity while still
improving significantly the variety of features and several per-
formance aspects compared to, for instance, anonymous cre-
dentials based on CL and BBS+ signatures. Second, using a
Merkle tree-based approach allows us to use also hashing al-
gorithms that cannot operate on arbitrary length inputs (in par-
ticular, zk-SNARK-friendly ones like Poseidon (Grassi et al.,
2020)). Third, this approach can provide selective disclosure
capabilities even to holders with highly resource-constrained
devices via Merkle proofs where zk-SNARKs are not yet prac-
tical to create. Fourth, we can use the Merkle tree to structure
the credential’s metadata and attributes according to their mean-
ing without the need to implement a complex (de-)serialization
inside a ZKP, such as ASN.1 parsing in Delignat-Lavaud et al.
(2016). In particular, we outsource the mapping of the differ-
ent attributes to their semantic meaning to a “schema”, with a
hash of the schema or its uniform resource locator (URL) ref-
erenced in the credential’s metadata. We proceed similarly for

other descriptions, such as a revocation registry. This approach
is similar to the one implemented in ACA-Py, where the creden-
tial schema and revocation registry are stored on a Hyperledger
Indy blockchain (Schlatt et al., 2021; Linux Foundation, 2022).

As in many other approaches to credentials, integrity is en-
sured through the issuer’s digital signature on a compressed se-
rialization of the credential, i.e., on its Merkle root. The left
half of the associated Merkle tree corresponds to metadata that
will typically be verified in every VP, including a unique cre-
dential identifier (serial number) for revocation, a reference to
a schema, a reference to a revocation registry, the public key
for holder binding, and an expiration date. The right half of the
Merkle tree represents the content, including all the attributes,
e.g., for a national ID. Note that while our implementation is
symmetric, including eight slots for meta-attributes and eight
slots for attributes, also asymmetric approaches are conceiv-
able, for instance, if the number of attributes gets much larger.

We used the ZKP-friendly Poseidon hashing algorithm and
the ZKP-friendly EdDSA-Poseidon digital signature mecha-
nism, which is the reason why the public key for holder binding
consists of two 253-bit values, representing a point with two
coordinates on the Baby Jubjub elliptic curve. We chose these
two cryptographic primitives despite their relative novelty be-
cause they are being used in several blockchain projects, such
as the privacy-oriented Dusk Network (Maharramov, 2019). If
someone found a security issue with these primitives, it would
likely be used to exploit these projects that secure digital assets
worth tens of millions of USD and, therefore, arguably quickly
discovered and addressed through a patch.

4.2. Encoding the attributes
An essential part of defining a credential design that related

work does not describe explicitly is to specify an encoding for
the different data types of meta-attributes and attributes. For
dates and timestamps, for instance, representation through a
large integer that any general-purpose ZKP system needs to do
behind the curtains is relatively straightforward, for instance,
via a UNIX timestamp. For short Strings with less than 34 char-
acters, decoding every character ai, for instance, to a 8-bit inte-
ger with ASCII as encoding and then “concatenating” these via∑

i ai · 28i where 0 ≤ i ≤ 31 also gives rise to a 1:1 mapping,
such that these Strings can be represented directly as leaves of
the credential’s Merkle tree. This approach is valuable when
certain predicates need to be computed from the corresponding
(meta-) attribute in the VP. However, for Strings without initial
length restrictions, we need to compress the potentially large
raw attribute into a single integer with at most 254 bits. When
doing so in a collision-resistant way, the VP can selectively dis-
close the leaf for the corresponding (meta-) data, proving that
it is indeed part of the credential with the ZKP, and then attach
the raw attribute to the VP. The verifier can then apply the same
encoding to the raw attribute to see whether the result is the
corresponding leaf selected in the VP. A straightforward way
to obtain such a compressing and collision-resistant encoding
is to use a cryptographic hash function that takes inputs of arbi-
trary length and – if necessary – to strip a few bits off the result
to arrive at 254 bits. An alternative is reserving several leaves
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for a potentially large string and to split it into smaller Strings
that can be encoded without compression via 254-bit integers
as indicated above, such that the attribute can then still be used
for computing meaningful predicates. It is important to note
that the encoding logic in the verification process is happening
completely outside the zk-SNARK, so there is no reason why
highly performant and established but less zk-SNARK-friendly
cryptographic hash functions such as SHA256 should not be
used for this step. In our implementation, we nevertheless used
a UTF-8 encoding for Strings and a subsequent sequential com-
pression with the Poseidon hash. Finally, we used the encoding
True→ 1 and False→ 0 for Boolean values, and multiplied
Floats with a factor of 107 before rounding.

4.3. Defining schemas and revocation registries

As indicated in Section 4.1, a schema describes the meaning
of attributes and their position in the credential. In this sense, it
serves as some kind of credential template (Schlatt et al., 2021).
For instance, a schema for a national ID would describe the
data types and positions of attributes. The schema would also
describe the data type for each attribute, and the correspond-
ing encoding function if this is not defined on a higher level
uniformly for each data type. The content of the schema is rel-
evant for the verifier, as the schema determines the positions
of the attributes or the description of the predicates for which
the verifier asks in the proof request. The schema can be rep-
resented directly by a data format like JSON that allows for a
collision-resistant serialization and, therefore, encoding, by a
hash-pointed link to a website that specifies the schema, or via
a transaction hash if the schema is stored on a blockchain.

Similarly, a credential can include the hash of a description
of a revocation registry, a corresponding hash-pointed link, or
blockchain transaction hash. The description of a revocation
registry may include information about the issuer, about poli-
cies underlying revocation, potential governance rules, update
intervals, etc.

4.4. Integrity verification

The first (and probably most obvious) statement that the
verifier expects to hold in a VP is that the credential has been
digitally signed by a specific issuer and not been tampered with
since. In general, creating a digital signature on a credential
involves two key ingredients: (1) a deterministic and collision-
resistant serialization and compression of the credential into
a short number (e.g., a 254-bit number) and (2) using a pri-
vate key to create the digital signature; often via some kind
of exponentiation. One of the most common digital signature
mechanisms as of today is arguably ECDSA. Yet, this signa-
ture mechanism leads to an exceptionally high computational
effort when generating the corresponding ZKP in a VP (see
Section 5). Consequently, we mainly used EdDSA-Poseidon,
for which the signature corresponding to an issuer’s public key
consists of an elliptic curve point R = (Rx,Ry) and a 254-bit
number S .

Owing to the fact that most of the metadata in a creden-
tial will be relevant in many VPs because of the verification of

schema and revocation registry as well as the proof of holder
binding, non-revocation, and non-expiration, we compute the
full corresponding Merkle subtree for the metadata to validate
its integrity in the ZKP: This corresponds to 2 · 22 − 1 = 7
pairwise hashes when we have 23 leaves representing metadata,
as opposed to 3 · n pairwise hashes when verifying n individual
Merkle proofs. By contrast, on the attribute side, we expect that
we often only need to reveal a small number of attributes from
the credential, so for optimizing performance, so we only verify
individual Merkle proofs for attributes that need to be revealed.

4.5. Expiration

Proving non-expiration without revealing the correlatable
issuance or expiration date is arguably one of the easiest parts
of implementing zk-SNARK-based credentials. As the Cir-
comlib library (Iden3, 2021) already provides implementations
of range proofs, the verifier can supply a timestamp of their
choice as integer (UNIX timestamp) in the proof request. The
holder then uses the timestamp as specified by the verifier as
private input and also displays it as public output of the zero-
knowledge circuit. Within the circuit, the holder proves that
the private expiration date as retrieved from the credential is in-
deed larger than the timestamp specified by the prover with the
LargerThan component.

4.6. Revocation

We designed and implemented revocation as follows: Each
credential has a unique revocation ID; for instance, the ith

credential created by the issuer could receive the revoca-
tion ID i − 1. We use a binary sequence to represent the re-
vocation state for each credential, where the ith bit is 0 if the
credential with revocation ID i is revoked and 1, else. We
compress this binary sequence into a single hash value using
a Merkle tree: Bits 0, . . . , 251 correspond to the first leaf, bits
252, . . . , 503 correspond to the second leaf, etc. A Merkle tree
of depth n can, therefore, represent 2n · 252 credentials. To
check the revocation state in a non-private way, a verifier would
look at the credential’s revocation ID i and inspect whether
leaf number i \ 252 (integer division) at position i % 252
(rest of the integer division, modulo operation) is 0 or 1. Ac-
cordingly, based on a Circom-based implementation of Merkle
proofs for integrity verification, extracting a number’s kth bit
(see Figure B.9), and integer division with rest (see Figure B.8),
the holder can prove that the credential is not revoked in a
zk-SNARK, using the revocation ID that was already verified in
the integrity verification part and the Merkle proof for the corre-
sponding leaf as private input while only providing the revoca-
tion registry’s current Merkle root as public output. The Merkle
proof for a revocation registry that represents 252·2n ≈ 2n+8 cre-
dentials involves computing n hashes, whereas the verification
of the integer division with rest and the extraction of the kth add
only a relatively small number of constraints.

4.7. Holder binding (including secure elements)

Implementing private holder binding is relatively simple
with general-purpose ZKPs (Rosenberg et al., 2022). In
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essence, the holder proves that he or she is able to digitally
sign a random challenge provided by the verifier. The pub-
lic key for holder binding and the signed challenge are not
communicated to the verifier; instead, the holder only proves
that he or she could privately provide an input for the circuit
such that the verification of a digital signature with the public
binding key as incorporated in the credential on the challenge
is valid. We implemented the EdDSA-Poseidon digital signa-
ture scheme for efficient ZKP generation. Yet, storing private
keys in software is not sufficient for activities in strongly reg-
ulated areas. For instance, buying SIM cards or opening bank
accounts typically requires a “high level of assurance” in the
European Union according to the eIDAS regulation (Schwalm
et al., 2022) that cannot be provided by keys stored in soft-
ware, as they can be stolen or passed on relatively easily. Some
security bodies also take the view that trusted execution envi-
ronments like Android’s Trusty do not provide sufficient secu-
rity to achieve this level of assurance because several success-
ful sidechannel attacks and exploits were detected in the past.
Only embedded secure elements with highly restricted func-
tionality are deemed sufficiently secure to provide such high
levels of assurance (e.g., German Federal Office for Informa-
tion Security, 2019). Yet, the secure elements that common
devices like laptops or mobile phones carry today only sup-
port a very limited range of cryptographic operations. For stor-
ing a private key and exposing the functionality of signing a
challenge, this is the ECDSA algorithm. 0xPARC (2022b) im-
plemented ECDSA verification with around 1.5 million R1CS
constraints, as ECDSA is a common signature mechanism on
blockchains such as Ethereum. This means that the straightfor-
ward approach to zk-SNARK-based ECDSA signature verifica-
tion is around 360 times less efficient to prove than the EdDSA
verification that we used in our sample implementation. For-
tunately, there have been improvements that create some aux-
iliary private inputs to reduce the number of R1CS constraints
by a factor of 10 (Personae Labs, 2022) i.e., it is only around
40 times as expensive as an EdDSA-Poseidon verification, plus
some overhead for creating the auxiliary private inputs, which
takes 2 seconds on the laptop used for the performance evalua-
tions in Section 5.

It is important to note that by using an adequate gover-
nance approach, the verification of embedded secure elements’
X.509 certificate chains is not required inside a zk-SNARK be-
cause the whole certificate chain can be disclosed to the is-
suer, who publicly announces that it only issues attestations to
key-pairs that are provably bound to secure elements from a
trusted list of manufacturers as part of its governance policy. In
essence, zk-SNARKs hence allow to draw a black box around
the challenge-response mechanism used for holder binding and
avoiding replay attacks; with the opportunity to integrate any
signature mechanism and in particular ones supported by the
secure elements embedded in current generations of mobile
phones. This addresses a key shortcoming of approaches such
as Hyperledger AnonCreds with CL and BBS+ signatures, as
the corresponding signature mechanisms are not supported by
current generations of secure elements, leaving only the choice
between lower levels of assurance or lower levels of privacy.

4.8. Credential linking and credential chains
Another aspect that is frequently needed in real-world ap-

plications is combining different attestations issued to the same
person or entity. For instance, when entering a facility that
requires a proof of vaccination, a verifier may demand evi-
dence that the digital vaccination passport (which is typically
not strongly bound to the individual because it does, for in-
stance, not include biometric information) refers to the same
person that just demanded access (Sedlmeir et al., 2021). As
other government-issued documents such as ID-cards often
have higher binding strength (level of assurance), potentially
also through hardware binding, it may make sense to prove that
the first name, last name, and potentially the date of birth on
the ID-card and the vaccination passport coincide, yet without
leaking the sensitive (and irrelevant) name and date of birth di-
rectly to the verifier. Another frequent case of credential link-
ing involves a proof that the public key for holder binding on
one of the credentials is the same as the public key correspond-
ing to the issuer’s signature on the other credential. This is
the building block of credential chains in which responsibilities
are delegated from larger actors to smaller actors, e.g., from
a government-controlled certificate authority to institutions on
the national level to institutions on the local level to employees
of these institutions that then sign an attestation on behalf of
their institution and finally on behalf of the head institution on
the national level. In this case, it may make sense to hide the is-
suer’s public key for all credentials but the one on the top in the
hierarchy, which would not be the case in a presentation without
a certificate chain. Otherwise, it could be the case that although
a VP selectively discloses only an individual’s date of birth but
not their address from a national ID, the place of living can be
inferred from the local authority that issued the national ID.

Credential linking can be achieved relatively simply by cre-
ating a random number on the holder’s side as private input and
hashing the corresponding attributes on both attestations (e.g.,
the first name) with it inside the ZKP. One can then either ob-
serve equality of the resulting hashes directly or proceed with a
separate proof about properties of these hashes’ pre-image’, as
would be the case with LegoSNARK (Campanelli et al., 2019)
or related approaches such as Damgård et al. (2021). We im-
plemented the approach with direct equality checks, using the
signed challenge from holder binding as randomness. For cre-
dential chaining, while proofs of integrity, non-revocation, and
non-expiration are conducted for all intermediary credentials,
the proof of holder binding is only conducted on the lowest
level, as the binding keys on the other levels of the credential
chain correspond to issuing keys and are, therefore, not shared
with the holder. Note that the holder needs to store all inter-
mediary certificates for proving the validity of such a certificate
chain, i.e., the issuers’ privacy on the lower levels may become
an issue in some cases.

4.9. Remaining metadata
There are only few further checks that need to be conducted.

One includes whether a credentials makes its holder eligible for
issuing chained credentials, which we implemented by incor-
porating a binary value in the 6th leaf. Another is to selectively
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disclose the hash corresponding to the schema and revocation
registry (or their URLs) as described previously.

5. Evaluation

5.1. Complexity of the statements to prove

We specify the computational complexity for proof gener-
ation through the number of R1CS constraints, which is ap-
proximately proportional to proving time (see also Figure 3),
decomposed by the different basic components. Table 1 sum-
marizes the number of constraints associated with each of the
basic components and the total number for seven scenarios of
a VP, each of which involves the verification of integrity, non-
expiration, non-revocation, and holder binding. For instance,
a non-revocation proof with the Poseidon hash in a revocation
registry representing 2 million credentials involves 13 Poseidon
hashes and Selectors, an integer division with rest, and an ex-
tractKthBit component. We ignore the constraints associated
with small operations, such as converting an attribute position
into a Merkle path via the Num2Bits component, which adds
only 1 constraint per hash in a Merkle proof. Note that combin-
ing several components in one circuit can even decrease the to-
tal number of non-linear constraints that are a proxy for proving
complexity and in particular proving time (Albert et al., 2022),
although no significant reduction is to be expected.

The default setting (I) uses the Poseidon hash, the EdDSA-
Poseidon signature, and a revocation registry that represents
2 million credentials. (II) corresponds to a presentation of
all 8 attributes, (III) to a revocation registry that represents
more than 65 million credentials, and (IV) to a presentation
of three chained credentials. (V) is the default scenario with
EdDSA-Poseidon-based holder binding replaced by ECDSA-
based holder binding, (VI) completely substitutes Poseidon and
EdDSA-Poseidon by SHA256 and ECDSA, i.e. for the creden-
tial and the revocation registry, and (VII) involves the presenta-
tion of three chained credentials of type (VI).

Similar to selectively presenting more than one attribute or
increasing the number of credentials represented by a revoca-
tion registry, further variations, such as increasing the number
of leaves in the content tree to 32, only has a negligible im-
pact on performance: This would merely add approximately
245 constraints for each revealed attribute (one hash and one
Selector), i.e., proving complexity is only increased by a few
percent compared to the digital attestations with 16 leaves.

5.2. Performance measurements

First, we tested the duration of proof generation on a laptop
(Dell Precision 3571, Intel i9-12900H, 64 GB RAM, 2.5 GHz,
2.5 GHz, 14 cores with a total of 20 threads on a Windows
host, with 32 GB RAM, 7 cores, and 14 threads assigned to
a Ubuntu 20.04 LTS virtual machine on which the tests were
conducted) with different technology stacks (C++/Intel x86 As-
sembly, Node.js, and Rust) and different complexities of state-
ments by implementing circuits with a variable number of Po-
seidon hashes. Figure 3 illustrates the corresponding results
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Figure 3: Proving time for different components of scenario (I) and the other
scenarios on a virtual machine on a laptop and a Raspberry Pi 4B with different
proof creation libraries.

for a range between 240 and more than 3.5 million R1CS con-
straints. In scenario (I), i.e., when using a zk-SNARK-friendly
hash function (Poseidon) and signature mechanism (EdDSA-
Poseidon), proving time for a VP that performs all metadata
checks (integrity, non-expiration, non-revocation, holder bind-
ing) and reveals a single selected attribute is on the order of
300 ms with C++/Intel x86 Assembly on the laptop, similar to
Rosenberg et al. (2022)’s construction. When using Node.js
and Rust, proof generation duration is on the order of 1 s and 2 s,
respectively. For the three chained credentials in scenario (V),
total proof generation takes around 700 ms with C++/Intel x86
Assembly and 2 s with Node.js and Rust on the laptop. For
scenarios (VI) and (VII) that build on a more established hash
function (SHA256) and signature mechanism that allows inte-
grating the secure elements of existing hardware, proving times
are considerably larger, yet still acceptable: Around 5 resp. 15 s
in C++/Intel x86 Assembly and 60 s with Rust and Node. Proof
sizes are on the order of a few hundred bytes, and verification
takes around 1 s with Node.js and 3 ms in Rust, independent of
the scenario.

As modern central processing units (CPUs) in mobile
phones tend to have more computational power than a Rasp-
berry 4B (GadgetVersus, 2022), we also performed perfor-
mance tests for the Node.js and Rust libraries on a Rasp-
berry Pi 4B (Broadcom BCM2711, 4 GB RAM, 4 cores with
1.5 GHz and a total of 4 threads) to obtain an upper bound
on proving time on mobile phones. The Intel x86 Assembly
prover is not available on a CPU with the ARM instruction
set. We display the results in Figure 3. We found that prov-
ing time is around one order of magnitude higher than on the
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Building blocks Number of occurrences in corresponding scenario and contribution to number of constraints

Component # constraints I II III IV V VI VII
# Occurrences Constr. # Occ. Constr. # Occ. Constr. # Occurrences Constr. # Occ. Constr. # Occ. Constr. # Occ. Constr.

Selector 5 4 + 13 = 17 85 17 85 22 110 4 + 3 * 13 = 43 215 17 85 17 85 43 215
Range proof 252 1 252 1 252 1 252 3 756 1 252 1 252 3 756

Division with rest 252 1 252 1 252 1 252 3 756 1 252 1 252 3 756
Poseidon hash 240 1 + 4 + 7 + 13 = 25 6,000 28 6,720 30 7,200 4 + 3 * (1 + 7 + 13) + 2 * 2 = 71 17,040 25 6000 0 0 0 0
extractKthBit 1,012 1 1,012 1 1,012 1 1,012 3 3,036 1 1,012 1 1,012 3 3,036

EdDSA signature 4,218 1 + 1 = 2 8,436 2 8,436 2 8,436 1 + 3 * 1 = 4 16,872 1 4,218 0 0 0 0
SHA256 hash 29,636 0 0 0 0 0 0 0 0 0 0 25 740,900 71 2,104,156

ECDSA signature 163,239∗ 0 0 0 0 0 0 0 0 1 163,239 2 326,478 4 652,956
(1,508,136)

Total number of constraints 16,037 16,757 17,262 38,915 175,058 1,068,979 2,761,875

Table 1: Number of constraints for the most relevant basic building blocks and their occurrence in the basic scenarios. ∗ with preprocessing inputs.

laptop, i.e., around 6 s for scenarios (I) to (III) and 10 s for sce-
nario (IV). A single proof of knowledge of an ECDSA signature
with 163k constraints takes around 30 s with the Raspberry Pi.
Notably, as we ilustrate in Figure 4, when using Rust, a signif-
icant share of the total duration of proof generation is used for
loading the WASM file and the proving key both on the laptop
and on the Raspberry Pi. Read speed is naturally more lim-
ited for the Raspberry Pi. While total proof creation with the
Raspberry Pi takes more than 5 s even for the simplest VP (I),
we see that the pure computation time for the proof in Rust
(“genProof”) is only around 1 s, with the major time spent on
loading the WASM code for witness generation (“loadWasm”)
and loading the proving key for proof generation (“loadZkey”)
from the file system. As modern smartphones tend to have
considerably more computational power than a Raspberry Pi,
and significantly higher reading speeds as they use solid state
drives (SSDs) instead of a SD Card, we hypothesize that proof
generation time on a mobile phone when running the Rust code
natively may be considerably smaller. In contrast, for Node.js,
by far the largest share is required for the computation of the
proof from the witness. Validating these results in future ex-
periments may give further valuable insights into how the per-
formance of zk-SNARK generation in these libraries may be
improved. Moreover, re-using the witness generation and prov-
ing program once it is loaded repeatedly, for instance, in a VP
that involves credential chains or multiple different credentials,
may be able to reduce the total time of cryptographic proof gen-
eration.

We have also started investigated performance on mobile
devices. When running proof generation in the Browser or a
react-native app on a mobile phone, proof generation is on the
order of 7 s for scenario (I) when using high-end mobile phones
(Samsung Galaxy S10+ (8 cores, 1.9 – 2.7 GHz, with a to-
tal of 8 threads) and iPhone 13) and between 15 and 30 s for
mid-range to low budget phones (Samsung Galaxy A6, Sam-
sung Galaxy A32, Sony Xperia X Compact), respectively. We
noticed that both on the laptop and on mobile phones, the choice
of the Browser can make a considerable difference, with Fire-
fox performing around 50 % slower than Chrome and Edge
on the laptop. Using scenario (VI) and (VII) with SHA256
and ECDSA did not admit reasonable proof generation in a
Browser, presumably for its significantly large computation and
memory requirements. Consequently, we are currently working
on deploying proof generation on the mobile phone with Rust,
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Figure 4: Duration of the different steps in the creation of the ZKP on a laptop
and a Raspberry Pi.

hoping for proving times that are only a few times longer than
proof generation on a laptop and considerably faster than on the
Raspberry Pi.

Comparing our approach to the work by Rathee et al.
(2022), which is also implemented with zk-SNARKs-friendly
primitives as far as the Ethereum virtual machine admits it, our
simplest VP has around 16,000 constraints instead of 62,000.
Proving time for a single-threaded smartphone application with
these 62,000 constraints is stated to be 6 s, so we can expect
around 1.5 seconds with a single threaded prover for the sim-
plest scenario (I) and 4 s for three chained credentials with
zk-SNARK-friendly primitives. In particular, Rathee et al.
(2022)’s performance evaluation suggests that when imple-
menting a multi-threaded zk-SNARK prover on a mobile phone
with suitable software, proving time can likely be pushed be-
low the 1 second range and therefore considered practical on a
smartphone as of today, at least with zk-SNARK-friendly prim-
itives. With this proving speed, an ECDSA verification required
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for hardware binding would take less than 10 s and can also be
considered practical on a mobile phone.

Finally, owing to the advantages of universal zk-SNARKs
that we pointed out in Section 2, we tested proof genera-
tion with Plonk in Node.js and found that it performs around
50 times slower. Nonetheless, we encourage future experi-
ments as there have been several improvements since, such as
Turbo-Plonk and Ultra-Plonk, with opportunities for optimiza-
tions via lookup tables that may substantially accelerate the
hashing and signature verification components that are respon-
sible for the overwhelming share of constraints, particularly for
less zk-SNARK-friendly primitives.

6. Discussion

6.1. Scalable revocation

One of the core reasons for the limitations of RSA
accumulator-based revocation when using CL signature-based
anonymous credentials is that every credential needs to be asso-
ciated with a large integer to do a proof of non-revocation. The
size of the integer is important to ensure highly reliable privacy
guarantees, so it cannot be simply reduced. Several optimiza-
tions of the underlying approach by Camenisch et al. (2009)
have been suggested (Whitehat, 2021; Nguyen, 2005), and it
seems that a combination of moving to pairing-based cryp-
tography, splitting revocation registries without compromising
herd privacy, and distinguishing cases where no, few, and many
credentials are revoked can indeed make revocation registries
that cover several million of credentials practical (Curran and
Whitehat, 2022). Yet, this approach is complex and has there-
fore not been implemented in the larger SSI projects thus far,
and it seems that low client-side storage requirements can only
be achieved by larger storage requirements on the accumulator
side, which may be problematic to store on a blockchain.

In our implementation, an issuer assigns every credential
that they issue a unique ID that is stored in one of the meta-
data fields. Our approach creates a proof of non-revocation
via downloading the Merkle tree from the issuer’s server (or a
blockchain) and using it to create a proof that the bit at the spe-
cific leaf and position corresponding to the credential’s private
revocation ID is set to 1. One can readily see that the num-
ber of bits required to store the Merkle tree in uncompressed
form is twice the number of bits of the leaves, i.e., around
4 million bits or 0.5 MB – a reduction of a factor of 1,000
compared to the RSA accumulator approach implemented in
Hyperledger Aries. The zk-SNARK-based approach hence al-
lows to optimize the information that needs to be stored on the
holder side. On the other hand, considering the example of
65 million credentials in a single revocation list, the 15 MB
may still be considered too large to be practical. Fortunately,
the Merkle tree based approach offers several further opportu-
nities to optimize specific resources: If storage and computa-
tion is expensive where the revocation registry is stored (e.g.,
on a permissionless blockchain), it suffices to only record the
changes (“witness deltas”) to the revocation registry; for in-
stance, an update transaction would record that m credentials

with IDs id0, ..., idm−1 have been revoked. The state would then
include only log(N) bits per revoked credential, where N is the
total number of credentials represented by the revocation reg-
istry, and not require the computation and storage of hashes,
reducing the amount of information to be stored significantly.

If storage and computation on users’ devices is the bottle-
neck, there is also an opportunity to store the full Merkle tree
corresponding to the revocation registry on some servers, and
to query a Merkle proof for a certain leaf directly from the stor-
age of the revocation registry. However, this could compromise
herd privacy through correlating the query for a specific leaf to
a VP, such that a wallet would need to trust the corresponding
service. Consequently, a more promising approach could be a
hybrid form of the first and the second option: The wallet main-
tains a subtree of the Merkle tree (e.g., the left quarter when this
includes the leaf in which the revocation bit for the credential
under consideration is stored) locally by periodically pulling
and applying witness deltas, and queries all Merkle nodes of
the upper n − 2 layers from a blockchain node or server. In the
case of a revocation registry with 2 million entries, this would
mean that the wallet needs to store only 120 kB and download
120 kB of data for updating the local revocation information
that is necessary to produce a timely proof of non-revocation,
without compromising on herd privacy guarantees.

If despite the availability of these tradeoffs, storage and
computation of the revocation registry still are too resource in-
tensive, the approach with general-purpose ZKPs also allows
for splitting the revocation registry into smaller parts with-
out sacrificing herd privacy, similar to the approach in Curran
and Whitehat (2022): The issuer could then provide separate
Merkle roots, tag credentials and Merkle roots such that it is
clear to which registry they belong, and digitally sign them with
a timestamp. Holders can then prove that their credential is non-
revoked according to a Merkle root and a timestamp signed by
the issuer, without disclosing the Merkle root or the signature
itself, thus preserving herd privacy in the VP.

6.2. Designated verifier presentations
One issue that also anonymous credentials cannot solve di-

rectly is that verifiers cannot be prevented from transmitting in-
formation presented to them by holders to third parties. While
impersonation attacks through replaying VPs can be avoided by
using a random challenge in the proof request and demanding
a proof of the capability to sign it with the private binding key
(see also Section 2 and Section 4.7), the verifier nonetheless can
collect the revealed attributes and even use the ZKP attached
to the corresponding VP to provide evidence for the correct-
ness of the data under consideration. Particularly in scenarios
in which the corresponding attributes are highly sensitive, such
as health-related personal information, plausible deniability or
repudiability is desirable (Hardman, 2020). The availability of
verifiable personal information is also one of the main reasons
why the general idea of digital attestations in a digital wallet
faces resistance from members of net activist groups such as
the German Chaos Computer Club (Wölbert and Bleich, 2022),
and why the less flexible and convenient hardware-based solu-
tions are sometimes considered a more privacy-friendly alter-
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native because they do not transmit cryptographically verifiable
attributes but instead only create a trustworthy communication
channel. Yet, facing the emergence of TLS-based oracles that
Maram et al. (2021) discuss in the context of digital identity in-
frastructures, this argument seems questionable, as trusted exe-
cution environments (Zhang et al., 2016) or ZKPs (Zhang et al.,
2020) can be used by a relying party to prove that they received
some data from a hardware-based eID in an encrypted and au-
thenticated communication channel.

One narrowly-scoped approach to provide plausible deni-
ability despite the availability of cryptographically verifiable
data is using differential privacy, i.e., adding noise to the at-
tributes or predicates before revealing them. Indeed, general-
purpose ZKPs facilitate verifiable local differential privacy,
i.e., they can prove the correctness of noise generation and
that the noise was indeed added to the correct value of the at-
tribute (Munilla-Garrido et al., 2022). However, in many sce-
narios, a trade-off in accuracy and, therefore, data quality will
not be possible; particularly if a binary property or a sharp
threshold (e.g., on age) is the basis for regulated authorization
or process decisions.

A related, and arguably even more problematic, topic in
the context of digital wallets is the tension field between users’
wish to decide who they want to disclose their information to
on the one hand, and security and privacy issues on the other
hand (Sedlmeir et al., 2022). In fact, one of the key challenges
of adoption of self-managed identities involves controversies
how security risks arising from potential man-in-the-middle
(MITM) attacks should be balanced with end users’ informa-
tional self-determination and low entry barriers (Schellinger
et al., 2022). Holders must verify the identity of the rely-
ing party in verifiable attestations prior to the VP. Omit-
ting the identification of the verifier introduces significant se-
curity problems — with a prominent example being the Ger-
man ID-Wallet, which implemented anonymous credentials us-
ing Hyperledger Anoncreds (Curran, 2022) based on CL signa-
tures. The rollout of the wallet was cancelled after net activists
pointed out that it did not identify the verifier and was there-
fore vulnerable to MITM attacks (Schellinger et al., 2022; Lissi,
2021). For instance, an attacker could compromise a QR code
or link that a holder uses to start an interaction with a verifier,
interact with a legitimate verifier to obtain their proof request
(including the random challenge), and forward this proof re-
quest to the holder. As the holder believes that the attacker is the
legitimate verifier, he or she creates a VP for this proof request
and sends it to the attacker (who compromised the endpoint as
referenced in the proof request). The attacker can forward the
proof to the legitimate verifier. In other words, the attacker can
use the VP to impersonate the holder. This scenario gets even
more concerning when the VP is used to request a new cre-
dential from the verifier, as the attacker can make sure that this
attestation is issued to him-/herself, making impersonation pos-
sible for future interactions without the need for another MITM
attack. The potential presence of MITM attacks is therefore not
only problematic for privacy reasons and in individual interac-
tions but reduce the security and level of assurance of identity
documents in general.

Naturally, regulators demand reasonable protection against
such replay or MITM attacks for scenarios or attestations that
require high levels of assurance (European Commission, 2022).
High bars on the certification of verifiers, however, inhibit the
adoption and use of digital identities and users’ control and in-
formational self-determination. To give an example, the Ger-
man eID as implemented on a smart-card enforces that iden-
tity attributes can only be communicated to verifiers who have
a certificate issued by a German national CA. Getting these
certificates is not only challenging because it requires the im-
plementation and documentation of substantial security mea-
sures but also involves paying the certificate authority substan-
tial amounts, with the outcome of the certification request be-
ing unclear. In the context of self-managed digital identities,
this means that a digital wallet would not allow for sending a
VPs to the verifier unless the verifier can prove the possession
of a corresponding certificate. This makes it difficult for self-
managed digital identities to scale, for instance, to consumer-
to-consumer interactions and to interactions with smaller busi-
nesses and organizations.

Projects that implement self-managed digital identities have
hence suggested different ways to resolve this tension between
adoption barriers owing to high certification requirements of
verifiers on the one hand and security risks in the absence of
verifier certification as in the eID on the other hand through
incorporating certification mechanisms that are relatively easy
to access, such as using SSL certificates for the identification of
the verifier (Bastian et al., 2022; Lissi, 2021). One can even dis-
cuss that it may make sense to demand different levels of certifi-
cation for different VPs; for instance, a VP that only proves that
a holder is older than 18 years may be relatively unproblematic
even in the presence of a MITM attack and, thus, require no or
very little certification on the verifier’s side, making it accessi-
ble also when buying alcohol at a bar or a small supermarket
where the verifier will unlikely have access to a sophisticated
digital certificate. Yet, such a decision engine will always trade
security against low entry barriers, and determining the required
certification level for the verifier based on the type and origin
of revealed attributes and predicates and involving the holder
in the decision by asking them to accept certain risks (similar
to circumventing an expired or non-existent SSL certificate in
the Browser) seems challenging to implement, too; particularly
considering that there is a large global set of verifiers and corre-
sponding processes in which authorizations could be accumu-
lated with a snowballing-like approach.

A very elegant solution to this tension field which, to the
best of our knowledge, has not been proposed so far in the con-
text of SSI and anonymous credentials, are designated verifier
ZKPs. The core idea behind this construction is making sure
that the ZKP in the VP is only convincing for the intended re-
cipient, but not for any third party that the VP is potentially for-
warded to (Jakobsson et al., 1996; Baum et al., 2022). In fact,
many interactive ZKPs are designated verifier ZKPs because a
third party to which the transcript of the interaction is forwarded
cannot make sure that the transcript is complete, i.e., that the
responses that were not satisfying were not removed from the
transcript (Pass, 2003). However, non-interactive ZKPs like zk-
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SNARKs are designed to remove the inefficient, repeated in-
teraction between prover and verifier, so they do not have this
property by design. This manifests in the CRS (Canetti et al.,
2007). Fortunately, with a simple trick, the designated verifier
property can be added to a zk-SNARKs-based VP by proving
the following statement (Buterin, 2022): Either I possess cre-
dentials that satisfy all the requirements of the proof request,
including the correctness of the revealed attributes, or I know
the verifier’s secret key. The verifier’s secret key corresponds to
the key-pair that is used for asymmetric encryption of the VP,
such that it is ensured that only the designated verifier can en-
crypt the VP. Thus, if a MITM does not communicate its own
key-pair but the legitimate verifier’s, it cannot decrypt the VP to
extract and forward the relevant part. On the other hand, given
the attacker communicates its own public key such that it can
decrypt and re-encrypt the VP, the true verifier knows that the
designated verifier zk-SNARK can be created trivially by the
owner of the unknown public key and will therefore not be con-
vinced. By contrast, if the holder sends the designated verifier
VP to the true verifier with the correct key-pair, the true verifier
will be convinced because they know that they protected their
own key-pair.

Simplified, designated verifier VPs can be implemented in
our approach as follows: Let a1, . . . , an be all the assertions
that the VP needs to satisfy (e.g., integrity, non-expiration, non-
revocation, holder binding, etc.), and let us assume for sim-
plicity that ai === 1 for all i ∈ {1, . . . , n} was asserted in the
classic VP. By subsequently multiplying the ai (we can only
do one multiplication a step because of the underlying R1CS
constraint system), the correctness of the VP can be asserted
simply by demanding a === 1, where a =

∏n
i=1 ai. Let b the

result of a component that verifies whether an input to the ZKP
was the digital signature of the challenge specified in the proof
request with the verifier’s private key, where b = 1 represents
a valid signature and b = 0 an invalid signature. Instead of de-
manding a === 1 in the “classical VP”, we then simply assert
that a + b - a * b === 1, which is the arithmetization of
demanding a == 1 OR b == 1, i.e., either the holder knows
a valid VP, or it can generate a signature that only the verifier
is supposed to be able to generate.

In Circom, a designated verifier VP could also be imple-
mented differently. Taking the example of an EdDSA-Poseidon
signature, one can already set a bit that determines whether
or not the signature verification is done properly, such that b
would be a private input to the signature verification. Note
also that creating a designated verifier VP would not increase
the proving complexity substantially, as the only modification
that needs to be made is that an additional signature (which
the holder cannot generate anyway) must be verified (e.g.,
4,218 additional constraints with EdDSA-Poseidon), a few as-
sertions will include an additional multiplication (arithmetiza-
tion of an if statement), and an additional constraint for the
assertion a + b - a * b === 1.

6.3. Privacy with respect to the issuer
Existing large-scale implementations of anonymous creden-

tials use a so-called link secret for holder binding (Schlatt et al.,

2021; Zundel, 2022). In essence, this works similarly to the
private holder binding that we described in Section 4, with the
main difference that the same secret key can be used in many
credentials, yet every issuer includes another public key (more
precisely, a blinded hash to a common secret) in the creden-
tial. This allows the holder to avoid being correlatable not
only by verifiers (through the private holder binding that we de-
scribed in Section 4) but also by issuers, which seems important
when aiming for an increasing number of credentials and issu-
ing parties in a digital identity ecosystem. Yet, the desired all-
or-nothing non-transferability (Camenisch and Lysyanskaya,
2001; Feulner et al., 2022) that binding all credentials to the
same secret key should enable was not met with this approach
as deployed in, for instance, the Hyperledger AnonCreds (Cur-
ran, 2022). The reason is that the holder cannot prove to the
issuer that the link secret to be incorporated in blinded form in
the credential is the same as the link secret in another creden-
tial that the holder used in a previous VP to the issuer. One
solution to make sure that a “master” credential is not issued
multiple times, or that policies regarding hardware binding are
respected by an issuer, is presented in Maram et al. (2021).
Taking into consideration the embedding of digital wallets in
the political discourse, however, the liability and certification
of issuers and corresponding governance frameworks may al-
ready be sufficient to ensure their honest behavior; let aside the
fact that for such uniqueness, all issuers would need to agree
on a single blockchain (or otherwise database) on which their
issuances and revocations are recorded. With zk-SNARK and
only a very small adaptation of the “standard” features of our
approach to anonymous credentials that we described in Sec-
tion 4, it is very easy to force a holder to use the same link secret
for each of their credentials if desired: First, in a VP towards
the prospective issuer, the holder additionally outputs a hash
of the public binding key for another credential and the chal-
lenge specified in the proof request, similar to what the holder
does when proving knowledge of a chain of credentials (see
Section 4.8). The holder can then send the issuer the root hash
of some small sub-tree of the meta-data of the credential that
they would like to have issued, e.g., including the public bind-
ing key and the expiration timestamp, with enough precision
to have sufficient entropy) and a ZKP that the public key be-
hind both hashes is the same. This is essentially an extension of
the code for proving knowledge of a pre-image in Figure B.7b
twice and an equality proof for a part of the pre-image. The
issuer can then include this sub-root in the credential that he or
she signs, therefore provably binding the credential to the same
key-pair as the credential that was previously presented, with-
out even learning the corresponding binding key (link secret).
With similar ideas, the issuer can generally include selected at-
tributes from a holder’s other credentials without learning what
they are.

6.4. Arbitrary predicates
With a standard VP doing all the checks that a verifier can

reasonably expect (integrity, non-expiration, non-revocation,
holder binding), all the meta-attributes and attributes are avail-
able as (private) inputs, i.e., parameters, for further predicates.
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As an example that illustrates the generality of predicates that
one can easily implement with general-purpose ZKP, we imple-
mented a polygon inbound-proof: Given two coordinates x, y
in the Euclidean plane (or, in approximation, on a small area
on earth that can be considered flat), one can prove that for a
given polygon as specified by the verifier in the proof request,
(x, y) is inside (or not inside) the polygon. The implementation
is straightforward given some C code that determines whether a
point is inside or outside a given polygon (Franklin, 2006), see
Figure B.10. Every vertex of the polygon contributes 333 con-
straints (mainly responsible are the 64 constraints for each of
the 5 comparators). Consequently, an inbound/outbound proof
for a given polygon with 50 vertices adds only 16,650 con-
straints when using comparators for 64 bits, which arguably
allows sufficient precision.

There are several conceivable practical cases where an im-
plementation of the polygon inbound/outbound proof can be
useful. For demonstration, we included the coordinates of an
individual’s place of living in a national or regional ID and
used them to prove that the individual lives in Bavaria as an
example of a certain city or federal state (see Figure 5). This
predicate can be used to prove an authorization to claim certain
benefits. Another example are regional energy markets where
– based on its location – intermittent source of green electric-
ity like a roof solar plant can register to offer its electricity or
flexibility (e.g., Antal et al., 2021; Mengelkamp et al., 2018).
Research considers such markets, on which energy assets can
register autonomously, a promising way to improve the share
of renewables in the grid. Often, these markets are blockchain-
based, which means that sensitive information must not be dis-
closed during the registration process, particularly for small as-
sets owned by individuals. As we use Circom for the imple-
mentation of our prototype, we were also able to create a corre-
sponding zk-SNARK verifier smart contract for Ethereum fully
automatically.

Our prototype implementation provides a generic circuit
that verifies the integrity of all metadata and content data as well
as non-expiration, non-revocation, and holder binding. When
all content data has been verified in the circuit, a novel predi-
cate can be implemented very easily, as only the predicate with
private inputs attribute[0] to attribute[7] needs to be
implemented. Consequently, for a customized predicate that
adds up the first, second, and fourth attribute, the only thing
the verifier would need to implement is a new output signal
returnValue and assign returnValue <== attribute[0]

+ attribute[1] + attribute[3].
Lastly, predicates can easily be extended to involving

(meta-) attributes from multiple credentials. One approach that
would minimize the verification effort would be creating a cir-
cuit that takes multiple credentials, the corresponding revoca-
tion lemmas, and the verifier’s challenge as input and to output
a single proof that checks the validity of all input credentials
and that outputs the result of the predicate. In this case, the
verifier would only need to verify a single proof. Yet, this ap-
proach seems to be less modular than presenting each creden-
tial individually, revealing salted hashes of the attributes that
are needed for computing the predicate. In a second step, the

Figure 5: Approximating the boundary of Bavaria (left hand side) through a
polygon in the Euclidean plane with 50 vertices (right hand side) such that a
location in Bavaria can be efficiently verified with the polygon inbound proof
(“leather pants predicate”).

holder could then prove the correct computation of the predi-
cate based on pre-image proofs for the salted hashes that were
previously revealed. Note that this approach is similar to the
one taken by LegoSNARK (Campanelli et al., 2019), with the
exception that the initial VP that outputs blinded commitments
to attributes is not based on general-purpose ZKPs but CL or
BBS+ anonymous credentials and a commitment, and only the
pre-image and computation of predicate proof as a second step
is zk-SNARK-based to have the opportunity to compute arbi-
trary predicates across different credentials.

6.5. Trusted setup and flexibility of verifiable presentations

So far, our performance analyses were mostly considering
Groth-16 zk-SNARKs. One significant shortcoming of this type
of zk-SNARKs is the circuit-specific trusted setup, i.e., differ-
ent types of VPs would require different proving keys that need
to be transferred to the holder’s wallet before generating a VP.
For the initial bootstrapping of a system of digital wallets that
can create zk-SNARK-based VPs, a few pre-defined proving
keys, associated with common presentation types (e.g., a sin-
gle attribute or two attributes revealed, where non-expiration,
non-revocation and hardware binding, is always verified), hard-
coded into the wallet or available as plug-in, may be sufficient.
Yet, with a growing number of different credentials, a grow-
ing diversity of presentations (flexible number of attributes re-
vealed), and verifier-specific predicates emerging, this solution
is arguably not adequate anymore. One option could be to
distribute the proving key with the proof request during the
VP. In a local area network, the size of the proving key may
not be inhibiting when a local bilateral connection was set up,
but for wide area network, Bluetooth, and NFC-based trans-
fer, several MB for a proving key (and even hundreds of MB
to few GB when using SHA256 for hashing and ECDSA for
digital signatures) is arguably not practical. Moreover, in this
case, a sophisticated mechanism that gives users an opportu-
nity to verify that no more information is requested than the
proof request displays on their screen is required. Certification
of proving keys that a wallet accepts, including a corresponding
human-readable description, seems an obvious approach here;
yet certification may make generic predicates less accessible to
verifiers. What seems a more attractive option here that also
provides plenty of avenues for future research is that after the
relatively general verification of the metadata, the selected at-
tributes and derived predicates could be described through a
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standardized format that allows for symbolic operations on the
credential attributes, such that this description of the proof re-
quest allows for an automatic derivation of (1) the correspond-
ing zk-circuit (constraint system) and (2) the corresponding
prompt that asks users for their consent. However, with this
dynamic approach and a correspondingly large number of VPs
types, a circuit-specific trusted setup that requires the transfer of
the corresponding proving key seems impractical. On the other
hand, general-purpose ZKPs with universal trusted setup, like
Plonk and its successors, still involve a computationally and
memory-intensive preprocessing step that would be conducted
on users’ mobile phones. Consequently, zk-SNARKs without
trusted setup, such as transparent zk-SNARKs and in particular
zk-STARKs, seem like a desirable long-term solution. Yet, to
the best of our knowledge, the deployment of such proof sys-
tems on mobile phones has not been explored thus far.

7. Conclusion and Avenues for Future Research

This paper has highlighted several key areas where general-
purpose ZKPs can address the shortcomings of existing imple-
mentations of privacy-oriented digital identity infrastructures.
In particular, they can help address key requirements of anony-
mous credentials in self-managed digital identity projects that
previously have been pointed out by various sources (e.g., Feul-
ner et al., 2022; Schlatt et al., 2021; Sedlmeir et al., 2022;
Schellinger et al., 2022; Hardman, 2020) but that are not
present even in advanced solutions like such as Hyperledger
Aries (Young, 2022). We illustrated that the key features that
anonymous credentials need to support broad adoption in prac-
tice can be implemented with relatively limited effort using zk-
SNARKs. Related research such as work by Rosenberg et al.
(2022) has already provided provable security for similar ap-
proaches, and we argue that the universality of the existing tool-
ing makes implementations and audits much easier to perform
and more battle-tested with general-purpose ZKPs than with ap-
proaches such as CL and BBS+ signatures.

As the main limitation of zk-SNARKs is arguably the com-
putational complexity of proof generation (Thaler, 2022), we
also conducted several performance tests that suggest that even
with our illustrative design and general-purpose zk-SNARK
tooling, the speed of proof generation for a data-minimizing
VPs can be considered practical on mobile phones as of to-
day when using zk-SNARK-friendly cryptographic primitives.
Moreover, we illustrated how general-purpose ZKPs not only
improve on aspects such as private scalable revocation, hard-
ware binding, and credential chaining or much more general
predicates, but also bring unprecedented opportunities such as
plausible deniability and expanding the solution space in the
tension field between user control and low entry barriers on
the one side and the risk of MITM attacks on the other side.
Finally, we pointed out that there are still many open ques-
tions that provide promising avenues for future research, such
as facilitating practical performance also for data-minimal VPs
in settings where zk-SNARK-friendly hashing algorithms and
digital signatures are not accessible or when using transpar-
ent zk-SNARKs on mobile phones. Moreover, to date, many

zk-STARK implementations are not zero-knowledge, although
upgrading them is relatively straightforward and the corre-
sponding proofs are available (Ben-Sasson et al., 2018).

Our implementation and experiments suggest that future
VPs could benefit from a very broad spectrum of predicate
proofs that can be implemented. Yet, to make this practical,
we need to standardize formats for constraint systems, wit-
nesses, and proving and verification algorithms, so developers
can combine different libraries that reflect the application do-
main and hardware that they will run on in a modular way.
With proof generation performance on mobile phones being
one of the key weaknesses of the zk-SNARKs-based approach,
novel tools for efficiently loading files associated with witness
and proof generation, or improving proving speed by leveraging
GPUs (Ni and Zhu, 2022), are also critical. Even if zk-SNARK
generation is not yet possible on all devices or some users do
not want to wait longer than they are used to, there are dif-
ferent opportunities for the short term, such as using Merkle
tree-based selective disclosure without sophisticated data min-
imization and outsourcing proof generation to a single trusted
yet randomly selected third party or several servers that col-
laboratively generate the zk-SNARK in a multi-party computa-
tion, such that many of them need to collude to compromise the
user’s privacy (Ozdemir and Boneh, 2022).

Besides the need for further performance improvement, sev-
eral other challenges outside the scope of zk-SNARKs remain
for data-minimal digital identity infrastructures that provide
promising avenues for future research. For instance, related
work indicates that although user trust benefits from privacy
features (Guggenberger et al., 2023), users struggle with un-
derstanding the new privacy capabilities that digital wallets and
general-purpose ZKPs offer (Sartor et al., 2022). This high-
lights the need for further user acceptance studies. Considering
the limited performance of generating ZKPs on a mobile phone,
it would also be interesting to explore how proof generation can
be prepared in the background while users are inspecting the at-
tributes to be released prior to giving their approval, and which
waiting times users deem acceptable depending on their privacy
preferences.

Future research could also compare the practicality of the
two core paradigms that general-purpose ZKPs facilitate: The
first approach involves retrofitting existing credential infras-
tructures such as X.509 certificates by transpiling the corre-
sponding verification libraries, as proposed in Delignat-Lavaud
et al. (2016)’s approach, or by implementing novel verifica-
tion libraries for such credential systems in one of the avail-
able DSLs. The second approach involves creating a novel in-
frastructure of certificates tailored towards multi-credential pre-
sentations and zk-SNARK-friendly cryptographic primitives,
closer to what Hyperledger AnonCreds aim to achieve and
what Maram et al. (2021); Rosenberg et al. (2022) and our
work propose. For such novel frameworks, the heuristic ap-
proaches that we discuss in this paper should be formalized, for
instance, to get provable privacy guarantees of the core compo-
nents of VPs as well as the more complex setup that needs to be
considered for studying the role of how combining designated
verifier ZKPs and asymmetric encryption addresses MITM at-

19



tacks without restrictive certification and identification of the
relying party. Of course, hybrid approaches are also conceiv-
able, similar to W3C verifiable credentials being chained to
SSL certificates via publishing the corresponding key-pairs on
a website, although this would arguably increase the complex-
ity of creating the related wallets and verification backends.
Future security analyses could also consider which additional
anonymization on other layers are required to avoid correla-
tion beyond VPs, similar to discussions on anonymous digital
payment systems such as (Tinn and Dubach, 2021; Groß et al.,
2021), which point out the need for network-level anonymiza-
tion, e.g., via onion routing (Garrido et al., 2022) through the
Tor network (Dingledine et al., 2004).

Additional research is also required to compare different ap-
proaches to revealing multiple attributes from several creden-
tials in a VP, which is common in practical applications. As we
discussed in Section 4, the holder could generate multiple ZKPs
that reveal attributes from each credential, or a single ZKP that
takes multiple credentials as input and verifies all of them. The
corresponding trade-offs depend on the number of credentials
involved and whether general-purpose ZKPs with or without
trusted setup are used.

While privacy-focused digital identity management is par-
ticularly important for individuals, the application of zk-
SNARKs-based anonymous credentials is relevant far beyond.
Also digital identities for machines inherit privacy issues be-
cause they are often associated with individuals. For instance,
blockchain-based energy markets require fine-granular and,
therefore, personally identifiable production and consumption
information (Utz et al., 2022; Babel et al., 2022). Verifiability
can typically be provided by signing the data with certified sen-
sors, yet information such as the exact location of the sensor
may be too sensitive to reveal, which is why, for instance, the
polygon inbound predicate can be useful. Further applications
where verifiable information for identification, authentication,
and access control is desirable yet predicates may become rela-
tively complex comprise blockchain-based e-voting (Delignat-
Lavaud et al., 2016), privacy-focused digital currencies in regu-
lated environments (Groß et al., 2021; Wüst et al., 2022), veri-
fiable polling that offers plausible deniability through local dif-
ferential privacy (Munilla-Garrido et al., 2022), as well as ap-
plications in the Metaverse (Dwivedi et al., 2022).

Privacy-focused and user-centric means of digital identifi-
cation, authentication, and authorization verification have come
a long way since Chaum’s seminal paper. The pilot projects and
political developments around SSI that we can observe look
promising and provide a unique opportunity to safeguard in-
dividuals’ privacy despite an increasing amount of verifiable
identity information that will arguably be exchanged in the fu-
ture digital economy. Yet, today’s implementations of anony-
mous credentials in practice still have significant shortcomings,
as they build on hand-crafted and, thus, highly-performant but
also functionality-limited, specialized ZKPs designed in the
early 2000s. In the last few years, there has been impressive
progress regarding the performance and ease of implementation
of general-purpose ZKPs like zk-SNARKs in the context of pri-
vacy and scaling approaches in cryptocurrency projects. This

makes a much more powerful technology stack available to im-
plement privacy-focused SSI systems to a much larger commu-
nity of developers. By illustrating the ways in which general-
purpose ZKPs address pressing problems of today’s privacy-
oriented implementations of SSI, and that performance can be
considered practical, this paper aims to encourage stakeholders
on all levels to leverage the potential of general-purpose ZKPs
in their technical roadmap and to invest in exploring the cor-
responding novel opportunities in the design space of digital
identity infrastructures.
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zk-SNARK-generation proving time measurements on two mo-
bile phones, and Alexander Rieger for his valuable suggestions
for improvement of the manuscript.

CRediT author statement

Johannes Sedlmeir: Conceptualization, Software, Valida-
tion, Data curation, Investigation, Writing – original draft, Vi-
sualization, Supervision Matthias Babel: Conceptualization,
Software, Validation, Investigation, Writing – review and edit-
ing, Visualization.

Declaration of competing interests

The authors declare that they have no known competing fi-
nancial interests or personal relationships that could have ap-
peared to influence the work reported in this paper.

20



References

0xPARC (2022a). Circom-ECDSA.
0xPARC (2022b). zk-ECDSA part 2: Under the hood.
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Praxis der Wirtschaftsinformatik.

El Faqir, Y., Arroyo, J., and Hassan, S. (2020). An overview of decentralized
autonomous organizations on the blockchain. In Proceedings of the 16th
International Symposium on Open Collaboration.

European Commission (2022). Guidance for the application of the levels of
assurance which support the eIDAS regulation.

European Council (2022). European digital identity (eID): Council makes head-
way towards EU digital wallet, a paradigm shift for digital identity in Eu-
rope.

Evernym (2020). An expert panel on safe credentials with CULedger, Master-
card, & Evernym.

Falchuk, B., Loeb, S., and Neff, R. (2018). The social metaverse: Battle for
privacy. IEEE Technology and Society Magazine, 37(2):52–61.

Feulner, S., Sedlmeir, J., Schlatt, V., and Urbach, N. (2022). Exploring the use
of self-sovereign identity for event ticketing systems. Electronic Markets,
32:1759–1777.

21



Fotiou, N., Siris, V. A., Polyzos, G. C., Kortesniemi, Y., and Lagutin, D. (2022).
Capabilities-based access control for iot devices using Verifiable Creden-
tials. In Security and Privacy Workshops, pages 222–228. IEEE.

Franklin, W. R. (2006). PNPOLY – point inclusion in polygon test.
Fuchsbauer, G. (2018). Subversion-zero-knowledge SNARKs. In IACR Inter-

national Workshop on Public Key Cryptography, pages 315–347. Springer.
Gabizon, A., Williamson, Z. J., and Ciobotaru, O. (2019). Plonk: Permutations

over lagrange-bases for oecumenical noninteractive arguments of knowl-
edge.

GadgetVersus (2022). Broadcom BCM2711 vs Samsung Exynos 9 series 9820.
Garman, C., Green, M., and Miers, I. (2013). Decentralized anonymous cre-

dentials.
Garrido, G. M., Sedlmeir, J., Uludağ, Ö., Alaoui, I. S., Luckow, A., and
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Appendix A. Credential design

IssuerPK & Signature
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Content Root

Attribute leaves
BigInt (254 bits)

Attributes
String, Integer, Float, Boolean

encoding

Merkle tree

Meta Root

Metadata leaves
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Metadata
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encoding
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(a) Overall credential form.
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(b) Metadata Merkle tree example.
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(c) Content Merkle tree example.
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Appendix B. Selected Code Snippets

The following code snippets aim to illustrate how to implement computations beyond simple quadratic operations with Circom.
Essentially, the operations required in our data-miminizing VP implementation are hashing (Merkle trees and Merkle proofs, oc-
curs in many places), digital signature verifications (integrity and holder binding), range proofs (non-expiration, age proof), and
integer division, modulo operation, and extraction of the kth bit of a given number (Merkle tree-based revocation). Poseidon (and
also SHA256) hashing and digital signature verification (EdDSA) are already provided in the Circomlib library (Iden3, 2021), and
circuits for re-computing Merkle roots from Merkle trees and Merkle proofs are a core part of almost every blockchain-related
implementation of zk-SNARKs and implemented in many examples (e.g., KimiWu123, 2019). The provided snippets are there-
fore almost completely representing the remaining more complex generic components needed for our implementation of standard
zk-SNARK-based data-minimal verifiable presentations in scenarios (I) to (VII). We also demonstrate how to implement the poly-
gon inbound proof as an example of a complex predicate.

Appendix B.1. Simple basic operations with Circom

1 pragma c i rcom 2 . 1 . 0 ;
2
3 t empla te Cube ( ) {
4 s i g n a l input a ;
5
6 s i g n a l b ;
7 s i g n a l output c ;
8
9 b <== a * a ;

10 c <== b * a ;
11
12 }

(a) Example for raising to the power
of three in Circom, i.e., proving that
a private input is a cubic root.

1 pragma c i rcom 2 . 1 . 0 ;
2
3 i n c l u d e "poseidon.circom" ;
4
5 t empla te myHasher ( ) {
6
7 s i g n a l input x ;
8 s i g n a l input y ;
9

10 s i g n a l output z ;
11
12 component h a s h e r = P o s e id o n ( 2 ) ;
13 h a s h e r . i n p u t s [ 0 ] <== x ;
14 h a s h e r . i n p u t s [ 1 ] <== y ;
15
16 z <== h a s h e r . o u t ;
17
18 }

(b) Example for implementing hashing in Circom, i.e.,
proving that two private child leaves yield a given
public Poseidon hash.

Appendix B.2. Integer division and modulo operations

1 pragma c i rcom 2 . 1 . 0 ;
2
3 i n c l u d e "comparators.circom" ;
4
5 t emplate I n t e g e r D i v i s i o n W i t h R e s t ( n ) {
6
7 // Input signals

8 s i g n a l input i n ; // The number to be divided

9 s i g n a l input d i v ; // The number by which is divided. Must be smaller than 2n.
10
11 // Output signals

12 s i g n a l output m u l t i p l i e r ; // The result of the integer division ("in \ div")

13 s i g n a l output r e s t ; // The rest of the integer division ("in % div")

14
15 // Make sure that the integer is in the prime field.

16 a s s e r t ( n <= 253) ;
17
18 // Used components

19 // Range check imported from comparators.circom that takes two inputs and returns 1 if the first input is smaller than the second and 0, else.

20 component rangeCheck = LessThan ( n ) ;
21
22 // Supply the result of integer division and the rest "magically" (avoids bloating the program with additional (private) inputs or doing more complex computations than

necessary inside the circuit).

23 m u l t i p l i e r <−− i n \ d i v ; // Integer division, no constraints assigned.

24 r e s t <−− i n % d i v ; // Modulo operation, no constraints assigned.

25
26 // Check that this is the unique correct result

27 i n === m u l t i p l i e r * d i v + r e s t ; // (1) input must be recovered from multiplier, div, and result.

28 rangeCheck . i n [ 0 ] <== r e s t ;
29 rangeCheck . i n [ 1 ] <== d i v ;
30 rangeCheck . o u t === 1 ; // (2) rest must be smaller than div.

31
32 }

Figure B.8: Implementation of integer division with rest in Circom. The rest can be used for obtaining the result of a modulo operation.
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Appendix B.3. Extracting a specific bit from a number

1 pragma c i rcom 2 . 1 . 0 ;
2
3 i n c l u d e "comparators.circom" ;
4
5 t emplate e x t r a c t K t h B i t ( n ) {
6 /*

7 Given a 253-bit BigInt as input, this template computes the binary representation and returns the corresponding bit at the k-th position (starting the counting from 1 at

the least significant bit!).

8 For instance, 199 =
∧

[0, . . . , 0, 1, 1, 0, 0, 0, 1, 1, 1], where k = 3 -> output = 1, for k = 4 -> output = 0.

9 */

10
11 // Make sure that the integer is in the prime field.

12 a s s e r t ( n <= 253) ;
13
14 s i g n a l input i n ;
15 s i g n a l input k ;
16
17 s i g n a l b i n a r y R e p r e s e n t a t i o n [ n ] ; // Binary representation of in, used as intermediate signal

18
19 var powersOfTwo = 1 ; // Used to iteratively compute powers of two

20 var runn ingBinarySum = 0 ; // Used to recover in from its binary representation (necessary as the decomposition to binary is not constrained).

21 s i g n a l runn ingOutpu tB i tSum [ n +1 ] ; // Used to iteratively compute
∑n

i=0 binaryRepresentation[i] * IsEqual(i,k), where IsEqual() outputs 1 if True, 0 if False.

22 runn ingOutpu tB i tSum [ 0 ] <== 0 ;
23
24 component e q u a l i t y C h e c k [ n ] ; // Used for populating with many IsEqual() components, one for every loop.

25
26 f o r ( var i = 0 ; i <n ; i ++) {
27
28 b i n a r y R e p r e s e n t a t i o n [ i ] <−− ( i n >> i ) & 1 ; // Extract the bit value through a (non-verified) Oracle call.

29 b i n a r y R e p r e s e n t a t i o n [ i ] * ( b i n a r y R e p r e s e n t a t i o n [ i ] −1) === 0 ; // Ensure that the bit is indeed boolean, i.e., 0 or 1.

30
31 e q u a l i t y C h e c k [ i ] = I s E q u a l ( ) ; // Initialize an IsEqual() component from comparators.circom.

32 e q u a l i t y C h e c k [ i ] . i n [ 0 ] <== k−1; // First input of the equality comparison.

33 e q u a l i t y C h e c k [ i ] . i n [ 1 ] <== i ; // Second input of the equality comparison.

34 // If i = k, add this bit to runningOutputBitSum; else, there should be no contribution.

35 runn ingOutpu tB i tSum [ i +1] <== runn ingOutpu tB i tSum [ i ] + b i n a r y R e p r e s e n t a t i o n [ i ] * e q u a l i t y C h e c k [ i ] . o u t ;
36
37 // Iteratively recover the input from its supposed binary representation.

38 runningBinarySum += b i n a r y R e p r e s e n t a t i o n [ i ] * powersOfTwo ;
39 powersOfTwo += powersOfTwo ;
40 }

41
42 // Make the remaining check to verify that the Oracle-provided binary representation is legitimate. Inspired by the Num2Bits implementation

43 (https://github.com/iden3/circomlib/blob/master/circuits/bitify.circom ) .
44 runningBinarySum === i n ;
45
46 // Assign the output bit by using the last value of the runningOutputBitSum.

47 s i g n a l output o u t B i t ;
48 o u t B i t <== runn ingOutpu tB i tSum [ n ] ;
49 }

Figure B.9: Circom implementation for retrieving the kth bit from a large integer input with at most 253 bits. Note that the subsequent values of powersOfTwo in
each loop cycle do not need to be constrained because they are known at compile time, which is why we can make it a var instead of a signal. The subsequent
values for runningBinarySum also only need to be constrained in the end (line 42) once. This is because runningBinarySum is only a linear combination (with
coefficients from powersOfTwo that are known at compile time) of signals, namely the elements of the binaryRepresentation array. In contrast, every update
of the runningOutputBitSum is non-linear, so there must be new assignments (in an array of signals) in each individual step (see line 35).

26

https://github.com/iden3/circomlib/blob/master/circuits/bitify.circom


Appendix B.4. Polygon in-/outbound proof (“leather-pants predicate”)

1 pragma c i rcom 2 . 1 . 0 ;
2
3 i n c l u d e "comparators.circom" ;
4 i n c l u d e "modulo.circom" ;
5
6 t emplate Polygon ( n ) {
7
8 s i g n a l input v e r t x [ n ] ; // x-coordinates of vertices

9 s i g n a l input v e r t y [ n ] ; // y-coordinates of vertices

10 s i g n a l input x ; // x-coordinate

11 s i g n a l input y ; // y-coordinate

12 s i g n a l output o u t ; // 1 if inside, 0 else

13
14 var j = n−1;
15
16 s i g n a l c [ n +1 ] ; // Counter for intersections.

17 c [ 0 ] <== 0 ;
18
19 s i g n a l tmp [ 5 ] [ n ] ;
20 s i g n a l boo l [ 3 ] [ n ] ;
21
22 // Preparing for some comparator components.

23 component g t [ 4 ] [ n ] ;
24 component s t [ n ] ;
25
26 f o r ( var i =0; i <n ; i ++) {
27
28 // Checking if y is between the y-coordinates of the two vertices.

29 g t [ 0 ] [ i ] = G r e a t e r T h a n ( 6 4 ) ;
30 g t [ 0 ] [ i ] . i n [ 0 ] <== v e r t y [ i ] ;
31 g t [ 0 ] [ i ] . i n [ 1 ] <== y ;
32 g t [ 1 ] [ i ] = G r e a t e r T h a n ( 6 4 ) ;
33 g t [ 1 ] [ i ] . i n [ 0 ] <== v e r t y [ j ] ;
34 g t [ 1 ] [ i ] . i n [ 1 ] <== y ;
35 tmp [ 0 ] [ i ] <== (1 − g t [ 0 ] [ i ] . o u t ) * g t [ 1 ] [ i ] . o u t ; // 1 iff verty[i] < y < verty[j], 0 else.

36 tmp [ 1 ] [ i ] <== g t [ 0 ] [ i ] . o u t * (1 − g t [ 1 ] [ i ] . o u t ) ; // 1 iff verty[j] < y < verty[i], 0 else.

37
38 boo l [ 0 ] [ i ] <== tmp [ 0 ] [ i ] + tmp [ 1 ] [ i ] ; // 1 iff y is between the y coordinates of vertex i and vertex j, 0 else.

39
40 // Checking which of the y coordinates of the two vertices is larger.

41 tmp [ 2 ] [ i ] <== v e r t y [ j ] − v e r t y [ i ] ;
42 g t [ 2 ] [ i ] = G r e a t e r T h a n ( 6 4 ) ;
43 g t [ 2 ] [ i ] . i n [ 0 ] <== tmp [ 2 ] [ i ] ;
44 g t [ 2 ] [ i ] . i n [ 1 ] <== 0 ;
45
46 // Checking whether the connecting line between the vertices i and j intersects the horizontal rail to the right (see Franklin (2006)). We multiply x - vertx[i] < (vertx

[j] - vertx[i]) / (verty[j] - verty[i]) * (y - verty[i]) with the denominator and check the two cases separately to account for the sign.

47 tmp [ 3 ] [ i ] <== ( x − v e r t x [ i ] ) * tmp [ 2 ] [ i ] ;
48 tmp [ 4 ] [ i ] <== ( v e r t x [ j ] − v e r t x [ i ] ) * ( y − v e r t y [ i ] ) ;
49
50 g t [ 3 ] [ i ] = G r e a t e r T h a n ( 6 4 ) ;
51 g t [ 3 ] [ i ] . i n [ 0 ] <== tmp [ 3 ] [ i ] ;
52 g t [ 3 ] [ i ] . i n [ 1 ] <== tmp [ 4 ] [ i ] ;
53 s t [ i ] = LessThan ( 6 4 ) ;
54 s t [ i ] . i n [ 0 ] <== tmp [ 3 ] [ i ] ;
55 s t [ i ] . i n [ 1 ] <== tmp [ 4 ] [ i ] ;
56 boo l [ 1 ] [ i ] <== g t [ 2 ] [ i ] . o u t * g t [ 3 ] [ i ] . o u t ;
57 boo l [ 2 ] [ i ] <== (1 − g t [ 2 ] [ i ] . o u t ) * s t [ i ] . o u t ;
58
59 // If one of the two cases holds, increase c by one.

60 c [ i +1] <== c [ i ] + boo l [ 0 ] [ i ] * ( boo l [ 1 ] [ i ] + boo l [ 2 ] [ i ] ) ;
61
62 // Make sure that j,i are two subsequent vertex indices in every loop, cycling the whole polygon.

63 j = i ;
64
65 }

66
67 // Checking if out is odd via the modulo component (see also Figure B.8).
68 component modulo = I n t e g e r D i v i s i o n W i t h R e s t ( n ) ;
69 modulo . i n <== c [ n ] ;
70 modulo . d i v <== 2 ;
71
72 o u t <== modulo . r e s t ; // Returning 1 (true) if c was odd, i.e., (x,y) is inside the polgyon.

73
74 }

Figure B.10: Circom implementation of a circuit that can be used to create a zk-SNARK that a given point (x,y) in the Euclidean plane is inside or outside a given
polgyon with n vertices. When using it in a VP, we consider the case where (x,y) is private (with the root of trust being the signature of the issuer on a credential
that includes the coordinates as attributes) while the polygon is public, specified by the verifier in the proof request.
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