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Abstract
Detecting vulnerabilities in software is a constant race between development teams and
potential attackers. While many static and dynamic approaches have focused on regularly
analyzing the software in its entirety, a recent research direction has focused on the analysis
of changes that are applied to the code. VCCFinder is a seminal approach in the literature that builds on machine learning to automatically detect whether an incoming commit
will introduce some vulnerabilities. Given the influence of VCCFinder in the literature, we
undertake an investigation into its performance as a state-of-the-art system. To that end, we
propose to attempt a replication study on the VCCFinder supervised learning approach. The
insights of our failure to replicate the results reported in the original publication informed
the design of a new approach to identify vulnerability-contributing commits based on a
semi-supervised learning technique with an alternate feature set. We provide all artefacts
and a clear description of this approach as a new reproducible baseline for advancing
research on machine learning-based identification of vulnerability-introducing commits.
Keywords Vulnerability detection · Machine learning · Replication · Software engineering

1 Introduction
Software development is a complex engineering activity. At any stage of the software lifecycle, developers will introduce bugs, some of which will lead to failures that violate security
policies. Such bugs are commonly known as software vulnerabilities (Krsul 1998) and are
one of the main concerns that our ever-increasingly digitalised world is facing. Detecting
software vulnerabilities as early as possible has thus become a key endeavour for software
engineering and security research communities (Zhu et al. 2019; Cadar et al. 2008; Livshits
and Lam 2005; Larochelle and Evans 2001). Typically, software vulnerabilities are tracked
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during code reviews, often with the help of analysis tools that narrow down the focus scope
by flagging potentially dangerous code. On the one hand, when such tools build on static
analysis (either deciding based on code metrics or matching detection rules), the number of
false positives can be a deterrent to their adoption. On the other hand, when the tools build
on dynamic analysis (e.g., for pinpointing invalid memory address), they are operated on
the entire software which may not scale to the frequent evolutions of software.
To address the aforementioned challenges that static and dynamic tools face in finding
vulnerabilities, (Perl et al. 2015) have proposed the VCCFinder approach with two key innovations: (1) the focus is made on code commits, which are “the natural unit upon which to
check whether new code is dangerous”, allowing to implement early detection of vulnerabilities just when they are being introduced; (2) the wealth of metadata on the context of
who wrote the code and how it is committed is leveraged together with the code analysis to
refine the detection of vulnerabilities.
VCCFinder is a machine learning approach that trains a classification model, which can
discriminate between safe commits and commits that lead to the code being vulnerable. The
experimental assessment presented by the authors has shown great promise for wide adoption. Indeed, by training a classifier on vulnerable commits made in 2011 on open source
projects, VCCFinder was demonstrated to be capable of precisely flagging a majority of
vulnerable commits that were made between 2011 until 2014. VCCFinder further produced
99% less false positives than the tool the authors decided to compare their implementation to, namely FlawFinder (Wheeler 2001). Finally, the authors reported that VCCFinder
flagged some 36 commits to which no CVE was attached, one of which has been indeed
confirmed as a vulnerability introducing commit.
VCCFinder constitutes a literature milestone in the research direction of vulnerability detection at commit-time. Their overall detection performance, presented in the form
of Recall-to-Precision curve, however indicates that the problem of vulnerability finding
remains largely unsolved. Indeed, when precision is high (e.g., around 80%), recall is dramatically low (e.g., around 5%). This high precision is a promise that security experts’ time
will be spent on likely Vulnerability-Contributing Commits. This is how to make the best of
their skills. Similarly, when aiming for high recall (e.g., at 80%), precision is virtually null.
Unfortunately, since the publication of VCCFinder, and despite the tremendous need and
appeal of automatically detecting commits that introduce vulnerability, this field has not
attracted as much interest, and therefore as much progress, as one could have imagined.
Thus, to date, it remains unclear (1) whether the ability of VCCFinder to detect
Vulnerability-Contributing Commits can be replicated 1 , (2) whether, given some variations
in the datasets or in the algorithm implementation, the produced classification model is stable, and (3) whether some adaptations of the learning (e.g., to account for data imbalance)
can improve the achievable detection performance.

This paper We perform a study on the state of the art of vulnerability finding at committime in order to inform future research in this direction. To that end, we first report on
a replication attempt of VCCFinder. Replication attempt for which we tried to stick as
much as possible to the original work. Then, we present an exploratory study on alternative features from the literature as well as the implementation of a semi-supervised learning
scenario. We contribute to the research domain in several axes:
1 Throughout

this paper, we use the words reproduction (different team, same experimental setup) and replication (different team, different experimental setup) as defined in the ACM Artifact Review and Badging
Document. We further note that this terminology was updated in August 2020; We use the updated version.
https://www.acm.org/publications/policies/artifact-review-and-badging-current
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We perform a replication study of VCCFinder, highlighting the different steps of
the methodology and assessing to what extent our results conform with the authors
published findings.
We rebuild and share a clean, fully reproducible pipeline, including artefacts, for facilitating performance assessment and comparisons against the VCCFinder state-of-the-art
approach. This new baseline might help unlock the field.
We explore the feasibility of assembling a new state of the art in vulnerabilitycontributing commit identification, by assessing a new feature set.
We identify one issue to be the lack of labelled data, and we explore the possibility to
leverage a specialised technique, namely co-training, to mitigate that issue.
The main findings of this work are as follows:

–
–

–

The VCCFinder publication lacks sufficient information and artefacts to enable replication.
Despite our best experimental efforts, we were unable to replicate the results reported
in the publication, suggesting some generalisation issues due to high sensitivity of the
approach to dataset selection and learning process.
A semi-supervised learning approach based on our new feature set (inspired by a recent
work (Sawadogo et al. 2020) that is targeting the detection of vulnerability fix commits,
rather than the detection of Vulnerability-Contributing Commits, or VCCs) does not
achieve the same detection performance as reported in the state of the art. Nevertheless,
our approach constitutes a reproducible baseline for this research direction.

The rest of this paper is organised as follows:
–

–
–

We first focus on describing the VCCFinder approach: what resources are available,
what we had to guess, and how we reimplemented it (Section 2). We compare the
achieved results with the originally presented ones.
We then propose and evaluate in Section 3 a new approach, built with another feature
set, and co-training.
We finally contextualise our work with the existing related work (Section 4), and
summarise our contributions in Section 5.

2 Replication Study of VCCFinder
The first objective of our work is to investigate to what extent the VCCFinder (Perl
et al. 2015) state-of-the-art approach can be replicated (different team, different experimental setup) and/or reproduced (different team, same experimental setup). VCCFinder2
2 VCCFinder

means Vulnerability-Contributing Commit Finder
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is a machine learning-based approach aiming at detecting commits which contribute to the
introduction of vulnerabilities into a C/C++ code base.
As most machine learning-based approaches, VCCFinder relies on several building
blocks:
1.
2.
3.

A labelled dataset of commits which is used to train a supervised learning model;
A feature extraction engine that is used to extract relevant characteristics from commits;
A machine learning algorithm that leverages the extracted features to yield a binary
classifier that discriminates vulnerability-contributing commits from other commits.

In the following, we present, for each of the aforementioned three building blocks, the
descriptions of operations in the original paper. We then discuss to what extent we were able
to replicate these operations. Subsequently, we present the results of our replication study.

2.1 Datasets
2.1.1 Datasets - VCCFinder Paper
A key contribution in the VCCFinder publication is the construction of two labelled datasets
of C/C++ commits.
–
–

A dataset of commits that contribute vulnerabilities (VCCs) into a code base;
A dataset of commits that fix vulnerabilities that exist within a code base.

With the assumption that a commit that fixes a vulnerability does not introduce a new
one, the authors consider the second dataset as a negative dataset (i.e., the corresponding dataset of non-vulnerability-contributing commits). To build both datasets, the paper
reports that 66 open-source git repositories of C and C++ projects were considered. Overall,
these repositories included some 170 860 commits. For the creation of the vulnerabilityfixing commits data set, the authors gather all the CVEs3 related to these repositories. They
selected CVEs that are linked to a fixing commit. With this method, 718 vulnerability fixing
commits were collected.
Collecting commits contributing to a vulnerability is less straightforward. Indeed, usually, commits introducing vulnerability are not tagged as such, and there are no direct
information in the commit message that indicates the vulnerable nature of the commit.
To overcome this difficulty, the authors follow an approach defined by Śliwerski et al.
(2005) and called SZZ. The principle is to start from vulnerable lines of code. Such vulnerable lines of code are identified thanks to the vulnerability fixing commits: indeed, it is
reasonable to assume that the lines that have been fixed were previously vulnerable. Then
the git blame command is used on these identified lines of code. The git blame command allows finding the last commit that modified a given line. The assumption here is that
the last modification made on a vulnerable line of code is the modification that introduced
the vulnerability.
Thanks to this method, 640 vulnerability-contributing commits (VCC) have been collected. Note that the numbers of vulnerability-contributing commits and vulnerability fixing
commits are different simply because one commit can potentially contribute to more than
one vulnerability.
3 CVEs:

Common Vulnerabilities and Exposures are publicly available cybersecurity vulnerabilities.
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Table 1 Datasets comparisons

Positive

VCCFinder Paper

Replication

66 repositories

38 repositories

Training

Test

Total

Training

Test

Total

421

219

640

470

253

723

469

249

718

389

879

1268

90 282

79 220

169 502

229 381

119 489

348 870

(vuln. contr. commit)a
Negative
(vuln. fixing commit)
Unlabelled
Total
a Vulnerability-Contributing

170 860

350 861

Commit

In the VCCFinder paper, both datasets have been divided into a training set and a testing
set (following a two-third, one-third ratio). All commits created before January, 1st 2011
are put in the training set, and the remaining in the test set. The numbers of commits of
each dataset are presented in the left part of Table 1. Note that among the whole dataset of
170 860 commits, only 1258 (640+718) commits have been classified. The 468 (219+249)
labelled commits in the test set is used as ground truth, notably to compute Precision and
Recall performance metrics.
All other commits that are not categorised into the two first datasets (169 502) are put
in a third dataset named unlabelled dataset. This dataset of unlabelled commits is also split
into two datasets. All commits created after January, 1st 2011 are in a test set. In the original
paper, this unlabelled test set is used to try to uncover yet-undisclosed vulnerabilities. The
authors claim VCCFinder was able to flag 36 commits as VCCs. They detail one VCC for
which they received confirmation from the development team that it was indeed a VCC. At
the time they wrote the presentation of their work, they had not received confirmation for
the others.

2.1.2 Datasets - Availability
The dataset of the original VCCFinder article is not directly accessible.
Online investigation may direct to a specific Github repository4 that holds the name of
the tool and the name of one of the authors. However, the original paper does not mention this repository. The code present in this repository is not fully documented, as was
already mentioned by a prior work whose authors noted some major challenges to exploit
its contents (Hogan et al. 2019). After carefully analysing this repository, we came to the
conclusion that the artefacts in this repository would not allow us to re-construct the exact
same dataset as the one used in the original VCCFinder. Moreover, it would not even allow
to construct a different dataset, as parts of the features extraction process is missing (to the
best of our knowledge).
4 https://github.com/hperl/vccfinder
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2.1.3 Datasets - Our Replication Study
At the time we reached a conclusion about the available Github repository, we had already
contacted the authors of VCCFinder who offered to provide directly the output of their
feature extraction pipeline. We accepted their offer, as it seemed that it was the only viable
solution.
This dataset provided to us by VCCFinder’s authors is a database export that contains
three tables:
–
–
–

A table listing 179 public repositories of C/C++ projects;
A table listing 351 400 commits, each commit being linked to a repository thanks to the
use of a repository id;
A table listing the CVEs used to identify the vulnerability fixing commits.

Note that over those 179 repositories, all commits are related to an existing repository.
However, only 50 repositories have at least one declared commit (i.e., 129 repositories have
no related commit).
Furthermore, out of these 50 repositories, only 38 repositories contain at least one vulnerability fixing or vulnerability-contributing commit. Among these 38 repositories, only 27
are linked to both a vulnerability contributing commit and its relevant vulnerability fixing
commit.
While no such process is mentioned by original authors, we opted to discard commits
that do not modify any code file, as they are very unlikely to be involved in any vulnerability
fixing or introducing. We used a simple heuristic that discards commits with no modification
to a file whose extension is either .h, .c, .cpp, or .cc.
Table 1 presents a comparison between a) the number of commits that have been involved
in our replication attempt, and b) the dataset described in VCCFinder original paper.
We note that the dataset provided to us is significantly different than the one described
in the VCCFinder paper. We also note that we are unable to evaluate whether there is any
overlap between the dataset we had access to and the original one.

Use of the data sets The aforementioned ground truth notion is important as VCCFinder’s
authors opted to both report performance metrics computed against this ground truth, and
metrics computed on data they had no ground truth for (we do not know how they did this).
Original authors were contacted but did not come back to us on the matter. As a result, we
faced huge difficulty to clearly understand the notion of ground truth as used in the original
VCCFinder paper.
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Since our understanding of their notion of ground truth is based on deduction and
guesswork, and not on a clear authoritative description from original authors, we now carefully detail on what we trained our classifiers on, and on what they were tested on. More
specifically, we performed three different experiments:
1.
2.
3.

What we think the original experiment was;
A less coherent setup;
A more traditional setup.

We note that we cannot definitely affirm which of the first or the second setup
VCCFinder original paper used, as both are coherent with the figures reported. The
repartition is presented in Table 2, and detailed in the following paragraphs:

Unlabelled Train Replication A classifier is trained on the whole training set, including
the unlabelled commits created before 2011. This first one is the one we think to match the
most with the description of the original experiment. The negative label (i.e., not VCC) is
associated with those unlabelled commits before training. The resulting classifier is tested
on the whole test set, including the unlabelled commits from 2011 and newer. Similarly,
those unlabelled commits are associated with the negative label. The goal being to find
VCCs, if the resulting classifier predicts one originally unlabelled commit to be a VCC, this
will display as a False Positive.
Unlabelled Replication This setup is very similar to the previous one, with the exception
that the unlabelled commits created before 2011 are not used in the training phase. Those
related to after 2011 are used in the test set (and associated with the negative label). This
scenario would enable to analyse the model’s behaviour once facing security neutral commits. That is to say, commits that are neither VCCs nor fixing commits, the latter having to
be written with a security mindset. Still, the model would train on the closest we have to a
ground truth. This setup is less coherent in the sense that unlabelled commits are not treated
similarly in the training than in the testing.
Ground Truth Replication In this more traditional setup, a classifier is trained on the train
set for which we have a ground truth, i.e., excluding the unlabelled commits. Similarly, the
resulting classifier is tested on the test set for which we have a ground truth, i.e., excluding
the unlabelled commits.
Table 2 Dataset repartition scenarios
Training

Test

Unlabelled Train

positive

470

253

Replication

negative

229 770 (389 + 229 381)

120 368 (879 + 119 489)

Unlabelled

positive

470

253

Replication

negative

389

120 368 (879 + 119 489)

Ground Truth

positive

470

253

Replication

negative

389

879
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2.2 Features
2.2.1 Features - VCCFinder Paper
The second main step of the VCCFinder approach consists in extracting the relevant features
that will feed the machine learning algorithm. Among the selected features, VCCFinder
considers code metrics and meta-data related to both a particular commit and the whole
repository.
Regarding the commit5 itself, the patch code and the commit message are both considered. Note that a specific section of the original paper is dedicated to asserting the relevance
of the features by comparing their frequency in vulnerability-contributing commits and
other commits.
Regarding code metrics, for a given commit m from a repository R, VCCFinder extracts:
–

–
–
–

The number of structural keywords of C/C++ programs (such as if, int, struct,
return, void, unsigned, goto, or sizeof, etc) present in m. Overall, 62
keywords are referenced;
The number of hunks6 in m;
The number of additions in m;
The number of files changed in R.
Regarding metadata, for a given commit m from a repository R, VCCFinder considers:

–
–
–
–
–
–

The total number of commits in R;
The percentage of commits in R performed by the author of m;
The number of changes performed on the files modified by m after m was applied;
The number of changes performed on the files modified by m before m was applied;
The number of authors altering the files impacted by m;
The number of stargazers, forks, subscribers, open issues and others, including the
commit message itself.

2.2.2 Features - Availability
The earlier mentioned git repository ends up registering commits in a database, though as
already stated (Section 2.1.2), we are unsure whether the resulting database would have
all the information needed, in particular, we have been unable to locate code that would
compute all the features required. Furthermore, the original paper does not contain enough
details to fully re-implement the full feature extraction ourselves.
Therefore, regarding the extraction of features, we have to rely on the fields present in
the database given by the original authors.

2.2.3 Features - Our Replication Study
As already explained, the original paper does not precisely list all the features extracted
leading to a situation where we were unable to re-implement a feature extraction engine,
and thus unable to re-use their approach on another dataset.
5 We remind that a commit is composed of a patch (i.e., the ”diff” representing the code changes), and a
commit message (explaining the modification performed by the patch)
6 a hunk is a block of continuous added lines
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However, the database that was shared with us already contains the features computed
by VCCFinder authors themselves. We hence directly used those features.

2.3 Machine Learning Algorithm
2.3.1 Machine Learning Algorithm - VCCFinder Paper
The VCCFinder approach leverages an SVM algorithm (through its LibLinear (Fan et al.
2008) implementation) to learn discriminating vulnerability introducing commits from other
commits. This algorithm builds a hyper-plan that would separate, in our case, vulnerability introducing commits from others. To classify a given commit, a distance is computed
between the feature vector of this commit (i.e., a point in the hyper-space) and this hyperplan. The sign of this distance determines whether this commit contributes to a vulnerability
or not.
Given a commit and the extracted features, we describe now the generation of the feature
vector of this commit that is used as input of the machine learning algorithm. This process follows a generalised bag-of-words approach that normalises the features’ values into
boolean vectors. Regarding the normalisation, for each feature, commits are categorised into
bins based on the occurrences of the feature. Then a string is built by concatenating the name
of the feature and the bin identifier. Finally, joining all these newly created strings together
with the texts formed by the patch code and/or commit message, a considerable string is
built and fed to a tool named SALLY (Rieck et al. 2012). SALLY is a binary tokenisation
tool which generates a high-dimensional sparse vector of booleans from a string, computing a hash for each split-on-space sub-string. At the end of this process, each commit is
represented now by, first, a boolean, indicating its class (vulnerability-contributing commit
or not) and a succession of pairs (feature hash/binary value) that represent a
sparse vector of the features.
The VCCFinder authors mention they used a handicap value C of 1 and weight for this
one-class problem of 100 as ”the best values” (last sentence of their section 4.2).
Eventually, the authors present their results on the test set with a Recall-to-Precision
curve for which the actual parameter is the threshold in Fig. 1. After computing the distance
from the hyperplane for each commit in the test set and by incrementally lowering the
threshold, the commits the closest to the hyperplane will be classified as VCCs. Lowering
the threshold results in increasing the number of True Positives, but might also quickly bring
more False Positives. The higher the Recall-to-Precision curve, the more precise, and the
more horizontal, the more the model is not sacrificing precision for recall.

2.3.2 Machine Learning Algorithm - VCCFinder Availability
As already explained, VCCFinder authors did not release code that perform all the required
steps of their approach. Even in the repository found on the Internet (but not mentioned in
the VCCFinder paper), the code that orchestrates the training of the classifier and its usage
is absent.
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Fig. 1 Extracted from the VCCFinder paper: precision/recall performance profile of VCCFinders

However, as noted above, authors provide some of the parameters in the paper. We note
that the embedding step (i.e., tokenisation and discretisation) is almost adequately described
in the original paper, with the exception of the number of bins (cf. below).

2.3.3 Machine Learning Algorithm - Our Replication Study
The VCCFinder authors mentioned they used the LibLinear (Fan et al. 2008) library to run
the SVM algorithm. However, several front-ends of LibLinear exist. We decided to use the
LinearSVC7 implementation included in the popular framework scikit-learn.
Regarding the construction of the feature vectors, and more specifically regarding
the normalisation step, the authors do not specify the number of bins they use, nor on
which features this step was performed. We decided to consider 10 bins per feature containing each, as much as possible, the same number of commits. This was done with
scikit-learn’s preprocessing.QuantileTransformer facility, assigning the value
of 10 to n quantiles parameter, and ’uniform’ to the output distribution
parameter.
We then apply LinearSVC classifier with C parameter equals to one, the weight of the
class one to 100 over 200 000 iterations.

7 https://scikit-learn.org/stable/modules/generated/sklearn.svm.LinearSVC.html
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2.4 Results
In this section, we detail the results yielded by VCCFinder in the original paper, as well as
the results that we obtain when we replicate VCCFinder.

2.4.1 VCCFinder Paper
To assess the performance of their machine learning-based approach, the authors keep about
two-thirds of their datasets for training, and use one-third of the datasets for testing. Table 1
presents the exact numbers. Note that, as explained in Section 2.1, we are not sure about
what the training and testing sets are composed of.
The original results are presented in Fig. 1, which is directly extracted from the
paper (Perl et al. 2015). The plot is obtained by measuring/computing precision and recall
values when varying the threshold.
In the original paper, the authors compare VCCFinder against a then-state-of-the-art
tool named flawfinder (in red in Fig. 1). Flawfinder is a static analyser tool that looks for
dangerous calls to sensitive C/C++ APIs in the code as strcpy and flags them.
Figure 1 shows that VCCFinder greatly outperforms Flawfinder. The authors also set
their tool to the same level of recall that Flawfinder is capable of for this dataset, 24%, and
show that their approach presents then a precision of 60%. In comparison, Flawfinder can
only achieve 1% in such conditions. For a recall of 84%, VCCFinder has a precision of 1%.
With precision and recall values extracted from Fig. 1, an F1-score can be computed
thanks to the following formula:
2 ∗ P recision ∗ Recall
P recision + Recall
We can notice that the maximal F1-score of VCCFinder seems to be lower than 0.4, with
a maximum of either (Recall;Precision) =(0.25;0.6) or (Recall;Precision)=(0.3;0.5). Those
lead to an F1-score of either 0.35 or 0.375.
Table 3 describes several metrics (extracted from the original paper) such as True Positive, False Positive, etc computed on the test set. VCCFinder flagged 53 commits that
are, according to the ground truth, actually introducing a known vulnerability. Applying
VCCFinder to the larger set of unclassified commits, 36 commits were flagged as suspicious. Among those 36 potential VCCs, one was described by authors as confirmed by the
project maintainers, who had already patched this vulnerability. Authors opted not to comment on the other 35 commits, invoking ”responsible disclosure”. These 36 commits are
presented as belonging all to the post-January 2011 unclassified set. Thus, on what they
define themselves as the ground truth, no false positive is met.
F1 =

2.4.2 Our Replication Study
The results presented in Fig. 2 show the precision per recall we obtain on the 3 different
test sets while diminishing the threshold. One can understand the threshold as the minimum
distance from the hyperplane for a commit to be considered as VCC. The grey curves represent the lines for a constant F1-score at 0.2, 0.4, 0.6 and 0.8. We now details the results
for each of the 3 test sets presented in 2.1.3:

Ground Truth Replication The replication achieves a maximum F1-score of 0.63 for a
recall of 0.76 and a precision of 0.54 (see line 2 of Table 3 and green dots in Fig. 2). We also
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Table 3 Results of replication on updated test set
True Positive(VCCa ) False Positives False Negatives True Negativesb Precision Recall
VCCFinder
Ground Truth Replication
Unlabelled Replication
Unlabelled Trained Replication
a VCC:

53
61
61
61

36
5
3145
695

166
192
192
192

79 184
885
157 224
159 674

0.60
0.92
0.02
0.08

0.24
0.24
0.24
0.24

Vulnerability-Contributing Commit

b Vulnerability-Fixing

Commit and post-2011 Unlabelled

set ourselves, for the purpose of comparison, to the reference recall used in VCCFinder’s
original paper of 0.24 to find a precision of then 0.92. In these conditions, the F1-score is
of 0.38. It presents a progressive decline and correctly tags 61 commits as VCCs.

Unlabelled Replication This attempt trains on the ground truth but is tested on both ground
truth and beyond 2011 unclassified is drawn in red in Fig. 2. We can see it perform very
poorly, presenting more than three thousand false positives, once set to the same recall of
0.24. The precision is then barely of 2% and the F1 score of 0.037.
Unlabelled Train Replication It is after assessing how poorly the last experiments performed that we decided to include unclassified in the training, forcing them as non-VCCs.
The results are illustrated thanks to the blue curve in Fig. 2 and the last row of Table 3. It
improves sensibly the performances without reaching the level of the original. The precision
for fixed recall is of 8%, leading to an F1-score of 0.12.

Fig. 2 Precision/recall performance profile of VCCFinder’s Replication
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2.4.3 Parameters Exploration
Besides the results on the 3 different test sets, we took the opportunity of this replication
attempt of VCCFinder to investigate the impact of various parameters.

Exploration over parameter C In the original paper it is just stated that the optimal conditions are for a cost parameter C of 1. We experiment for different values of C on the basis of
the Ground Truth Replication. We experiment for values from C = 10−6 to 100, and obtain
the values presented in Fig. 3.
It appears that the behaviour seems to tend toward an optimal behaviour starting at C =
10−2 and higher. Thus, as advocated by the VCCFinder authors, using a value of C at 1
makes sense.
Exploration over class weight parameter Altering the weight of the positive class (VCCs)
from 0.1 to 100, we saw no difference in the output using the same other settings. There is,
thus, no reason to deviate from the original paper declared values.
Exploration with other algorithms We also experimented with a variety of different
machine learning algorithms. Results are presented in Fig. 4. We note that SVM—that
is used by the original VCCFinder paper—is among the algorithms that produce the best
results.
2.5 Analysis
We discuss the experimental results of our replication attempt of the VCCFinder approach.
RQ 1: Is our reproduction of VCCFinder successful?

Fig. 3 Precision/recall performance profile of VCCFinder’s replication for varying values of C parameter
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Fig. 4 Precision/recall performance profile for comparing classifying algorithms

According to the terminology used by ACM’s Artifact Review and Badging guidelines,
a Reproduction requires the same experimental setup (Association for Computer Machinery 2020). We recognise that some elements of our setup were different from the setup in
VCCFinder publication. We have therefore documented the differences.
We note that the combination of a) an implementation of the approach, and b) the exact
dataset used originally would have allowed us—and any other researcher—to positively
validate the results reported by VCCFinder’s authors.

RQ 2: Does the present work constitute a successful Replication of VCCFinder?
The ACM’s terminology states that researchers conducted a successful Replication when
they ”obtain the same result using artifacts which they develop completely independently”.8
We were unable to obtain the same results, mostly because we were unable to reimplement ourselves the code based on the paper. This is caused by the lack of details and/or
of clarity of the original paper. As an example, even if we had had access to the software
that collects the code repositories and built a database,9 we would still miss the complete
list of repositories that were involved in the original experiment.

8 https://www.acm.org/publications/policies/artifact-review-and-badging-current
9 Note

that the link provided in footnote 1 of page 3 in the original post-print publication raises a 404 error.
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Given that the differences in experimental results between our replication study and the
original VCCFinder publication may be due to the variations in the dataset or in the learning
process, we propose to investigate an alternative approach, that we would make available
to the research community, and that could yield similar performance to the promising one
reported in the VCCFinder paper.

3 Research for Improvement
VCCFinder is an important milestone in the literature of vulnerability detection. Indeed,
departing from approaches that regularly scanned source code to statically find vulnerabilities, VCCFinder initiated an innovative research direction that focuses on code changes
to flag vulnerabilities while they are being introduced, i.e., at commit time. Unfortunately,
its replicability challenges advances in this direction. By investing in an attempt to fully
replicate VCCFinder and making all artefacts publicly available, we unlock the research
direction of vulnerability detection at commit-time and provide the community with support
to advance the state of the art.
Considering our released artefacts of a new replicable baseline, we propose to investigate some seemingly-appealing variations of the VCCFinder approach to offer insights to
the community. Thus, in this section, we go beyond a traditional replication paper by :
(1)

(2)

Studying the impact of leveraging a different feature set that was claimed to be relevant to vulnerabilities (Sawadogo et al. 2020), thus proposing a new approach to
compare against VCCFinder (in Section 3.1);
Trying to overcome the problem of unbalanced datasets, i.e., the fact that there are
much more unlabelled samples than labelled ones (in Section 3.2).

3.1 Using an Alternate Feature Set
As described above, the feature set used in VCCFinder is not sufficiently documented to
be re-implemented, and the VCCFinder authors did not release a tool that is able to extract
features from a collection of commits.
In this section, we investigate the use of an alternate feature set, described in a recent
publication (Sawadogo et al. 2020) that is targeting the detection of vulnerability fix commits, rather than the detection of VCC. To reduce ambiguity when needed, we refer to
this alternate feature set as New Features, while the VCCFinder feature set is denoted VCC
Features.
In this experiment, the settings of the machine learning stay the same as in the replication
(LinearSVC with C=1 and the class weight set to 100).
RQ 3: How a less extensive but more security-focused feature set alters the VCCFinder
approach?

3.1.1 New Feature Set
The New Feature set is made of three types of features: Text-based features, SecuritySensitive features and Code-Fix features. They are all shown in Table 4
–

Code metrics: A difference between the two feature sets concerning the code is that
the new feature set focuses on 17 characteristics of the code, while VCCFinder collects
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Table 4 Alternate set of features (adapted from Sawadogo et al. 2020)
ID

Code-fix

ID

Security-sensitive

F1

#commit files changed

S1

#sizeof added

F2

#loops added

S2

#sizeof removed

F3

#loops removed

S3

F4

S4

F5

F2+F3

S5-S6

S1+S2
Like S1-S2 for
continue

F6-F9

Like F2-F5 for if

S7-S8

Like S1-S2 for
break

F10-F13

Like F2-F5 for Lines

S9-S10

Like S1-S2 for
INTMAX

F14-F17

Like F2-F5 for

S11-S12

Parenthesized expression
F18-F21

Like F2-F5 for

S13-S14

Boolean operators
F22-F25

Like F2-F5 for
Like F2-F5 for

S15-S18

Like F2-F5 for
Expressions

ID

Text

W1-W10

Most recurrent top 10 word

–

Like S1-S4 for
struct

S19-S20

Like S1-S2 for
offset

Functions call
F30-F33

Like S1-S2 for
define

Assignements
F26-F29

Like S1-S2 for
goto

S21-S24

Like S1-S4 for
void

62 keywords. Though, for each, it also computes whether they are added, removed, the
difference of those two factors and their addition.
Taken individually, most of them are common to the two feature sets. Except for
the count of elements under parenthesis, function calls, keywords: INTMAX, define
and offset, VCCFinder’s feature set includes them all and beyond.
Commit message: In New Features, only the ten most significant words present in
the commit message corpus, as obtained through a term-frequency inverse-documentfrequency (TFIDF) analysis, are captured.

Note that we tried to normalise the features (as recommended in Hsu et al. (2003)). The
results of detection along the test set were the same or slightly worse with this normalisation
step. Thus we decided not to normalise the features.

3.1.2 Results
Figure 5 and Table 5 present the performances with the New Feature Set.
By considering the Ground Truth only (second line of Table 5 and green curve in Fig. 5),
the New Features are less performant than VCC Features. For, still, a recall of 0.24, the
precision is only 67% while it used to top at 92% in such a case.
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Fig. 5 Precision-recall performances using New Features

Here again, because of the doubt on what is the actual test set in the original paper (cf.
Section 2.1.3), we also tested on both the ground truth and the unclassified commits post
January, 1st 2011 (red curve in Fig. 5 and last row in Table 5).

3.2 Adding Co-Training
A major issue with any VCC detection endeavour is the lack of labelled data, with less
than one per cent of the data being labelled. While researchers can collect many hundreds
of thousands commits, acquiring even a modest dataset of known VCCs requires a massive
effort.
One field of machine learning focuses on the usability of the unlabelled data. The study
by Castelli and Cover (1995) states that it is possible, in some case, to leverage unlabelled
samples to improve a machine learning model. Zhang and Oles (2000) investigated the
Table 5 Confusion table for new features
True Positive(VCC)

False Positives

False Negatives

True Negatives

Precision

Recall

VCCFinder

53

36

166

79 184

0.60

0.24

Ground Truth New Features
Unlabelled New Features

61
61

9
5672

192
192

854
120 346

0.871
0.010

0.241
0.241
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potential for gaining information from unlabelled data. This last study concludes that so
called active-methods have already proven theoretical efficiency.
In our case, depending on the interpretation of the use of the dataset as explained earlier,
unlabelled commits for training (before 2011) are either discarded (Ground Truth experiment) or incorporated in the non-VCCs set (Unlabelled Replication and Unlabelled Train
Replication).
RQ 4: Can semi-supervised sorting of unlabelled data improve the VCCFinder
approach?
One semi-supervised learning approach, called co-training and introduced by Blum and
Mitchell, could help answer this question. On a Web page classification problem, Blum and
Mitchell (1998) used two classifiers in parallel to complete training sets with unlabelled
data. They ended up with an error rate of just 5% based on both the page content and hyperlinks over a test set of 265 pages: only 12 pages labelled (3 as positives course-pages, 9
negatives) and around 800 unlabelled. They demonstrated that Co-Training achieved performances on this problem that was unmatched by standard, fully-supervised machine learning
methods. It is a technique that has industrially proven a reduction of false positive by a
factor 2 to 11 on specific element detection on a video (Levin et al. 2003), and for which
conditions of maximum efficiency it induces were analysed (Balcan and Blum 2005).

3.2.1 Co-Training Principle
When trying to detect VCCs, an important point is that unlabelled commits are unlabelled
not because they are not VCCs, but because it is unknown whether they are VCCs. Arguably,
in any large-enough collection of commits, it is reasonable to assume at least some of them
are actually VCCs.
The insight behind trying Co-Training with VCC detection is the following: By building
two preliminary and independent VCC classifiers, the unlabelled commits predicted to be
VCCs by both classifiers could be used to augment the training set. By repeating this step,
it might be possible to leverage the vast space of unlabelled commits.

3.2.2 Description of the Algorithm
Blum and Mitchell (1998) showed that the co-training algorithm works well if the feature
set division of dataset satisfies two assumptions: (1) each set of features is sufficient for
classification, and (2) the two feature sets of each instance are conditionally independent
given the class.
Both the VCC Features set and the alternate feature set can be split into two subsets of
features: One based on code metrics, and one based on the commit message.
Previous work on security patches detection showed that, for the New Feature set, the
two resulting feature subsets are independent, and thus satisfy the two main assumptions for
Co-training (Sawadogo et al. 2020).
Once these two assumptions are satisfied, the Co-training algorithm considers these two
feature sets as two different, but complementary views. Each of them is used as an input of
one of two classifiers used in Co-training: One focused on code metrics, and the other on
commit messages. The algorithm is given three sets: a positive set, a negative set, and a set
of unlabelled.
As described in Algorithm 1, and shown in Fig. 6, the training process is an iterative
process in which each classifier (h1 and h2 on Fig. 6) is initialised being just given the
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labelled inputs LP, that is used as the ground truth. From the whole set of unlabelled, a
subset U’ is randomly selected. At every round, each classifier is trained on a labelled set
(LP for the first round). Then a number of unlabelled commits from U’ are classified with
those two classifiers. When both classifiers agree on a commit, this commit is added to the
ground truth, i.e., it will be used to augment the training set in the next round. The process
keeps going until we reach a predetermined size of the labelled set.

3.2.3 Implementation
For the implementation of the Co-training, we select two Support Vector Machines (SVM)
(Vapnik 2013) as classification algorithms. We also perform experiments using three different
size limits of the training set: by 1000, 5000 and 10 000 unlabelled commits added.
This variation enables us to compare the effect of this variable in prediction performance.
To respect temporality, the unlabelled commits were all taken before January, 1st 2011, as
was for the original unaltered training set. For both sets of features, the co-training occurs
after the extraction of features. One classifier trains on the code metrics and the other on the
metadata. We finally use, as for the replication, a LibLinear model to classify the commits
of the test set. For the latter values of C is 1 and, still, the weight of the class to 100.
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Fig. 6 Co-Training (Figure extracted from Sawadogo et al. 2020)

3.2.4 Co-Training Results
Co-Training with VCC Features Performance is improved slightly (cf. Fig. 7 vs Fig. 2)
when Co-Training is used in conjunction with VCC Features. This improvement, however,
does not appear to change with the size increase of the training set (whether 1000 or 10 000).
When testing with the Unlabelled Test, performance drops for all attempts. Therefore,
no improvement can be concluded in this aspect.
Co-Training with New Features Figure 8 presents the results for a Co-Training process
based on New Features. It includes variations for the training set (with 1000 and 10 000
unclassified commits) and, tests with and without the unclassified commits. On testing without the unlabelled Test set, one can conclude that the increase of 1000 unlabelled already
helps perform better than the baseline green curve of Fig. 5. An increase of the dataset by
10 000 is further contributing to detect more VCCs.
3.2.5 Co-Training Analysis

This finding is clear when we consider the unclassified commits, in which cases the
performance metrics dramatically drop. There seems to be an effect, though, for the New
Features when only considering the Ground Truth.
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Fig. 7 Co-Training Performance using VCC Features’ set

4 Related Work
The possibility of automatically finding vulnerabilities in code bases has long been identified by researchers as a worthy investigation target. In this section, we present a selection
of significant prior works that we group by families of approaches.

4.1 Static Analysis for Vulnerability Detection
First released in May 2001, Flawfinder
performs static analysis of C and C++ programs and detects calls to a manually curated
list of sensitive APIs (Wheeler 2001). Examples of such APIs widely recognised as sensitive
are strcpy, random or syslog.
Splint (Larochelle and Evans 2001) is another static security testing tool, which performs
lightweight analyses of ANSI C code and augments the code with annotations that set constraints on each C statement. It notably reveals the risks of buffer overflows, and alteration
of the flow of instructions around loops and ifs. Splint does not pretend to be complete nor
sound but a good first pass at a very small cost. It was evaluated on BIND and wu-ftpd and
uncovered a few buffer overflows, both known and by-then-unknown.
Find-Sec-Bugs10 targets Web applications written in Java, and searches for potential vulnerabilities by matching high-level patterns that model problematic code pieces.
Find-Sec-Bugs was made available to developers through a convenient IDE plugin.
Recently, Arusoaie et al. (2017) compared several open-source, security-oriented, Static
Analysers for C and C++ code. Among the tools compared are:

10 https://find-sec-bugs.github.io
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Fig. 8 Co-Training Performance using New Features set

–
–
–
–
–
–
–

–
–

Frama-C (Signoles et al. 2012), that leverages Static- and Dynamic-Analysis, Formal
verification, and Testing;
Clang11 , that can find bugs such as memory leaks, ’use after free’ errors, and dangerous
(though valid) type casting;
Oclint12 , that performs analyses of Abstract Syntax Trees to find known patterns of
dangerous code constructs;
Cppcheck13 , that specialises in finding undefined behaviours, and that strives to
produce very few False Positives;
Infer14 , that catches memory safety errors by trying to build formal proofs of programs,
and then interpreting failures of proof as bugs;
Uno (Holzmann 2002), that offers an approach aiming at detecting a limited number of
errors, but with high precision;
Sparse, that was developed by Torvalds et al. (2003) specifically for the Linux kernel
and thus can detect low-level errors in (among other things) bitfields operations or
endianness;
Flint++15 , that can detect and warn developers about dangerous coding practices.
git-vuln-finder16 , that is based on C/C++ pattern matching.

11 https://clang-analyzer.llvm.org
12 http://oclint.org
13 http://cppcheck.sourceforge.net
14 https://fbinfer.com
15 https://github.com/JossWhittle/FlintPlusPlus
16 https://github.com/cve-search/git-vuln-finder
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Arusoaie et al. (2017) were able to compare those approaches both quantitatively and
qualitatively, and characterised Frama-C as the most precise approach, Oclint as the tool
uncovering most dangerous behaviours, and Cppcheck as presenting a very low false-positive
rate.
Taint analysis allows to follow the path data travels inside a program. This can
allow uncovering vulnerabilities that would not be detectable by analysing one function/class/package at a time. Such approaches were proposed by Arzt et al. (2014) for
Android applications in order to locate insecure use of data caused by the interactions of
several software components.
Yamaguchi et al. (2014) demonstrated an approach that combines Abstract Syntax Trees
(AST), Program Dependence Graphs (PDG), and Control Flow Graph (CDG). They were
able to discover 18 new vulnerabilities in the Linux kernel.
A recent implementation was tried by Wang et al. (2016) with BUGRAM that generates
n-gram sequences and considers the least likely as a bug. BUGRAM was run on 16 Java
projects and found 14 confirmed bugs that other state-of-the-art tools were not able to find.
Martin et al. (2005) introduced a query language to search patterns of dangerous use,
such as non-encrypted password hard-disk writing or possibility left for a SQL injection.
Livshits and Lam (2005) presented a framework available as an Eclipse plug-in to perform various static analyses. Their approach managed to find 29 security errors, two of
which in widely used Java software: hibernate and the J2EE implementation.

4.2 Vulnerability Detection with Symbolic Execution
Symbolic execution has also long been identified by researchers as a promising technique
to detect vulnerabilities in software. It enables some flexibility on the testing by using
unknown symbolic variables rather than hard-coded-like asserting tests. Symbolic execution methods were notably experimented in 2008 by the tool KLEE that found 56 new bugs,
including 3 in COREUTILS (Cadar et al. 2008).
A good review of the use of Symbolic execution for software security was published in
2013 by Cadar and Sen (2013).
More recently, Li et al. (2016a) leveraged CIL—a C intermediate language—library to
statically analyze the source code, allowing backward tracing of the sensitive variables.
Then, the instrumented program is passed to a concolic testing engine to verify and report
the existence of vulnerabilities. Their approach focuses on buffer overflows and was reportedly not able to deal with nested structures in C code, function pointers and pointer’s
pointer.

4.3 Vulnerability Detection with Dynamic Analysis
Another important technique for software security is Dynamic Analysis, where programs
under test are actually run and monitored. Fuzzing, which automatically generates inputs
and tests a program on them, has rapidly come to play a major role in software vulnerability detection. Fundamentally, a fuzzer is an infinite loop which mutates an input seed and
launches the target program on the mutated seed. If the target crashes, a bug is detected.
Manual analysis will tell if the bugs is a vulnerability or not. AFL is a popular fuzzer for
C/C++ programs (Zalewski 2017). Recent works (Zhu et al. 2019; Klees et al. 2018) use
it as the reference. AFL instruments the target program to keep track of the coverage. If
a mutated seed increases the coverage, the seed is kept to be mutated further. FuzzIL is a
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fuzzer for Javascript VM (Groß 2018). Like AFL, it uses coverage to rank seeds. JQF (Padhye et al. 2019) or Kelinci (Kersten and Luckow 2017) are coverage-guided fuzzers to test
Java programs.
Approaches have augmented Symbolic execution with actual execution of parts of programs, allowing to overcome limitations of symbolic execution. Such hybrid methods are
called concolic, as they mix both concrete and symbolic execution.
MACE (Cho et al. 2011), uses model-inference to direct concolic execution. This
approach improves the exploration of the state-space of programs, thus allowing to find
more vulnerabilities than tools with less coverage.

4.4 Vulnerability Detection with Code Metadata
Often, code nowadays comes with large amounts of associated metadata, such as bug
tracking and code versioning information.
This metadata was quickly identified as a treasure trove ready to augment vulnerability
detection approaches. In 2005, it was shown by Śliwerski et al. (2005) that changes made
on Fridays to the Mozilla and Eclipse projects were more likely to introduce problems than
the changes made in other days.
Kim et al. (2008) considered change log, author, change date, source code, change delta
and metadata on 12 well-known software projects (Apache HTTP, Bugzilla, Eclipse, PostgreSQL, etc). They were able to reach an average precision of 0.61 for a recall of 0.6 for
vulnerability introducing commits.
Vulture was demonstrated by Neuhaus et al. (2007). It is able to learn known vulnerabilities to detect new ones. Vulture managed to obtain a 70% precision on the Mozilla project,
while not only detecting vulnerabilities, but also pinpointing their location.
Wijayasekara et al. (2012) proposed to mine bug databases as some of these bugs are only
revealed to be vulnerabilities years after. In another work, this idea was experimented on the
Linux Kernel for data between 2006 and 2011 (Wijayasekara et al. 2014). They reported a
precision of 0.02, but noted that this performance is better than random.
(Meneely et al. 2013) found that, on Apache HTTPD, VCCs were related with bigger
commits as non-VCC while tracking 68 vulnerabilities and their 124 manually-found related
VCCs.They note as well that bigger commits were related, generally, with the introduction
of new features.
VulPecker (Li et al. 2016b) chose to focus on patch hunks and code similarity analysis.
It led Li et al. (2016b) to discover 40 vulnerabilities not in the NVD database, 18 of which
were still unpatched.

4.5 Machine Learning Application for Vulnerability Analysis
A large body of work in the literature has proposed to use machine learning to discover
vulnerability patterns in an entire code base, without considering commits individually.
Ghaffarian and Shahriari (2017) provide a thorough literature survey on various approaches
in this direction. One of the key finding reported by the authors is that the field of
vulnerability prediction models was not yet mature.
Literature approaches have employed learning techniques on diverse programming languages and software systems: Chang et al. (2008) have applied a HMFSM (Heuristic
Maximal Frequent Subgraph Mining) to four C programs (make, openssl, procmail and
amaya). Their approach uses a a mix of static analysis and data mining to extract patterns
that were then associated with their frequency: the more frequent a pattern, the safer it is
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considered. In their evaluation, they managed to find 3800 violations of well-known patterns. Zimmermann et al. (2010) proposed to use a measure of code complexity (described
by McCabe 1976) to predict the presence of vulnerabilities in Windows Vista. Using Linear Regression, they manage to have a precision below 64% for a relatively low recall of
21% on a ten-fold validation process. Yamaguchi et al. (2013) have presented CHUCKY,
an approach to identify anomalous or missing checks on C programs. It is a combination
of taint analysis and machine learning that results in finding up to 96% of missing checks
by comparing a piece of code to the most similar ones. Scandariato et al. (2014) extracted
text from 182 releases of 20 Android applications to generate feature vectors, using a feature discretisation method proposed by Kononenko (1995). This approach achieved good
performance for detecting vulnerabilities within a project, but lower performance for interproject detection. DEKANT was proposed to generate a model out of sliced pieces of PHP
applications and WordPress plugins (Medeiros et al. 2016). This model, based on a set of
annotated source code, serves as the basis for the discovery of new vulnerabilities.
Researchers have explored various code representations for learning vulnerability properties. Feng et al. (2016) used machine learning on CFGs. Their tool, Genius, identified 38
potentially vulnerable firmware, 23 of which were manually confirmed. Similarly, Lin et al.
(2018) have tokenised Abstract Syntax Trees (AST) to feed a deep learning classifier (BiLSTM) to obtain a model of vulnerabilities. This model was then applied to a new project
and enabled early vulnerability detection. Recently, Ban et al. (2019) also used Bi-LSTM
on ASTs from C and C++ datasets. In contrast to these works, Alohaly and Takabi (2017)
presented an approach that balances text and structural features. Tested on phpAdmin and
Moodle, their results were slightly below those of an usual bag of words technique.
Other papers focused on the importance of the extracted features. For example, Shin and
Williams (2011) tried to focus on the correlation between code complexity features and the
presence of vulnerabilities. The overall performance was rather low in term of completeness
(letting no vulnerable program pass unflagged (Ghaffarian and Shahriari 2017)) with an
overall precision of 12%, while the recall reached 67% to 81% depending on the project,
respectively Firefox and Wireshark. Though, another paper, namely Moshtari et al. (2013)
replicated this study with much more success using Bayesian Networks (as used by Shin
and Williams (2011)) only focusing on Firefox and adding more complete information they
had on the vulnerabilities through the allocated Common Weakness Enumeration (i.e., the
vulnerability type). They even reached greater success changing either for IBK algorithm
or Random Tree by Random Committee, by reaching a Recall of 92% and a Precision of
98% for the latter case, but still only on Mozilla. On cross-project attempt (adding Eclipse,
Apache Tomcat, Linux kernel 2.6.9 and OpenSCADA) it drops at 32% for the Precision and
7% for the Recall. It is to mention that Mozilla presents a ground truth of on average 2300
vulnerabilities split into 1000 files. Other projects considered on the cross-project analysis
do only so from 12 files (OpenSCADA) to 814 (Eclipse written in Java).
Goseva-Popstojanova and Tyo (2018) investigated what features to consider for vulnerability detection, and concluded that the features do not affect significantly the classification
performance. The best performing algorithm was different depending not only on the
features but more importantly on the dataset.

4.6 Vulnerability Detection at Commit Level
A few articles try to address the issue of automated detection of vulnerabilities at commit
level.
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Yang et al. (2017) focuses on automatically detecting vulnerability-contributing changes
in the Mozilla Firefox project. The tool extracts features from commits and uses a random forests classifier to detect VCCs. By first using an estimated number of potential
VCCs present in the code under analysis, they claim to produce fewer False Positives than
VCCFinder. Sabetta and Bezzi (2018) consider the code modified by a commit as a text document, and then leverage Natural Language Processing techniques to feed multiple machine
learning classifiers. One of Wan (2019)’s contribution is to filter commits by excluding or
including those matching a list of keywords. For example, their filtering step can discard
up to 92% of commits, hence vastly reducing the effort needed to analyse the suspicious
commits. However, in each of these works, the artefact are not available so, cannot compare
against neither VCCFinder nor our baseline approach. Moreover, being unavailable, these
approaches cannot be used as baseline for the research community.
Other works have directly mentioned and inherited from VCCFinder. Directly trying to
improve on VCCFinder, in a 5 pages technical report, Yamamoto (2018) aims at decreasing the number of false-positive results yielded by VCCFinder. To that end, he proposes
to separate additions from deletions in the commits to extract code-related features. The
results presented in this technical paper are claimed to be slightly better than those of
VCCFinder. However, being yet unpublished, and by only proposing a marginal variation
with VCCFinder, we opted to only consider VCCFinder for our reproduction/replication
work. Zhou and Sharma (2017) compare different algorithms for automatically discovering security issues. Albeit mentioning that VCCFinder uses LinearSVM, they only consider
information from the commit message, gathered using regular expressions, and from bug
reports. In opposition with VCCFinder and our baseline approach no information is taken
from the patch code itself. The experimental results provided in this paper do not allow
us to clearly compare the performance of their approach to that of VCCFinder, nor to our
baseline.
Finally, even if they do not propose an ML based approach to detect vulnerability at
commit level, Hogan et al. (2019) address the issue of the reliability of the labelled data
taking VCCFinder as an example. They simplified the version of the project scrapper available online for VCCFinder, re-adapted the code to make it work regarding their focus and
manually analysed the commits considered as VCCs. They conclude that only 58% of the
commits that would be considered as ground truth, if they relied on VCCFinder’s technique,
are actually contributing to a vulnerability. This is an issue we did not have to address since
we attempted to replicate the performances presented in VCCFinder original paper using
data provided by the authors, not to check the validity of the ground truth construction
method. The issue raised by Hogan et al. (2019) underlines an important problem for the
field that had already been mentioned by Goseva-Popstojanova and Tyo (2018).

5 Conclusion
Vulnerability detection is a key challenge in software development projects. Ideally, vulnerabilities should be discovered when they are being introduced, i.e., by flagging the
suspicious vulnerability-contributing commits. VCCFinder, presented in 2015 at the CCS
flagship security conference held the promise of detecting vulnerability-contributing commits at scale using machine learning. Since the research direction that this approach initiated
has not boomed since then, we have proposed to revisit it. First, we attempted (and failed)
to replicate the approach and to replicate the results. Then, we propose to build an alternative approach for the detection of vulnerability-contributing commits using a new feature
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sets (whose extraction is clearly replicable) and a semi-supervised learning technique based
on co-training to account for the existence of a large set of unlabelled commits. Our experimental results indicate that the proposed approach does not yield as good performance as
the ones reported in the VCCFinder publication. Nevertheless, it constitutes a strong and
reproducible baseline for the research community. Our artefacts are publicly available at
https://github.com/Trustworthy-Software/RevisitingVCCFinder.
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